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Abstract
In this paper, we present the state-of-the-art BBN Mandarin Broad-
cast News (BN) transcription system that participated in the EARS
Rich Transcription evaluations. As briefly mentioned in the litera-
ture before, the BBN 2003 evaluation system achieved 47% rela-
tive improvement compared to the baseline, a significant reduction
in recognition errors. Since then the system performance has been
improved by another 16%, mainly due to the additional acoustic
training data selected via light supervision, automatically down-
loaded language training data, an enhanced phoneme set and a
better algorithm for pitch extraction. The current system achieves
6.3% character error rate (CER) on the EARS 2003 and 2004 de-
velopment test sets, running at four times real time (4xRT).

1. Introduction
During recent years, the demand for automatic transcription of
broadcast news has been increasing, especially in languages other
than English. Significant improvement has been obtained over
the years. Some systems have shown high accuracies, even under
some challenging conditions, such as live transcription [1]. Many
efforts have been devoted by various research groups in order to
achieve both low recognition error rate and low latency.

BBN has been one of the major sites participating in the EARS
program funded by DARPA since 2002 [2]. On top of the BBN
real-time Rough’n’Ready system [3], we built a new system for
the Mandarin Broadcast News (BN) transcription task, which was
one of the six Speech-To-Text (STT) tasks in the EARS program.
Significant improvement has been made over the last three years,
thanks to both the latest modeling techniques and the newly avail-
able training data. The progress we made in the RT03 system was
briefly described in [2], which was around 47% relative improve-
ment compared to the baseline. The purpose of this paper is to pro-
vide a thorough description of the state-of-the-art system and con-
centrate on the improvement achieved during and after the RT04
evaluation.

The paper is organized as follows. In Section 2, we describe the
acoustic training corpus, language training corpus and develop-
ment test data. Section 3 introduces the Mandarin BN transcription
system, including the recognizer, acoustic models and language
models. In Section 4, we present some experimental results show-
ing the progress we have made recently. The paper is concluded in
Section 5.

2. Training Corpus and Test Data
2.1. Acoustic Training Data

The acoustic training corpus consists of 127 hours of speech.
About 27 hours of data are from the LDC Hub-4 Mandarin corpus

(LDC98S73), which includes the data from three sources: China
Central Television (CCTV), Voice of America (VOA) and Commer-
cial Radio in Los Angeles (KAZN-AM). The rest of the training data
was obtained from the TDT4 Mandarin broadcast news corpus.

The transcripts in the TDT4 corpus are quick captions and have
various errors, such as omission and substitution. Instead of di-
rectly using them for training, we developed light supervision [4]
to automatically select a subset of the data as our additional acous-
tic training data, similar to what we have done for the English sys-
tem. A biased language model (LM) was built first in which the
captions were added with a heavy weight. Then all the raw audio
data was decoded with the original decoder and the biased LM.
Only phrases of three or more contiguous characters, that both the
captions and hypotheses agree, were selected. Currently, only data
from three sources, i.e. CCTV, China National Radio (CNR) and
VOA, are selected from the TDT4 Mandarin corpus. Overall there
are about 100 hours of data automatically selected as shown in
Table 1, which enlarged the training set to 127 hours.

Subset Period Sources Shows Hours

Hub4 1997 3 58 27
TDT4 10/2000-01/2001 3 420 100

Table 1: Information about the Hub4 data and selected TDT4 data

2.2. Language Training Data

Our language model training corpus is a pool of 800 million-word
text from various sources as shown in Table 2. Specifically, the
web data, i.e. the data automatically downloaded from the Internet
daily, consists of text from six sources: CNR, CCTV, VOA, People
Daily, Xinhua News, and Zaobao. All these language training data
cover various time periods from 1991 to March 2004, with Dec.
2000, Feb. 2001 and Nov. 2003 excluded in order to avoid the
overlap with the date of the development and evaluation test sets.

2.3. Development Test Sets

During the system development, we used the EARS 2003 and 2004
development sets as our test sets, namely the Dev03 and Dev04 test
sets. The Dev03 set consists of about 1.5 hours from three shows
broadcast by CCTV, CNR, and VOA in December 2000. The length
of the Dev04 set is about half hour in total, selected by NIST from
4 CCTV shows, all broadcast in November 2003.

3. Mandarin Broadcast News System
In this section we provide detailed description of our Mandarin
BN transcription system. This includes the recognizer, phoneme
set, acoustic models and language models.
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Source Period #Words

People Daily 1991-1997, 1999-2001 127M
China Radio 1994-1996 275M
Xinhua 1994-1996 12M
Beijing Daily 1997, 1999-2001 50M
Beijing Evening 1997 59M
Hub4 1997 250K
TDT[2,3,4] 1998, 2000-2001 18M
Web Data 2003-2004 189M

All 1991-2004 792M

Table 2: Information about the language training data

3.1. Recognizer

The recognition process can be divided into three stages: audio
segmentation, feature extraction, and decoding.

Segmentation: The input audio is first segmented [5] based on
automatic gender detection. Then for each gender, speaker change
detection is performed using the Bayesian Information Criterion
(BIC). The speaker turns are then chopped into short segments (av-
eraging 7 seconds) according to silence locations, and the resulting
segments are then clustered using an online algorithm [6] that em-
ploys a penalized likelihood measure. The obtained clusters are
used for adaptation and decoding.

Feature Extraction: The length of each speech frame is 25 ms
with a frame rate at 100 frames/sec. For each frame, 14 percep-
tual linear prediction (PLP) [7] derived cepstral coefficients, en-
ergy and pitch are calculated. Using pitch is a characteristic of
the Mandarin system to account for the tonal nature of the lan-
guage. Two pitch extraction algorithms are compared in the paper,
namely Algorithm I and Algorithm II. The latter is similar to the
one published in [8]. The steps in each of the two algorithms are
shown in Table 3. As we can see, the main differences are in the
smoothing and conversion to the log10 domain. The experimental
results from using either of the two algorithms will be compared
in Section 4.

Step Algorithm I Algorithm II

1 Autocorrelation Autocorrelation
2 LPC residual LPC residual
3 Find peak Find peak
4 Normalization Set unvoiced pitch=0
5 Substract moving avg Remove outlier
6 Interpolate unvoiced region
7 3-point smoothing
8 Log10
9 Normalization

Table 3: The steps in the two pitch extraction algorithms

The static features are then augmented with their first, second, and
third order derivatives, which lead to an initial 64-dimensional
parameter space. The dimension is then reduced to 46 using a
global or speaker-specific heteroscedastic linear discriminant anal-
ysis (HLDA) transform.

Decoding: The decoding stage is comprised of three decoding
passes. The first pass, unadapted decoding, provides supervision
for model adaptation and decoding in the second pass, which in
turn provides supervision for the third pass. The first pass uses a
speaker independent (SI) model, while the following two passes
use a speaker adaptive training (SAT) model. The decoding strat-
egy is common to all three passes, which employ a multipass
search strategy. In the current system a forward pass and a back-
ward pass are run followed by N-best rescoring.

• The forward pass uses simple acoustic models, Phonetically
Tied Mixture (PTM) models, and a bigram language model,
and outputs the most likely words at each frame together with
their scores.

• The backward pass then uses the output of the forward pass
to guide a Viterbi beam search with more complex acous-
tic and language models. A state clustered (using decision
trees) within-word quinphone acoustic model, and a trigram
language model are used in this step. During the backward
pass an N-best list is generated.

• In the current system an N-best list (N=300) is output by the
backward pass, and this list is rescored using a state clus-
tered cross-word quinphone model, and a 4-gram language
model. The top scoring hypothesis represents the system’s
recognition output.

Adaptation in the second pass starts by estimating a speaker spe-
cific HLDA-SAT transform [9] for each speaker, followed by ap-
plying a constrained maximum likelihood linear regression (CM-
LLR) transform, which is a linear feature space transform [10].
The final adaptation step amounts to estimating two MLLR [11]
transforms of the model parameters based on a tree clustering of
the model distributions. In the third pass, adaptation consists of
only eight MLLR transforms of the model parameters, i.e. no
feature space adaptation is used. In both passes, MLLR is im-
plemented using least square estimation for efficiency. MLLR is
applied to the three models used in decoding, namely, the PTM
and both the within-word and cross-word State-Clustered Tied-
Mixtures (SCTM).

3.2. Phoneme Set

The way we construct our phoneme set is similar to that proposed
in [12] for tonal languages. The basic idea is to associate the main
vowels with the tones. The number of basic phonetic units required
in the system can be largely reduced. The recognition accuracy is
also higher than that using the general Initial-Final (demi-syllable)
approach.

Our initial phoneme-set contains 73 phonemes which was used in
the 2003 evaluation system:

• 10 main vowels: E I IH a e er i o u yu, with 4 tones each
except er which has only 3 tones;

• 23 intial consonants: b c ch d f g h j k l m n p q r s sh t w x y
z zh;

• 3 glides: W Y v;

• 2 codas: N NG;

• 6 other phonemes: silence, fragment, breath, hesitation,
laugh/cough, garbage.



After the RT03 evaluation, we made two changes on the phoneme
set. First, we merged phoneme /I2/ with phoneme /I1/ since the
former has little data in the training set. Then we added four
phonemes, /A1/ to /A4/, to further distinguish the /a/ in Pinyin
“ai” and “an” from others. Thus, we end up with the current 76-
phoneme set.

3.3. Acoustic Modeling

The BBN system uses phonetic hidden Markov models (HMMs)
to represent each of the phonemes. Each HMM has a left-to-right
topology and consists of 5 states. These phonetic models are used
as building blocks for words from a 48K-word lexicon. A two-
level tying structure is used for the means and variances (referred
to as codebooks), and the mixture weights.

Six acoustic models in total are needed for the decoding passes,
namely the PTM, within-word SCTM (SCTM-NX), and cross-
word SCTM (SCTM-X), for both SI and SAT. Although the final
models are discriminatively trained using maximum mutual infor-
mation (MMI) estimation [13], maximum likelihood (ML) models
are also trained as initial models, to build lattices required for MMI
training, and to obtain mixture weights. The sizes of the resulting
SAT models trained on the 127-hour training set are shown in Ta-
ble 4.

Model # Codebooks # Gaussians

PTM 76 36K
SCTM-NX 4567 195K
SCTM-X 5510 200K

Table 4: Model size in number of codebooks (tied states) and num-
ber of Gaussians for the PTM, SCTM-NX, and SCTM-X models

3.4. Language Modeling

The decoding lexicon in the system consists of 48K words selected
based on the occurring frequency in the 600 million-word lan-
guage training corpus. Words are automatically derived by group-
ing characters using the Longest Substring Match algorithm boot-
strap from an LDC-published Mandarin lexicon.

For language modeling, we use a back-off N-gram model esti-
mated from the language training data. A tree bigram model is
used in the forward pass and an approximate trigram is used in
the backward pass. During the nbest rescoring a 4-gram model is
employed to provide LM scores. In total, there are 18M bi-grams,
64M tri-grams and 256M 4-grams in our language model. The tri-
gram perlexities on the development test data from three sources
are shown in Table 5. The average number of characters per word
is also listed there. As expected, the perlexity on the VOA data is
relatively higher since it was broadcast in the US while most of the
language training data was obtained from China.

Source CCTV CNR VOA All

Perlexity 173 200 220 189
#char/word 1.76 1.76 1.79 1.76

Table 5: Perlexity and average number of characters per word

4. Experimental Results
This section reports the experimental results on the EARS 2003
and 2004 development sets which show the performance with dif-
ferent acoustic and language models. We also present the latest
results on the EARS 2004 evaluation test set, the Eval04 set.

4.1. Comparison between Two Phoneme Sets

In our RT03 system, the phoneme set contained 73 phonemes. It
was later on updated into a 76-phoneme set as mentioned in Sec-
tion 3. The results from the two phoneme sets are compared in
Table 6. The first row in the table represents our RT03 system per-
formance, which has a character error rate (CER) of 7.5% overall.
The 76-phoneme set slightly outperforms the old phoneme set on
one of the test sets, i.e. the Dev03. The new phoneme set was used
in our RT04 system.

Phoneme Set Dev03 Dev04 Overall

73-phoneme 7.1 8.6 7.5
76-phoneme 7.0 8.6 7.5

Table 6: Comparison between two phoneme sets

4.2. Effects of Additional Training Data

The acoustic training set for the RT03 system had 93 hours of train-
ing data, which included 27 hours of Hub4 data and 66 hours of
TDT4 data automatically selected via light supervision. Only the
whole utterances, that both the captions and the hypotheses agree,
were selected at that time. During the development of the RT04
system, we relaxed the selection criterion a little bit and chose the
short phrases of three or more matching Chinese characters. This
resulted in another 34 hours of training data. The training set was
enlarged to 127 hours. The effect of the additional acoustic train-
ing data is shown in the first two rows in Table 7. The LM was
kept the same as that in the RT03 system. The overall gain is 0.4%
absolute and about 5% relative. It shows the effectiveness of the
automatic selection from the data with errorful transcripts.

We also updated the LM during the RT04 by adding more language
training data, including the recent web data downloaded from the
Internet and the Xinhua News 2000 to 2002 data from the LDC
Chinese Gigaword corpus (LDC2003T09). As shown in the third
row of Table 7, the new language training data helped on both test
sets, especially on the more recent test set Dev04. The overall im-
provement from the new LM is 10% relative. It also indicated the
importance of having updated LM for broadcast news transcrip-
tion.

AM LM Dev03 Dev04 Overall

93 hrs RT03 7.0 8.6 7.5
127 hrs RT03 6.8 7.7 7.1
127 hrs RT04 6.6 5.9 6.4

Table 7: Effects of adding new training data

4.3. Comparison between Two Pitch Algorithms

As mentioned earlier, we tested two slightly different pitch extrac-
tion algorithms. For some historical reason Algorithm II was used



in our RT04 system. After the RT04 evaluation, we made a fair
comparison between the two algorithms, as shown in Table 8. Al-
though it is generally believed that Algorithm II provided better
smoothing, it is consistently outperformed by Algorithm I in both
ML and MMI results. The same trend also appeared when we
tested on other test sets. It is suspected that some useful informa-
tion was lost during the process of the smoothing.

Algorithm Model Dev03+Dev04

II ML 7.0
I ML 6.8

II MMI 6.4
I MMI 6.3

Table 8: Comparison between two pitch algorithms

4.4. Effects of MMI Models

It is also interesting to measure the gain from using MMI mod-
els in each of the three decoding passes, in contrast to using ML
models. As shown in Table 9, when we used ML models in all the
passes, the CER would be 8.6% in unadapted decoding and 6.8%
in re-adapted decoding. If using MMI SI models in unadapted de-
coding and ML SAT models in adapted decoding, the unadapted
decoding, with CER at 7.9%, provided better hypotheses for later
passes, which achieved 6.6% eventually. When MMI models were
used in all the passes, the CER reached 6.3%. So the gain from
MMI models is around 8% relative (7.9% vs. 8.6%, and 6.3% vs.
6.8%), which is close to what we generally observe in the English
systems. Compared to our RT03 system (at 7.5% CER), the cur-
rent system achieved 16% relative improvement.

SI SAT Unadapted Adapted Re-adapted

ML ML 8.6 6.9 6.8
MMI ML 7.9 6.7 6.6
MMI MMI 7.9 6.4 6.3

Table 9: Improvement from MMI models

4.5. Results on Eval04 Test Set

Here we also present our latest results on the EARS 2004 evalu-
ation test set, the Eval04 set, which comprises one hour of data
from three sources: CCTV, New Tang Dynasty TV (NTDTV) and
Radio Free Asia (RFA). The results on each individual source are
shown in Table 10. We can see that the error rates for the two new
sources, NTDTV and RFA, are much higher than those on the de-
velopment sets. It was found that 3.6% CER on the NTDTV data
was due to the English words in the official reference. And the
high error rate on the RFA data was mainly because of the low
quality of recording and strong accent of the speakers in interview
segments.

Source CCTV NTDTV RFA Overall

CER(%) 8.8 13.7 28.6 16.5

Table 10: CERs for each individual source in the Eval04 set

5. Conclusion
We have presented the latest BBN Mandarin broadcast news tran-
scription system in this paper. Experimental results with different
modeling techniques were reported. The latest system achieved
16% relative improvement compared to our RT03 system. It was
mainly due to more training data to build better acoustic and lan-
guage models, and employing an enhanced phonetic set and better
pitch algorithm. More research is needed to deal with some poten-
tial problems, such as accent and noise. How to effectively utilize
large amount of untranscribed broadcast data is another important
topic in this area.
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