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Abstract
One of the challenges in large vocabulary speech recognition
is the availability of large amounts of data for training lan-
guage models. In most state-of-the-art speech recognition sys-
tems, � -gram models with Kneser-Ney smoothing still prevail
due to their simplicity and effectiveness. In this paper, we
study the performance of a new language model, the random
forest language model, in the IBM conversational telephony
speech recognition system. We show that although the ran-
dom forest language models are designed to deal with the data
sparseness problem, they also achieve statistically significant
improvements over � -gram models when the training data has
over 500 million words.

1. Introduction
In many systems dealing with natural speech or language,
such as Automatic Speech Recognition and Statistical Ma-
chine Translation, a language model is a crucial component
for searching in the often prohibitively large hypothesis space.
Most state-of-the-art systems use � -gram language models,
which are simple and effective most of the time. Many smooth-
ing techniques that improve language model probability esti-
mation have been proposed and studied in the � -gram literature
[1]. According to the study, interpolated Kneser-Ney smooth-
ing is consistently the best smoothing technique across different
domain and sizes of data.

Interpolated Kneser-Ney smoothing assumes the following
form:
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polation weight for the lower order probabilities ( 6 � ? A =

-gram).
The discount constant is often estimated using leave-one-out,
leading to the approximation 3 � < �

< � - C < 1 , where �
; is the

number of � -grams with count one and � C is the number of � -
grams with count two. To ensure that the probabilities sum to
one, we have
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The lower order probabilities in interpolated Kneser-Ney
smoothing can be estimated as (assuming ML estimation):
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A different set of models, decision tree language models [2,
3], attempt to cluster similar histories together to achieve better
probability estimation. Unfortunately, decision tree language
models failed to improve upon the baseline � -gram models with
the same order � [3].

Recently, it has been shown that random forest language
models, which extend the ideas of both decision trees and inter-
polated Kneser-Ney smoothing, significantly improve the per-
formance of a speech recognition system [4]. A random forest
language model is a collection of randomly constructed deci-
sion tree language models. It performs random history clus-
tering which greatly reduces the number of unseen events com-
pared to the Kneser-Ney smoothing, even though the same train-
ing data statistics are used. Therefore, this new approach can
generalize better on unseen test data.

Since the study of random forest language models was car-
ried out on a relatively small training data (about 40 million
words) comparing to the state-of-the-art large vocabulary con-
versational telephony speech recognition systems, it is interest-
ing to investigate how the new approach performs when much
more training data is available. In fact, most of the participat-
ing systems in the EARS RT-04 evaluation used more than 500
million words as language model training data [5]. We chose to
work on the IBM RT-04 CTS system [6] in which the baseline
language model is a linear interpolation of 4-gram models using
interpolated Kneser-Ney smoothing.

2. Decision Tree and Random Forest
Language Models

A random forest (RF) language model is a collection of ran-
domly constructed decision tree (DT) language models [4].
Therefore we first need to construct DT language models.

2.1. Decision Tree Language Modeling

In an � -gram language model, a word sequence
7 9 : < - ; O P P P O 7 9 : ; is called a history for predicting 7 9 .
A DT language model uses a decision tree to classify all
histories into equivalence classes and each history in the
same equivalence class shares the same distribution over the
predicted words. The idea of DTs has been very appealing in
language modeling because it provides a natural way to deal
with the data sparseness problem. Based on statistics from
some training data, a DT is usually grown until certain criteria
are satisfied. Heldout data can be used as part of the stopping
criterion to determine the size of a DT.

There have been studies of DT language models in the
literature. Most of the studies focused on improving � -gram
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language models by adopting various smoothing techniques in
growing and using DTs [2, 3]. However, the results were not
satisfactory. DT language models performed similarly to tradi-
tional � -gram models and only slightly better when combined
with � -gram models through linear interpolation. Furthermore,
no study has been done taking advantage of the “best” stand-
alone smoothing technique, namely, interpolated Kneser-Ney
smoothing [1].

The main reason why DT language models are not success-
ful is that algorithms constructing DTs suffer certain fundamen-
tal flaws by nature: training data fragmentation and the absence
of a theoretically sound stopping criterion. The data fragmen-
tation problem is severe in DT language modeling because the
number of histories is very large [7]. Furthermore, DT growing
algorithms are greedy and early termination can occur.

2.1.1. Our DT Growing Algorithm

In recognition of the success of Kneser-Ney (KN) back-off for� -gram language modeling [8, 1], we use a new DT growing
procedure to take advantage of KN smoothing. At the same
time, we also want to deal with the early termination problem.
In our procedure, training data is used to grow a DT until the
maximum possible depth, heldout data is then used to prune the
DT similarly as in CART [9], and KN smoothing is used in the
pruning.

A DT is grown through a sequence of node splitting steps.
Each step divides the histories in the parent node into two sets
of histories into two subsets based on statistics from the training
data. At each stage, one of the leaves of the DT is chosen for
splitting. New nodes are marked as leaves of the tree. Since
our splitting criterion is to maximize the log-likelihood of the
training data, each split uses only statistics (from training data)
associated with the node under consideration. Smoothing is not
needed in the splitting and we can use a fast exchange algo-
rithm [10] to accomplish the task. This can save the computa-
tion time relative to the Chou algorithm [11] described in Je-
linek,1998 [7]. However, as the Chou algorithm, the exchange
algorithm is also greedy and it is not guaranteed to find the op-
timal split.

2.1.2. Smoothing and Pruning a DT

After a DT is fully grown, the heldout data is used to prune
it. Pruning is done such that to maximize the likelihood of the
heldout data, where smoothing is applied similarly to the inter-
polated KN smoothing:
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where
� � 
 - � .

is one of the DT nodes the history can be mapped
to,  - 0 1 � .

is the count of word 0 following all histories in ( � ),
 - � .

is the corresponding total count, and � � � - 0 2
� 0 2 3 52 3 6 & 7 .

is
from Equation 2. Note that although some histories share the
same equivalence classification in a DT, they may use different
lower order probabilities if their lower order histories 0 2 3 52 3 6 & 7
are different.

During pruning, we first compute the potential of each node
in the DT where the potential of a node is the possible gain in
heldout data likelihood by growing that node into a sub-tree. If
the potential of a node is negative, we prune the sub-tree rooted

in that node and make the node a leaf. This pruning is similar
to the pruning strategy used in CART [9].

After a DT is grown, we only use all the leaf nodes as equiv-
alence classes of histories. If a new history is encountered, it is
very likely that we will not be able to place it at a leaf node in
the DT. In this case, we simply use � � � - 0 2

� 0 2 3 52 3 6 & 7 .
to get

the probabilities.

2.2. Constructing a Random Forest

Our DT growing algorithm in Section 2.1.1 is still based on a
greedy approach. As a result, it is not guaranteed to construct
the optimal DT. It is also expected that the DT will not be opti-
mal for test data because the DT growing and pruning are based
only on training and heldout data. In this section, we introduce
our RF approach to deal with these problems.

2.2.1. Randomizing DT Construction

For each of the � -1 positions of the history in an � -gram model,
we have a Bernoulli trial with a probability � for success. The� -1 trials are assumed to be independent of each other. The
positions corresponding to successful trials are then passed to
the exchange algorithm which will choose the best among them
for splitting a node. The probability � is a global value that we
use for all nodes. We chose the probability � to be 0.5 in our
experiments.

After a non-empty subset of positions are randomly se-
lected, we try to split the node according to each of the chosen
position. For each of the positions, we randomly initialize the
exchange algorithm. We randomly and independently put each
element into one of the two subsets according to the outcome of
a Bernoulli trial with a success probability of 0.5.

In addition to the previous two steps, we can also sample
the training data and then grow one DT for each random sample
of the data [12, 13, 14]. This is particularly useful when large
amount of training data is available. For each DT, we sample
the training data without replacement until we have a reason-
able size and then use that sample to construct a DT. Different
independent samples will lead to different random DTs because
the statistics are different among the data samples.

The randomized version of the DT growing algorithm is run
many times and finally we get a collection of randomly grown
DTs. We call this collection a Random Forest (RF). Since each
DT is a smoothed language model, we simply aggregate all DTs
in our RF to get the RF language model. Suppose we have �
randomly grown DTs, : � 5 1 < < < 1 : � � . In the � -gram case, the
RF language model probabilities can be computed as:
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.
maps the history 0 2 3 52 3 6 & 5 to a leaf

node in : � % . If 0 2 3 52 3 6 & 5 can not be mapped to a leaf node
in some DT, we back-off to the lower order KN probability

� � � - 0 2
� 0 2 3 52 3 6 & 7 .

as mentioned at the end of the previous sec-
tion.

It is worth mentioning that each � -gram probability com-
puted in Equation 4 converges as the number of DTs goes to
infinity. In fact, by the Law of Large Numbers,
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where 1 is a random variable that takes value in the entire space
of possible DTs.



2.2.2. Embedded Random Forests

The use of Kneser-Ney smoothing in lower order probabilities
(see Equation 3) may not be adequate, especially when we ap-
ply random forests to higher order � -gram models. After all,
the idea of applying random forests to language modeling is to
improve upon the interpolated Kneser-Ney smoothing. There-
fore, we should not limit the random forest language models by
the use of Kneser-Ney lower order probabilities.

One possible and natural solution is to use random forests
for lower order probabilities as well. In such a case, smoothing
in a decision tree language model (Equation 3) becomes
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where we have used � � � , - .
	 - . / 1. / 2 & 3 4

for lower order prob-
abilities. The random forest language models are then recur-
sively defined by Equation 4 and Equation 6. The recursion
normally stops at the unigram model level since there is no his-
tory in the unigram model and consequently no decision tree or
random forest is needed, but it can stop at any level for practical
reasons.

Since each decision tree language model needs a lower or-
der random forest language model for smoothing, we call this
an embedded random forest language model.

3. The IBM RT-04 CTS System
The IBM conversational telephony speech recognition system
submitted to the DARPA-sponsored 2004 Rich Transcription
evaluation (RT-04) employs two language models: a 4.1M � -
gram language model used for constructing static decoding
graphs, and a 100M � -gram language model(BIG) used for lat-
tice rescoring. Both language models are interpolated back-off
4-gram models smoothed using modified Kneser-Ney smooth-
ing. The interpolation weights are chosen to optimize perplexity
on a held-out set of 500K words from the Fisher corpus. The
language model used for lattice rescoring is an interpolation of 6
language models built on a variety of sources (Broadcast News,
Switchboard, web data, etc), the most important two models be-
ing the ones built on 23 million words of Fisher data and 525
million words of Fisher-like web data from University of Wash-
ington.

4. Experiments
The test set for the experiments described in this paper is the
2004 development set provided by NIST containing approxi-
mately 38000 words of Fisher data.

4.1. Random Forests Using Fisher Data

The Fisher training data has about 2 million sentences each of
which has a unique sentence identification number. In order to
construct random decision trees more efficiently, we randomly
sampled the data and used each random sample to construct one
decision tree, instead of using all sentences. The sampling was
without replacement: we randomly sample 1.25 million sen-
tences with different sentence IDs from the 2 million as devel-
opment data; from the 0.75 million sentences left, we randomly
sample 0.25 million sentences with different sentence IDs as
heldout data. The sampled development and heldout data were
scanned through to gather 4-gram statistics used for construct-
ing decision trees.

4.1.1.
�

-best Rescoring with Random Forest 4-gram Models

We constructed one random decision tree from each of 100
random development and heldout data samples. The global
Bernoulli trial probability for position selection was set to 0.5
and the pruning threshold was chosen to be 0.

Once the decision trees were constructed from random data
samples, we used all Fisher data to get statistics in the leaf
nodes. For simplicity, we first carried out

�
-best rescoring

experiments. We rescored the original word lattices with the
model using just Fisher data and Kneser-Ney smoothing (KN-
FSH) and then extracted 500-best hypotheses. After applying
the 100 decision tree models to each one of the hypotheses
and combining the new aggregated language model probabili-
ties (RF-FSH) with the original acoustic model scores, we ex-
tract the hypotheses with the highest new score. Silences and
sentence boundaries were not rescored with RF-FSH and they
were also transparent for history expansion.

Since the results of a random forest language model can be
further improved by embedded random forest models, we also
constructed an embedded random forest 4-gram model for the
Fisher data (EB-RF-FSH). Instead of starting from a random
forest bigram using the modified counts, we started from a ran-
dom forest trigram model using all Fisher data. The random
forest trigram model also contained 100 random decision trees.
Another difference is that we did not construct decision trees for
4-grams again using the random forest trigram as backoff dur-
ing pruning. Instead, we just reused the decision trees in the al-
ready constructed RF-FSH, but the smoothing in those trees was
done using the newly constructed random forest trigram model.
From Table 1, we can see that both random forest 4-gram mod-

KN-FSH RF-FSH EB-RF-FSH
WER 14.1% 13.7% 13.6%

Table 1:
�

-best rescoring results obtained using random forest
4-gram language models.

els improved upon the baseline model. Standard significance
test shows that the improvements are significant at � � � 5 � � 6
level. The embedded model is better than the non-embedded
model, but the difference is not statistically significant.

4.1.2. Lattice Rescoring with EB-RF-FSH

In order to carry out lattice rescoring experiments, we need to
compute the probability of each 4-gram using the embedded
random forest 4-gram model. Because the EB-RF-FSH consists
of 100 decision trees at 4-gram level and 100 decision trees at
3-gram level, it is not practical to perform online probability
computation. We adopted the following implementation trick
to achieve this:


 Walk through the lattices and extract all 4-grams encoun-
tered in the lattices.


 Compute the probabilities of the lattice 4-grams using
all decision trees and aggregate to get the EB-RF-FSH
probabilities. Record the EB-RF-FSH probabilities in a
table.


 Walk through the lattices again and replace the old prob-
ability of each 4-gram by its EB-RF-FSH probability us-
ing a table lookup.



There are approximately 2 million unique 4-grams in our test
lattices. The computation of their probabilities using 100 deci-
sion trees can be performed in parallel.

Since we are using only the Fisher data in EB-RF-FSH, the
performance of using EB-RF-FSH alone is not comparable to
the baseline using the BIG language model. However, using
more than 700 million words in the decision tree construction
would be impractical in our current approach. In order to see
how EB-RF-FSH interacts with other components in the BIG
language model, we eliminated the Fisher language model from
BIG, rescaled the interpolation weights proportionally to get a
new model (KN-BIG NO FSH) and interpolated the new model
with EB-RF-FSH.

� 0.0 0.7 1.0
EB-RF-FSH 13.7% 13.1% 13.5%

Table 2: Lattice rescoring results obtained using EB-RF-FSH
model interpolated with KN-BIG NO FSH; � is the interpola-
tion weight.

As last column in Table 2 shows, rescoring lattices with
EB-RF-FSH is a little better than rescoring 500-best lists (Ta-
ble 1), although not significantly better. When EB-RF-FSH is
interpolated with the other components in BIG, with the same
interpolation weight as the original Kneser-Ney model, we got
the best result that is 0.3% better than the BIG model. The im-
provement is statistically significant at � � � � � �

� level.

4.2. Random Forests Using WEB Data

The WEB data from University of Washington contains 525
million words. In order to construct DTs, we also randomly
sampled the WEB data. Each random sample contains a frac-
tion of �

�
� of the original data, which was used to construct a

random DT. The random DTs were then pruned using a ran-
dom sample of heldout data from the Fisher training data. For
simplicity, we did not perform embedding in those DTs. The
resulting RF 4-gram model is called RF-WEB.

We interpolated RF-WEB with EB-RF-FSH and rescored
lattices for further improvements. As shown in Table 3, al-
though the improvement by using random forest model for the
WEB data is only 0.2%, we still achieved a significant 0.6% ab-
solute improvement (� � � � � �

� ) when RF-WEB and EB-RF-
FSH were interpolated. The interpolation weight was optimized
so as to minimize the perplexity of all the 4-grams found in the
lattices.

WEB WEB+FSH
KN 15.2% 13.7%
RF 15.0% 13.1%

Table 3: Lattice rescoring results for RF-WEB model and the
interpolation of RF-WEB with EB-RF-FSH.

5. Conclusions
In this paper, we show that although the random forest lan-
guage models are designed to deal with the data sparseness
problem, they can also result in statistically significant improve-
ments over � -gram models with Kneser-Ney smoothing when

the training data has more than 500 million words. We also
show that in addition to adding more training data to the lan-
guage models in a large vocabulary conversational telephony
speech recognition system, it is also very important to improve
the smoothing, especially for the data that is similar to the test
domain.
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