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Abstract
Accurate placement of phone boundaries results in better 
performance of speech recognition systems as well as in the  
quality of concatenative speech synthesis.  This study 
proposes a post-processing technique to refine the locations 
of phone boundaries provided by HMM-based forced 
alignment. The context-dependent Linear Discriminant 
Analysis (LDA) classifiers together with a confidence 
scoring scheme are utilized to improve the precision of 
locating phone boundaries. Every acoustic feature is not 
always suitable for locating boundaries between every type 
of phonetic segment. Therefore, feature selections are 
performed based on the boundary types. The proposed 
context-dependent refinement results in a 43.9% error 
reduction in locating phone boundaries compared to the ones 
obtained from an HMM-based force alignment. The average 
deviation, from manually labeled boundaries, is reduced from 
1.4 to 1.0 frame when the frame size used is 10 milliseconds.  
Index Terms: speech segmentation, speech recognition, 
phone boundary refinement  

1. Introduction
An ability to locate phone boundaries precisely in speech 
utterances is desirable in many speech processing 
applications such as some speech recognition systems and 
computer-assisted speech training programs. High precision 
phonetic segmentation affects performance of segment-based 
speech recognition systems and naturalness of speech 
synthesis systems. Although various techniques for automatic 
segmentation are introduced to produce phonetic segments 
from speech utterances, the results of those techniques are 
usually less accurate than and not as reliable as the phonetic 
segments labeled by human experts. However, manual 
segmentation is laborious and very time-consuming. The 
most popular method used for automatic segmentation is the 
Hidden Markov Models (HMM) -based forced alignment 
where speech utterances are recognized in an HMM-based 
speech recognizer whose grammar network contains only 
paths corresponding to the known phonetic transcriptions 
associated with the utterances. Then, phone boundaries are 
inferred from the recognition results. Nevertheless, the 
locations of the resulting phone boundaries are not necessary 
and usually not consistent with the correct phone boundaries. 
Whether “true” phone boundaries do exist is subject to 
discussion. However, here, the correct phone boundaries 
mean locations in time-domain which are marked by human 
experts who place these locations based on prominent 
acoustic events such as sudden changes [1] in speech spectra 
or energy. While this might not significantly affect the 
recognition accuracies of HMM speech recognizers, 

deviations from prominent acoustic events affect the 
performance of speech processing algorithms heavily relying 
on precise phone boundary detections.      

To improve time precision of phone boundary detection 
and to overcome the limited performance of the HMM-
based method, post refinements [2], [3] have been utilized 
to search for the most suitable locations for phone 
boundaries initially placed by HMM forced alignment. In
order to get the precise location of phone boundaries, 
context-dependent models were suggested. Many refining 
techniques such as different Artificial Neural Networks
(ANNs) were applied to each type of phone transition [4]. 
The utilization of context-dependent Gaussian Mixture 
Models (GMMs) [5], and selections of specialized Multi-
Layer Perceptrons (MLP) [6] were also proposed. In 
addition, it has been shown that using multiple acoustic 
features for the refinement led to satisfactory results [7]. 
However, classifiers such as ANNs are very sensitive to data 
over-fitting. Some classifiers such as Support Vector 
Machines (SVMs) [8] and Linear Discriminant function 
Analysis (LDA) are more tolerate to irrelevant information in 
the training data due to their simpler decision boundaries. 

In this work, we propose a context-dependent post 
refinement technique based on LDA. Not only different 
models are trained to obtain different sets of parameters for 
phone boundaries between different pairs of sound units but 
the method is also context-dependent in a sense that acoustic 
features used for the refinement can be different among 
different boundary types.  

2. Proposed system 

2.1. Overview
Figure 1 illustrates the framework of the proposed method. 
The method is consisted of two parts. First is an off-line 
process for the training of acoustic models and selecting 
acoustic features used for the refinement of each boundary 
type. The second part is an on-line process that performs the 
initial forced alignment and the boundary refinement by 
using the resulting models and context-dependent features 
from the off-line part. 

Apart from typically training HMM acoustic models for 
the recognizer used for the forced alignment, in the off-line 
process, acoustic features suitable for each boundary type are 
selected from a larger set of acoustic features based on their 
ability to distinguish speech frames at phone boundaries from 
ones inside the phonetic segments. A training corpus with 
manually prepared phone boundary information is needed for 
this feature selection. 

In the on-line process, a speech utterance of interest is 
forced aligned with its phonetic transcription using HMM 
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acoustic models trained in the off-line process. Then, the 
system looks for abrupt acoustic changes in the vicinity of 
the phone boundaries initially proposed from the forced 
alignment. These abrupt changes are considered based on the 
changes in the values of the acoustic features selected for 
each boundary type in the off-line process.   

Figure 1: Block diagram of the proposed method 

2.2. Acoustic features 
A set of acoustic features is constructed so that it contains an 
exhaustive list of acoustic features whose values change 
significantly when signal regions of interest move into 
different phonetic segments. Each of these acoustic features 
in the list might not have to demonstrate significant changes 
when moving across every boundary type. For each 
boundary type, only some of them that demonstrate such a 
characteristic for that boundary type will be selected. The set 
includes fundamental frequency (F0), the first 13 Mel-
Frequency Cepstral Coefficients, total energy, Zero-Crossing 
Rate (ZCR), Spectral transition measure (STM) [9], the first 
and the second formant frequencies (F1 and F2), and signal 
energy in five frequency bands whose frequency ranges are: 
0 to 400 Hz, F1 to F2, F2 to F3, F3 to 5,000 Hz., and 5,000 to 
8,000 Hz. 

A frame that is likely to be the location of a phone 
boundary is assumed that the values of these acoustic 
features extracted from the speech signal falling in this frame 
are significantly different from the one extracted from the 
frame immediately before this frame. For acoustic features 
involving signal energy, the ratios between the values of the 
acoustic features in the current frame to the ones in the 
preceding frame are also considered in addition to the 
differences.

2.3. Feature selection 
For each boundary type, we would like to uncover a subset of 
the acoustic features that their frame-wise differences (and 
ratios, in the case of energy-based features) have good 
discriminating ability for separating between the frames that 
correspond to phone boundaries and the frames that do not. 
For each boundary type, the Analysis of Variance (ANOVA) 
is first used for verifying that the values of each acoustic 
feature are distributed differently between the ones extracted 
from boundaries and the ones from non-boundaries. Acoustic 
features that do not demonstrate significant difference 
between boundaries and non-boundaries are not selected for 
that boundary type. 

Then, the criteria used to select acoustic features for each 
boundary type are the classification results obtained by using 
each individual feature to classify boundaries and non-

boundaries in speech utterances in the training set. 
Classifications using the Maximum Likelihood (ML) 
criterion and LDA are deployed. Acoustic features that yield 
the probability of classification errors higher than a pre-
defined threshold, which is 0.5, are not selected.

After the selection process described above, the 
correlation analysis is performed on the selected features in 
order to uncover possible redundant features. Only one of the 
highly correlated acoustic features is selected to be used in 
the on-line process based on their ML and LDA classification 
errors. The one with the smallest errors is picked.   

2.4. Boundary location refinement 
For each boundary, a refinement region with a specific 
duration is defined so that the initial boundary is the center of 
that region. An assumption that this initial location from the 
HMM recognition might not be consistent with the location 
of the abrupt acoustic change associated with the underlying 
boundary and that location of the abrupt acoustic change is 
somewhere in the refinement region is made. Therefore, 
speech frames in the range of the refinement region, 
including the frame that the initial boundary locates, are 
considered as candidates to the location of the abrupt 
acoustic change. The goal of the refinement is to choose 
among the candidates, the frame that carries the most 
significant acoustic change and this is judged based on the 
difference of the selected acoustic features which depend on 
the underlying boundary types. 

The duration of the refinement region is a factor clearly 
affecting the refinement result. Results from the baseline 
HMM forced alignment on our data set demonstrate an 
average of 1.42 frames deviation from the manually labeled 
boundaries and the standard deviation is 1.39 frames. 
Therefore, we experiment with refinement regions that span 
2 frames and 3 frames to both the left and the right of the 
initial locations. These are corresponding to ±20 and ±30 
milliseconds away from the initial locations.

To select the best candidates from speech frames in a 
refinement region, an LDA classifier is used to judge how 
likely each candidate is the true location of the boundary. For 
each candidate, the LDA classifier makes its decision based 
on the acoustic features selected according to the boundary 
type of interest. Speech data in the training set along with the 
associated phone boundary locations are used to train the 
LDA classifier. In the training of the model corresponding to 
each boundary type, positive training data, which is used to 
train the boundary model, is taken from speech frames 
containing true boundaries of that type as well as from 
frames immediately to the left and to the right of the frame 
containing the boundaries. Given a setting (duration) of the 
refinement region, negative training data used for training the 
non-boundary model is taken from speech frames in the 
corresponding refinement region not already used for training 
the boundary model. 

How likely each candidate contains the specified 
boundary is measured via the probability of being the 
boundary calculated from distances in the space spanned by 
associated discriminant functions from the acoustic features 
of the candidate to the centroids of the boundary model and 
the non-boundary model trained from their corresponding 
data. Specifically, this probability is calculated from:  
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where x is the acoustic features of the candidate, k  {1,2} 
when k = 1 associates with the boundary and k = 2 associated 
with the non-boundary, c1 is the set of boundaries of the type 
of interest, c2 is the set of non-boundaries, dk is the distance 
in the discriminant function space from x to the centroid of 
ck.

2.5. Extra confidence score 
The probability of an acoustic feature vector being a 
boundary given its type found from the LDA classifier is 
combined with another extra confidence score before being 
used to pick the best candidate in a refinement region. This 
extra confidence score reflects how likely it is to obtain the 
probability in Eq. (1) given the boundary type. This score, 
f(P(x)), is calculated from: 
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where  and  is the mean and standard deviation of the 
probability that x is a boundary, given the boundary type. 
The final score, b(x), deciding which candidates are chosen is 
the product of this extra confidence score and the probability 
obtained from the LDA classification. 

3. Experiments

3.1. Speech corpus 
The speech corpus used in our experiments is the 
phonetically distributed (PD) set in the Large vOcabulary 
Thai continUous Speech recognition Corpus (LOTUS 
corpus) [10]. Each speech utterance in this set is 
accompanied with the corresponding manually labeled 
boundary information. The set of sound units in this work 
includes the silence, the voiced bar, the release part of each 
type of stop consonant, each vowel, each glide, each nasal, 
each fricative, each affricate, the lateral, and the trill. 
Altogether, this forms a set of 55 units. Speech data were 
recorded in a quiet environment at 16 kHz sampling rate. The 
speech utterances were divided into three sets. A training set, 
containing 698 sentences, was used to train the HMM 
acoustic models and in the feature selection process for the 
refinement. A development set, consisting of 349 sentences, 
was used to evaluate the performance of boundary/non-
boundary classification. And the remaining 346 sentences 
(16819 boundaries) were used as a test set. 

In this work, the post-refinement is selectively performed 
upon only 21 boundary types (out of 56 types): sil-nasal, 
nasal-sil, vowel-nasal, nasal-vowel, vowel-fricative, 
fricative-vowel, vowel-stop, stop-vowel, semivowel-sil, sil-
semivowel, vowel-sil, sil-vowel, vowel-vb, vb-vowel, sil-
fricative, sil-affricate, sil-vb, nasal-fricative, affricate-vowel, 
sil-stop, and semivowel-fricative (‘sil’ is used here for 
‘silence’ and ‘vb’ is for ‘voiced bar’). These boundaries are 
chosen in this study based on acoustic observations studied in 
the training set. However, these cover the majority of the 
boundaries. They are counted as approximately 80% of the 

total boundaries found in the PD set. However, all 
evaluations are based on all boundaries which are not limited 
to these 21 types. Boundaries not falling into these 21 types 
will not be refined. That means the resulting locations of 
these boundaries are identical to the ones proposed by the 
baseline HMM forced alignment.   

3.2. Baseline forced alignment 
An HMM speech recognizer operated in a forced alignment 
mode is used as the baseline system in this study. Left-to-
right HMMs with five emitting states are used to model the 
55 sound units mentioned earlier. Thirty nine-dimensional 
spectral feature vectors, consisting of thirteen MFCCs, their 
deltas, and their accelerations, are used as speech 
representations. Hamming windows of 20-ms duration are 
used with the frame rate of 10 milliseconds. Gaussian 
mixtures with five components and full covariance matrices 
are used to model the output probability density of each state. 

3.3. Evaluation 

In order to evaluate the goodness of the resulting phone 
boundary locations, two criteria are considered. 

3.3.1. Detection accuracy

Since phonetic transcriptions are known, we concern only 
whether the corresponding phone boundaries are detected 
correctly. Tolerance levels are set at multiples of the 
frame size which is 10 milliseconds. A boundary is said to 
be correctly located if the location proposed by automatic 
detections do not fall further from the correct location 
more than the selected tolerance levels. The detection 
accuracy percentage is the percentage of the correctly 
located boundaries to the total number of boundaries.  

3.3.2. Amount of deviation 

Another criterion used for the evaluation is the amount of 
deviation from the locations of the correct boundaries. The 
goal of this refinement is to obtain phone boundaries that are 
as close to the manually labeled boundaries as possible. 
Therefore, we also look at the average deviation of the 
detected locations from locations of the correct boundaries 
which is calculated by dividing the total deviation of every 
boundary tested with the total number of boundaries.  

4. Results and Discussion 
The average performance of the boundary/non-boundary 
classification for the 21 boundary types, evaluated on the 
development set, is approximately 77.84% with the lowest 
being 71.36% and the highest being 84.54%. 

Table 1 shows the results of phone boundary detection on 
16,819 boundaries in the test set after using the proposed 
refinement in comparison with the ones using the baseline 
HMM forced alignment in different tolerance levels. Note 
that at the 0-frame tolerance level, to be counted as correct, 
an automatically detected boundary must fall in the same 
frame as its corresponding correct location. At the n-frame 
tolerance level, it must fall within ±n frames from the correct 
frame. 
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Table 1. Boundary detection performance 
Detection accuracy (%) 

Proposed method 
Refinement region 

Tolerance level 
(frames) Baseline

±30 ms. ±20 ms. 
0 23.37 37.08 40.23 
1 65.00 77.84 80.38 
2 86.84 88.29 90.24 

Average deviation 
(frames) 1.42 1.20 1.05 

It is suggested from the results in Table 1 that, considered at 
more relaxed tolerance levels (1 and 2 frames), the refining 
range of ±20 milliseconds yield better detection accuracies 
than the larger refining ranges. With the 20-ms. range, the 
proposed method refines the initial boundary locations so 
that the refined locations yield 22.00%, 43.94%, and 25.83% 
error reduction at the 0-frame, 1-frame, and 2-frame 
tolerance levels, respectively. With the proposed refinement, 
the average deviations are reduced from 1.42 frames to 1.20 
frames and 1.05 frames with the refining ranges of ±30 and 
±20 milliseconds, respectively. 

The detection accuracies of each boundary type using the 
proposed method with the refining range of ±20 milliseconds 
at 2-frame tolerance level compared with the baseline case 
are elaborated in Table 2.

Table 2. Boundary detection performance for each 
boundary type (sorted on error reduction percentage) 

% Accuracy Boundary Type Baseline Proposed 
%Error 

Reduction
sil-stop           45.44 92.74 86.69% 
sil-affricate      54.66 92.93 84.41% 
sil-semivowel      64.79 94.37 84.01% 
semivowel-fricative 51.72 91.38 82.15% 
nasal-fricative    43.95 89.81 81.82% 
sil-vb      63.50 91.24 76.00% 
sil-nasal          67.44 92.09 75.71% 
vb-vowel        86.22 96.48 74.46% 
vowel-fricative    33.20 75.89 63.91% 
vowel-sil          59.12 82.26 56.60% 
vowel-stop         61.11 81.58 52.64% 
affricate-vowel    80.98 90.49 50.00% 
vowel-nasal        79.09 89.00 47.39% 
nasal-vowel        87.87 93.43 45.84% 
nasal-sil          52.79 74.37 45.71% 
semivowel-sil      65.23 80.00 42.48% 
stop-vowel         79.55 87.81 40.39% 
fricative-vowel    89.62 91.87 21.68% 
sil-fricative      66.36 73.64 21.64% 
sil-vowel          78.26 82.64 20.15% 
vowel-vb       83.74 84.55 4.98% 

From Table 2, we can see that the largest improvement 
resulting from our refinement lies with the boundaries 
between silences and stop releases. Although the absolute 
detection accuracy in this case is not the highest, a 86.69% 
reduction in error reflects that the refinement dramatically 
makes the boundary locations more precise in cases where 
HMM usually fails to perform well. 

To evaluate the usefulness of the extra confidence score, 
experiments are conducted by selecting the best candidates 
based on the LDA probability alone. It has been found that, 
without the extra confidence score, the detection accuracy 
with ±20-ms refinement region and at 2-frame tolerance level 
is 5.12% worse, in terms of the amount of error reduction, 
than the case with the confidence score. Figure 2 shows the 
probability of a selected candidate with b(x) in different 

ranges being the true boundary. The tendency of the plot in 
the figure shows that a bigger b(x) can imply that the refined 
location is placed correctly with a higher level of confidence. 
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Figure 2: Probability of a selected candidate being the 
correct boundary in different score ranges.

5. Conclusions
Despite the omission of some types of boundary, the refining 
method proposed in this work has shown to improve the 
precision of locating phone boundaries initially proposed by 
the HMM forced alignment. Further research may focus on 
including less abrupt boundaries.

6. References
[1] P. Leelaphattarakij, P. Punyabukkana and A. Suchato, 

“Locating Phone Boundaries from Acoustic 
Discontinuities using a Two-staged Approach,” in Proc. 
ICSLP, Pittsburgh, USA, 2006. 

[2] D. Meen, and T. Svendsen, “Improving Phone Label 
Alignment by Utilizing Voicing Information,” in Proc. 
SPECOM, Patras, Greece, 2005.

[3] A. Sethy, and S. Narayanam, “Refined speech 
segmentation for concatenative speech synthesis,” in 
Proc. ICSLP, Denver, USA, pp.145-148, 2002. 

[4] D.T. Toledano, “Neural network boundary refining for 
automatic speech segmentation,” in Proc. ICASSP, 
Istanbul, Turkey, pp.3438-3441, 2000. 

[5] L.J. Wang, Y. Zhao, M. Chu, J.L. Zhou and Z.G. Cao, 
“Refining Segmental Boundaries for TTS database 
Using Fine Contextual-Dependent Boundary Models,” 
in Proc. ICASSP, Quebec, Canada, pp.641-644, 2004. 

[6] K.S. Lee, “MLP-Based Phone Boundary Refining for a 
TTS Database,” IEEE Trans Audio, Speech and 
Language Processing, vol. 14, pp.981-989, 2006. 

[7] S. Paulo, and L.C. Oliveira, “Improving the Accuracy of 
the Speech Synthesis Based Phonetic Alignment Using 
Multiple Acoustic Features,” in Proc. PROPOR, Faro, 
Portugal, pp.31–39, 2003. 

[8] Hung-Yi Lo and Hsin-min Wang, “Phonetic Boundary 
Refinement Using Support Vector Machine,” to appear 
in IEEE Int. Conf. Acoustics, Speech, Signal processing
ICASSP, Hawaii, USA, 2007.  

[9] S. Dusan, and L. Rabiner, “On the Relation between 
Maximum Spectral Transition Positions and phone 
Boundaries,” in Proc. ICSLP, Pittsburgh, USA, 2006. 

[10] R. Thongprasert, T. Charoenporn, W. Sinthupinyo, and 
V. Sornlertlamvanich, “Development of Very Large 
Corpora in Thailand,” in Proc. 6th Natural Language 
Processing Pacific Rim Symposium Post-Conference 
Workshop, Tokyo, Japan, 2001.  

1365


