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Abstract
Automatic detection of different oral-nasal configurations dur-
ing speech is useful for understanding normal nasalization and
assessing certain speech disorders. We propose an algorithm
to extract nasalization features from dual-channel acoustic sig-
nals that are acquired by a simple two-microphone setup. The
feature is based on a dual-channel acoustic model and the as-
sociated analysis method. We successfully test this feature in
speaker-dependent and speaker-independent tasks by compar-
ing it with the conventional single-channel MFCC feature. The
proposed feature uniformly performs better in both tasks.
Index Terms: speech production, nasalization, speech pathol-
ogy, velopharyngeal function, nasal resonance

1. Introduction
Nasalization is a distinct process of speech production in which
significant amounts of airflow and sound energy are transmitted
through the nasal tract. During the production of nasal conso-
nants, the velopharyngeal (VP) port is open and the oral tract
is closed at a certain point so that acoustic vibrations propa-
gate primarily through the nasal tract. For most “oral” sounds,
such as (non-nasal) vowels, fricatives and plosives, the VP port
is supposed to be closed in order to direct airflow or acoustic
vibrations through the oral tract. When the VP port and the
mouth are both open, the resulting sound quality is perceived to
be nasalized because of acoustic coupling of the oral and nasal
cavities. These different states of nasalization result from differ-
ent articulatory configurations. Inappropriate control of articu-
latory configurations may cause nasalization problems, which
is a characteristic of certain groups of speech disorders, such as
dysarthria. Since it is difficult to monitor the VP port directly,
it is desirable to infer nasalization states from acoustic signals.
This information is useful in the study of normal nasalization
(as when, for example, a nominally oral vowel is followed by a
nasal consonant; or, as in French, in the case where nasal vowels
are in the inventory of normal sounds), and in the analysis and
enhancement of disordered speech with nasalization problems.

There have been many studies attempting to find acoustic
features of nasalization. Such features include the reduced am-
plitude and/or the upward-shift of the first formant, the intro-
duction of a pole-zero pair in the region of the first formant,
and an extra nasal resonance or pole-zero pair between 200 and
500 Hz due to paranasal sinuses, etc. (see [1] for a review).
However, these features are usually qualitative in nature and
not consistent across speakers and contexts. Some studies on
quantitative nasalization features in automatic recognition sys-
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tems are based on either the knowledge of these observed char-
acteristics of nasalized vowels [2, 3, 4], or conventional tech-
niques (e.g. Mel-frequency cepstral coefficients, MFCC) of
parametrizing spectral envelopes [5]. All these studies perform
analysis of single-channel acoustic signals.

It has been acknowledged that separate measurements
of oral and nasal sound pressures could have advantages
over single-channel measurements, because the mixing of two
acoustic signals reshapes the spectra of each [6]. Dual-channel
acoustic methods have been used in clinical applications to mea-
sure oral-nasal energy-balance of disordered speech [7], but
there are relatively few studies on detailed acoustic characteris-
tics of nasalization using dual-channel data. We have presented
a dual-channel analysis method based on an acoustic model of
nasalized vowel production in our previous work [8]. In this
paper, we will present a novel algorithm developed from this
analysis method to extract nasalization features.

The dual-channel feature is tested in both speaker-
dependent (SD) and speaker-independent (SI) tasks of nasal-
ization detection, achieving 98.45% and 85.23% overall token
recognition rates, respectively; while the single-channel MFCC
feature achieves 97.99% and 63.93% overall token recognition
rates in the same SD and SI tasks. The proposed feature outper-
forms the single-channel feature uniformly, and the drop in per-
formance from SD to SI tasks is much larger in single-channel
tests than in dual-channel tests.

2. Method
2.1. Oral-nasal transfer ratio function (ONTRIF)

The sound pressure output of nasalized vowels can be approx-
imately regarded as a mixture of acoustic radiations from two
channels, i.e. the mouth and the nose. In a dual-channel pro-
duction model, the nasal and oral cavities are modeled as linear
resonance systems coupled with the laryngeal cavity at the VP
port. We have shown the spectral properties of the nasal cavity
can be analyzed by estimating the transfer ratio function from
the oral output to the nasal output [8]. This oral-nasal transfer
ratio function (ONTRIF) is defined as

Tn/m (ω) ≡ Pn (ω)

Pm (ω)
, (1)

in which Pn (ω) and Pm (ω) are the spectra of nasal and oral
signals, respectively.

Based on the dual-channel production model of nasalized
vowels, we have derived some attractive properties of the ON-
TRIF: (i) it does not contain any parameters of the pharyngeal
tract, the glottis and the subglottal configuration, which means
Tn/m (ω) is independent of the acoustic system below the VP
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port; (ii) the coupling effect of nasal and oral tracts is can-
celed out in Tn/m (ω), in which all the poles stem from the
transfer admittance of the nasal cavity, the oral cavity only in-
troduces zeros, and the effects of sinuses present as pole-zero
pairs; and (iii) there is a mathematically tractable way to esti-
mate Tn/m (ω), given the signals from the two channels.

Assuming the ONTRIF has an ARMA (autoregressive
moving average) structure in the Z-domain, we have developed
a method to estimate the model parameters from a short-time
segment of nasal and oral signals. The validity of the estima-
tion algorithm was justified by experiments on simulated sig-
nals generated by an articulatory synthesizer with pre-set vocal
tract configurations in our previous work. This analysis method
implies a way to extract nasalization features from the acoustic
data recorded through two separate channels.

2.2. Dual-channel acoustic analysis

Collecting dual-channel (or multi-channel) speech data is not
as convenient as conventional data collection of speech with
one microphone. However, Suzuki et al. [9] have used multi-
channel data to study the cross-velar vibration phenomena dur-
ing the production of vowels and voiced plosives; Schell and
Lacroix [10] have presented an approach to jointly estimate a
branched tube model of oral and nasal tracts from dual-channel
data; and recently, Feng and Kotenkoff [11] used dual-channel
data to test their spectral model of nasal vowels. In these
studies, the separation of nasal and oral outputs was specially
achieved with either a large sound-separating plate dividing a
recording booth into two parts [10], or a sound-proof box com-
posed of two isolated chambers [9, 11].

In speech pathology studies, a simpler instrument, the Na-
someter (KayPENTAX), has been used for diagnostic pur-
poses [7]. This type of instrument was first introduced by
Fletcher [6], in which oral and nasal sound pressures are trans-
duced by two microphones mounted on two sides of a sound-
separating plate that is connected to a headset. Special circuits
in the Nasometer are designed to band-pass filter (350-650 Hz)
the signals and convert them into the nasalance score that refers
to the nasal acoustic energy as a proportion of the total acous-
tic energy radiated from both channels. An alternate lower-cost
system, the NasalView (Tiger Electronics Inc.), is also commer-
cially available. The microphones, sound-separating plate, and
headset of the NasalView are similar to those of the Nasometer,
but the acoustic signals are directly fed to a computer and the
computation of nasalance scores is done by the software. The
simple hardware setup of the NasalView makes it appropriate
for large scale of collection and analysis of dual-channel acous-
tic data, the drawback being that the acoustic separation may
not be as good.

It has been observed that a substantial amount of sound
pressure output is present in the nasal channel during normal
production of vowels and voiced consonants even though the
VP port is closed and the two acoustic channels are well sep-
arated. One explanation presented by Suzuki et al. [9] is that
sound waves can be transmitted from the oral to the nasal cav-
ity through the vibration of the closed velum. This indicates
that even the sound of a “pure” vowel can also be modeled as
the mixture of oral and nasal outputs. In addition, considering
the measurable oral-channel signals resulting from tissue vibra-
tions during the production of nasals, it is reasonable to general-
ize the dual-channel model so as to describe the three categories
of sonorants: vowels, nasals, and nasalized vowels. Therefore,
the analysis method proposed in Section 2.1 can be adopted to
estimate the ONTRIF of these sounds.
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Figure 1: ONTRIF spectrogram of a word, “dean”. From top
to bottom: Nasal signal, oral signal, power spectrogram of the
ONTRIF, power spectrogram in Mel-scale. Vertical lines repre-
sent manual segmentation.

Figure 1 shows an ONTRIF spectrogram of a sample word
(“dean”) recorded with the NasalView. Detailed spectral differ-
ences of different articulatory oral-nasal configurations (vowel
/iy/, nasalized vowel /iy_~/, and nasal /n/1) are visible in the
low frequency range, which is more distinct when the spectra
are converted into Mel-scale. Visual examination of the spec-
trograms of sample signals indicates that the ONTRIF obtained
from real dual-channel data contains information that can dis-
criminate different oral-nasal configurations. Therefore, it is
expected that robust nasalization features can be extracted from
the ONTRIF analysis of dual-channel signals.

2.3. Nasalization feature extraction

According to the properties of the ONTRIF, different oral-nasal
configurations substantially change its magnitude response,˛̨
Tn/m (ω)

˛̨2. In order to build an automatic detector that dis-
criminates vowel, nasal, and nasalized vowel states with dual-
channel acoustic signals of speech, we propose an algorithm of
feature extraction as follows.

First, the digital acoustic signals recorded from the oral and
nasal channels are high-pass filtered (Fc = 50 Hz) simultane-
ously to eliminate any possible DC and low-frequency noise
from data acquisition. The signals are then segmented into
equal-length short-time frames with a fixed frame shift. For
each pair of oral and nasal frames, a set of parameters of the
ONTRIF, Tn/m (z), is estimated with the method introduced
in [8]. Then, Tn/m (z) is evaluated at frequencies evenly lo-
cated from 0 Hz to the half of the sampling frequency, resulting
in a discrete version of the magnitude response,

˛̨
Tn/m [k]

˛̨2,
in which k is the index of frequency samples. A bank of trian-
gle filters that are centered evenly in the Mel-scale are generated
with Skowronski and Harris’ algorithm [12], in which the band-
width of each filter is determined by the equivalent rectangular
bandwidth (ERB) function [13]. The filters are applied to the
log-magnitude, log

h˛̨
Tn/m [k]

˛̨2i
, to obtain a set of Mel-scaled

features, M [i], in which i is the index of Mel-bins. The final
step is to apply a type-II discrete cosine transform (DCT-II) to
M [i] to obtain a set of coefficients, C [j], in which j is the in-
dex of the components.

1All phonemes are denoted in OGIbet.
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The idea behind the above algorithm is to use a small set
of coefficients to represent the shape of

˛̨
Tn/m (ω)

˛̨2. The dis-
crete magnitude response is obtained by sampling

˛̨
Tn/m (ω)

˛̨2
in the frequency domain. The rest steps are similar to MFCC
feature extraction commonly used in speech recognition sys-
tems. The Mel-scaling operation reduces the frequency res-
olution unevenly, with higher resolution in the low-frequency
range than that in the high-frequency range. The DCT opera-
tion is supposed to compress the Mel-scaled features to a lower
dimensional range, and obtain a set of approximately uncorre-
lated components.

2.4. Nasalization detector

In order to evaluate the nasalization feature extracted from dual-
channel signals, a nasalization detector is designed to discrim-
inate three different oral-nasal configurations during speech,
namely vowel (Vo), nasal (Ns), and nasalized vowel (Nv) states.
The nasalization detector is based on a Bayes classifier, in which
each state conditional probability distribution of nasalization
features, p (X/S), is modeled by a Gaussian PDF or a Gaussian
mixture model (GMM). The priors of the states are assumed to
be the same, so that the Bayes decision rule is simplified as

S∗ = argmax
sj

[p (x/sj)] , sj ∈ {V o,Ns,Nv} , (2)

in which x is a vector of nasalization features of a frame, and sj
is one of the states to be decided. When the detector is used to
determine the state of a segment of speech, the feature vectors
of different frames in the segment are simply assumed to be
independent of each other, thus the state conditional probability
of the whole segment (or token) is the multiplication of each
frame’s state conditional probability.

The classifier can be trained with labeled vectors of nasal-
ization features. Given the training data, the mean vector and
covariance matrix of a Gaussian PDF can be estimated directly,
or the parameters of a GMM can be estimated iteratively with
the expectation-maximization (EM) algorithm.

3. Experiments
3.1. Speech materials

In order to explicitly distinguish the three different states during
speech, we design a group of special words in the forms of NVN
and CVC. In these words, N is a nasal chosen from /m/, /n/ and
/ng/; V is a vowel chosen from /iy/, /ae/, /aa/ and /uw/; and
C is a plosive chosen from /t/, /d/, /p/, /b/, /k/ and /g/. Since
there are no phonemically contrastive nasal vowels in American
English, and nasalized vowels are due to context effects, we
assume that the vowels in the NVN group are fully nasalized.
While in the CVC group, we deliberately insert vowels between
plosives, so it is reasonable to assume they are not nasalized by
normal speakers. There are in total 48 words for a session of
recording, which contains 24 vowels and 24 nasalized vowels.
During the recording procedure, each word is inserted in the
carrier sentence, “Say __ please”.

The data were recorded by 3 male and 3 female native
American speakers. Each speaker made 3 repetitions of the
recording session. The NasalView was used to acquire the dual-
channel acoustic signals. The signals were amplified and then
recorded simultaneously to the hard drive of a computer through
two channels of a M-Audio Duo USB Audio Interface. Wave-
forms were sampled at 16 kHz and stored in 16-bit PCM for-
mat. All recordings were made in a quiet room. At the begin-
ning of each recording session, the gains of two channels were

calibrated to the same level. After recording, phoneme bound-
aries of the words in the sentences were manually marked by
one of the authors. The boundaries were decided by visual in-
spections of energy changes and spectral discontinuities of the
signals in both channels. In order to compare dual-channel fea-
tures with conventional single-channel features, we generated
a pseudo-single-channel corpus by arithmetically adding up the
acoustic signals of two channels. Auditory examination of the
resulting signals showed no differences from the acoustic sig-
nals recorded with a single microphone.

Nasalization features were extracted from the dual-channel
data according to the algorithm presented in Section 2.3. The
frame length for feature extraction was 20 milliseconds, and the
frame shift is 10 milliseconds. For each frame of the signals,
a 25-dimension vector of coefficients was calculated. For the
purpose of comparison, a 25-dimension MFCC vector was also
calculated from the corresponding frame of the pseudo-single-
channel signal. Both dual-channel and single-channel feature
vectors were grouped for each vowel, nasal or nasalized vowel
token according to manual segmentation labels.

3.2. Experimental design

The main purpose of the experiments is to examine whether the
proposed feature, extracted from the dual-channel data, can re-
liably discriminate the three different oral-nasal configurations
during speech. Both dual-channel features and single-channel
features were used in parallel to train classifiers and test recog-
nition rates for comparison. Two recognition tasks are designed:
one is speaker-dependent, the other is speaker-independent.

In the speaker-dependent (SD) task, two sessions of each
speaker’s data were used to train a classifier and the unused ses-
sion was left for testing. There were 3 combinations for each
speaker, adding up to 18 sub-tasks. Due to the amount of train-
ing data of each sub-task, state conditional distributions were
simply modeled with single Gaussian PDFs.

In the speaker-independent (SI) task, one speaker’s data
were left out for testing, while the data of other five speakers
were used to train the classifier. The speakers were tested suc-
cessively in 6 sub-tasks. In each sub-task, a GMM was trained
for each oral-nasal state of the classifier. Preliminary validation
experiments within training sets suggested 4 components of the
GMM performed best on average, given the existing amount of
training data.

4. Results and discussion
In both tasks, the frame classification rate (FCR) and token clas-
sification rate (TCR) were calculated by comparing state deci-
sions made by the classifiers with manual labels. The classifi-
cation rate servers as an indicator of how well the feature can
discriminate nasalization states. The McNemar test, suggested
for benchmark tests of speech recognition systems [14], was
applied to evaluate the significance of the difference between
classification results.

Table 1 shows the classification results obtained in the SD
task. Confusion matrices of FCRs and TCRs are compared be-
tween dual-channel features and single-channel features. In the
table, the column symbols (Vo/Nv/Ns) are labeled oral-nasal
states, while the row symbols are states decided by the classi-
fiers. The total numbers of frame and token samples for testing
are also listed for each state. For dual-channel features, the av-
erage frame recognition accuracy is 96.23%, and the average
token recognition accuracy is 98.45%; while for single-channel
features, the average frame recognition accuracy is 92.35%, and
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FCR (%) TCR (%)
Vo Nv Ns Vo Nv Ns

Vo 97.38 1.06 0.17 98.84 0.00 0.00
Dual Nv 1.32 92.54 1.06 0.93 96.75 0.23

Ns 1.30 6.41 98.77 0.23 3.25 99.77

Vo 96.37 5.53 1.92 97.77 2.32 0.93
Single Nv 2.10 85.73 3.14 0.23 96.98 1.86

Ns 1.53 8.74 94.94 0.00 0.70 97.20

Samples 8104 10610 11044 432 431 858

Table 1: Speaker-dependent (SD) task. Confusion matrices of
frame and token classification rates are obtained from SD clas-
sifiers trained with dual-channel and single-channel features, re-
spectively. The total numbers of testing samples are also listed.

FCR (%) TCR (%)
Vo Nv Ns Vo Nv Ns

Vo 92.97 5.74 0.55 95.83 6.96 0.70
Dual Nv 6.40 71.81 8.29 3.94 84.69 24.13

Ns 0.63 22.45 91.16 0.23 8.35 75.17

Vo 78.88 48.24 28.91 78.47 42.92 17.25
Single Nv 15.12 43.28 13.57 13.43 42.00 11.42

Ns 6.01 8.48 57.52 8.10 15.08 71.33

Table 2: Speaker-independent (SI) task. Confusion matrices are
comparable with those in Table 1.

the average token recognition accuracy is 97.99%. The McNe-
mar tests show that the difference of frame recognition accuracy
between dual and single features is significant at a 0.001 level,
while the difference of token classification accuracy is not sig-
nificant (p = 0.028) at the same level.

Table 2 shows the classification results of the SI task. The
total numbers of frame and token samples for each state are the
same as those in the SD task. For dual-channel features, the
average frame recognition accuracy is 85.31%, and the average
token recognition accuracy is 85.23%; while for single-channel
features, the average frame recognition accuracy is 59.89%, and
the average token recognition accuracy is 63.93%. The Mc-
Nemar tests show that the differences of both frame and token
recognition accuracies between dual and single features are sig-
nificant at a 0.001 level.

The classification results of the SD task show a moder-
ate advantage of the dual-channel feature over the conventional
single-channel MFCC feature. In the SI task, the performances
of both features degrade, but the drop in performance is much
larger in single-channel tests than in dual-channel tests, indicat-
ing the dual-channel feature is more robust.

5. Conclusion
In this study, we develop a feature extraction algorithm to de-
tect nasalization states during speech from dual-channel acous-
tic signals. The algorithm is based on the analysis method of the
ONTRIF. A specially designed dual-channel corpus is collected
in order to test the performance of the proposed feature used
in nasalization classifiers. The proposed feature performs bet-
ter than the conventional single-channel MFCC feature in both
speaker-dependent and speaker-independent experiments.

The results indicates a promising way for automatic detec-
tion of nasalization states in speech that is acquired with a sim-
ple dual-channel hardware setup. Though the acoustic signals
of two channels are not perfectly separated, the extracted nasal-
ization features are relatively robust. Our feature work will in-
clude further optimization the proposed feature and combina-

tion of the nasalization detector with a voicing detector. The
combined technique can be used in applications such as auto-
matic nasality assessment or bio-feedback of disordered speech.
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