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Abstract

In this paper, we describe a novel audio database recorded in
home environments. The database contains continuous sounds
from morning to evening, no matter what the subject is doing,
although some utterances to invoke speech recognition are in-
cluded in the data. It tells us how often speech interface is
used, how speech interface is activated erroneously when it is
not called, and how people speak when they really want to use
speech recognition. The database also features parallel record-
ing using microphone arrays, which is expected to improve
the performance of speech/non-speech detection and speech
recognition under noisy conditions. Preliminary experiments
show that the speech/non-speech detection performance of the
trigger-initiated activation system is relatively high, but that
of the automatic activation system is not satisfactory. Adopt-
ing array-based and F0-based detection algorithms produces a
slight rise of the precision/recall curve, but more research is nec-
essary to realize a life with ubiquitous speech interface of home
appliances, in which machines are always listening to you.
Index Terms: speech recognition, database, home environ-
ment, microphone array, speech/non-speech detection.

1. Introduction
As speech interface become popular, more and more people are
discussing how a speech interface can work. If the speech in-
terface knows when to work, that would be the only thing we
need to discuss. However, if the speech interface does not know
when to work (and it really does not), how a speech interface
can avoid working is the more important issue; indeed the time
we need the speech interface to sleep is much longer than the
time we need it to work in our daily lives.

To let the speech interface know when to work (and when
to sleep), there are three types of activation strategy: trigger-
initiated, prompt-initiated, and automatic.The trigger-initiated
activation is the easiest one, in which the user pushes a button-
like trigger to activate the speech interface. The system knows
that the user is going to give a voice command immediately after
the trigger signal was received. The prompt-initiated activation
is often used in a spoken dialog system, in which the system ad-
vances the dialog by giving a prompt (either audio or visual) to
the user, knowing that the user is going to answer to the prompt.
In both cases, it is easy for the system to judge when it has to
start listening to the user’s command. Contrastingly, the third
strategy, automatic activation, is extremely difficult. The sys-
tem does not have any cue about the timing of the user’s voice
command, and judges whether the input audio signal is the com-
mand or not merely by the characteristics of the audio signal
itself. However, if such a speech interface is realized, it would

bring a dramatic change in our lifestyle, especially when we are
relaxing in home.

There have been a number of researches regarding to the
speech interface in home environments. In the Amigo Project
[1], the importance of speech interface in the networked home
environment is emphasized, and various speech technologies
such as microphone array speech enhancement and sound
source localization, speaker change detection, and dialog per-
sonalization are described. The SPEECON project [2] focuses
more on databases, and already collected huge databases con-
sisting of spontaneous and read speech. Their databases cover
various environments, age groups, and tasks. However, major
attention was paid to the period when the user is speaking, and
it is difficult to develop a system which is intelligent enough
to stay sleeping unless called. Similarly, in the AMI project
[3], continuous audio data in a meeting situation were collected.
However, the situation is a purposeful meeting and the attendees
are expected to be speaking or listening, so the environmental
sound is far from typical home environments.

We could find some other research achievements focusing
more on environmental noises. The NOISEX92 Database [4]
and RWCP Sound Scene Database [5] are examples of such ef-
forts. They cover wide range of noisy environments, and have
been used by many researchers worldwide, but the problem is
that these databases do not tell us when and how often each type
of noise appears in our daily lives. Akbacak and Hansen [6] also
raised the issue of the importance of environmental noise con-
dition analysis, called environmental sniffing, but their concern
was limited in car environments.

In this paper, we focus on the creation of an exhaustive
database that represents all aspects of typical home environ-
ments. We simulate a typical life in home and record every-
thing. Since our attention is mostly paid to the time when the
speech interface is not used, we implement a very simple speech
interface of a TV controller. To simulate various types of per-
vasive speech interface, microphones are placed in various po-
sitions in the room. This database is expected to accelerate the
study of the speech interface’s fundamental problem of auto-
matic activation, and we will present some preliminary results
of evaluation experiments.

2. Design of HITHOME07 -
Exhaustive Audio Database

The database, referred to as HITHOME07 (HITachi HOME en-
vironment audio database 2007), was recorded in two separate
locations in Tokyo. Accordingly, the database consists of two
subsets, each of which consists of multiple daily sessions. In
each daily session, two or three subjects were asked to stay in a
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Figure 1: Voice-activated TV controller.

room from morning to evening, and all sounds were recorded.
The subjects in a session are family members or friends, mean-
ing that they know each other quite well.

2.1. Voice-activated TV Controller

Although our main concern is how the subjects behave when
they do not use the speech interface, it is worth also recording
the speech data used as the voice command. We developed a
very simple TV controller, which works only by a voice com-
mand. Since we do not yet have a high-performance automatic
activation system, it works by the trigger-initiated activation.
However, we can use the data to evaluate the automatic activa-
tion system simply by discarding all the trigger information.

Figure 1 shows the voice-activated TV controller used in
the database collection. It has one trigger button and three mi-
crophones, but the microphones are covered with a mesh, so
that it looks more like an infra-red TV controller, rather than
a microphone. We expected the subjects to point it to the TV,
but some may hold it just like a hand microphone, so the con-
troller has three LEDs in different directions. The controller is
connected with the speech recognition server by a cable, just to
make the experiment more robust. However, the rest of the ex-
perimental conditions were designed as if the controller was a
wireless device.

The speech recognition software was developed by our-
selves for these experiments. We developed a speaker inde-
pendent isolated word recognition system, which is based on
the left-to-right hidden Markov model (HMM) for Japanese tri-
phones. The input signal was digitized with 16kHz sampling
rate, and Mel-frequency cepstral coefficients (from 0-th to 12-
th, plus Δ and ΔΔ) were used as the feature parameter, with
utterance-level Cepstrum Mean and Variance Normalization.
Each triphone model is made of three states, each state has six
Gaussian mixtures, and all the Gaussian mixtures are approx-
imated by subvector quantization to obtain a quick response.
The recognition vocabulary was made of 13 commands (1 for
power, 4 for volume control, 7 for channels, and 1 for mute),
but each command has multiple pronunciation variations. In
the server, timestamps of the button pushes, recognition results,
and recognized audio segments were saved separately as a part
of the database.

2.2. Room and Recording Device Setting

We performed data collection in two separate locations in par-
allel. We used the same recording devices, but we expected two
subsets (referred to as subset A and subset B) of the database
to have different nature due to the different location and differ-
ent operators. Such a recording scheme would benefit cross-
validation and evaluation of data-driven approaches.

Room description and other recording conditions of these
subsets are given in Table 1. The first location was a one-

Table 1: Overview of two subsets of HITHOME07.

subset A subset B

location Downtown Tokyo Suburban Tokyo
(business district) (residential district)

room type 1 bedroom (37m2) studio (13m2)
# subjects 2 / session 3 / session
# sessions 20 16
total length approx. 150 hours approx. 120 hours

Figure 2: Microphone arrays.

bedroom luxury apartment in downtown Tokyo, and two sub-
jects participated in the recording session each day. The second
location was a studio apartment in suburban Tokyo, with three
subjects each day. In both sessions, we placed seven micro-
phones in the room: two placed horizontally in the TV con-
troller, three placed at vertices of an equilateral triangle and
mounted on the ceiling, and two placed horizontally on the up-
per edge of the TV set, all at 4cm intervals. Figure 2 shows the
microphone arrays on the ceiling and on the TV set. We also
recorded the output audio signal of the TV as the reference, so
the database consists of 8 channels in total.

Input signals were recorded by a multi-track recorder
(MTR). A fixed analog gain was used, and the sampling con-
dition was 44.1kHz/16bits. Figure 3 illustrates the setup of the
TV controller and recording devices.

2.3. Controlling the Subjects

Data collection was performed on a daily basis, meaning that
two (subset A) or three (subset B) new subjects came to the
room every day and spent about 7.5 hours. We had 20 sessions
for subset A and 16 sessions for subset B, so the database in-
cludes 36 days’ data, whose length is about 270 hours in total.

Although the recording situation is artificial and the sub-
jects were paid participants, we made all kinds of efforts to
maintain spontaneousness of the subjects’ behavior. We gave
them a minimal set of not-to-do list, which includes not to leave
the room, not to sleep, not to touch TV switches, etc., and asked
them to behave as natural as possible. Besides, we made phone
calls from outside regularly (approx. 1 hour interval) to ask
them to cook, to clean up the room by a vacuum cleaner, to use
a washing machine, and to watch TV.

3. Preliminary Experiments
The total database would be of the size of more than 80 GB in
the original sampling rate, or more than 30 GB after downsam-
pled to 16kHz. It is a huge database, and the data discrepancy
check and labeling processes are yet halfway through. How-
ever, we carried out some preliminary experiments in parallel,
using a small portion of the database to check the quality of the
database and get a rough overview of speech/non-speech detec-
tion algorithm development. In this section, we present some
early results of our preliminary experiments.
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"Volume up."

MTR PC

Infra-red

Figure 3: Recording device setup. This figure illustrates the sit-
uation in which the subject talks to the TV controller. However,
recording continues after the voice command, even while the
subject is not watching the TV.

Table 2: Results for IV utterances.

recognized 638 (85.0%)
misrecognized 51 (6.8%)
rejected (audio) 11 (1.5%)
rejected (HMM) 50 (6.7%)

3.1. Database overview

In the preliminary experiments, we used the data of first ten
days of subset A. The total length of the data is 4632 minutes,
and all data were downsampled from 44.1kHz to 16kHz before
the experiments. There are 884 button pushes of the TV con-
troller, but we confirmed by subjective listening check that there
are 738 intentional button pushes. In other 146 button-pushed
cases, only noises, hesitations, and chats were recorded. Since
the ASR module sometimes found two or more audio segments
after the trigger (e.g. button-click noise, cough, and the real
voice command), there are 1,614 audio segments, although al-
most half of them are short noises.

3.2. Trigger-initiated activation

First, we confirmed the performance of speech/non-speech de-
tection and speech recognition in the trigger-initiated activation
framework, using the 1,614 audio segments kept in the PC.
These data are made of 750 in-vocabulary (IV) utterances, 78
out-of-vocabulary (OOV) utterances, 42 chat fragments, and
744 noises. The total experimental process is made of three
steps: audio-based speech/non-speech detection, HMM-based
IV/OOV detection, and HMM-based speech recognition. In
the first step, audio-level characteristics (power, duration, har-
monicity) of the input signal are checked to determine whether
it is speech or not. In the second step, the normalized HMM-
based speech recognition score is compared with a threshold to
determine whether the input is IV or OOV. In the third step, the
speech recognition result is outputted, which is classified into
correct or incorrect to obtain the final recognition rate.

Table 2 shows the results for IV utterances. In this table,
only the top row represents the good results, and all the other
three rows should be counted as mistakes. Since the input sig-
nals are very spontaneous and sometimes incomplete, the recog-
nition rate of 85.0% is relatively low compared with the vocabu-
lary size of 13. From the viewpoint of speech/non-speech detec-
tion, misrecognition and HMM-based rejection are both based

Table 3: Results for OOVs, chats, and noises.

OOVs/chats noises
rejected (audio) 10 (8.3%) 637 (85.6%)
rejected (HMM) 41 (34.2%) 81 (10.9%)

accepted 69 (57.5%) 26 (3.5%)
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Figure 4: Results of power-based speech/non-speech detection
experiments.

on a correct assumption that the input is speech, and therefore
the detection rate is calculated as 98.5%

Table 3 shows the results for OOV utterances, chats, and
noises. Since the input signals are not IV, all inputs must be
rejected from the viewpoint of speech recognition. Therefore,
the ratio of correctly processed utterances was 89.0%. From
the viewpoint of speech/non-speech detection, HMM-based re-
jection and acception are correct reactions for OOVs and chats,
whereas audio-based rejection is the only correct category for
noises. Therefore, the detection rate was 74.9%

Finally, if we sum up all the results, the speech recogni-
tion rate, in which rejection was counted as the correct reaction
for OOVs, chats, and noises, was 87.2%, and the speech/non-
speech detection rate was 92.1%. In addition, if we count the
results on the dialog turn basis (from the trigger initiation till the
end of the interaction), 631 button pushes ended with correct
reactions only, 7 button pushes ended with correct reactions af-
ter IV utterances were wrongly rejected, and 100 button pushes
ended with misrecognition or false rejection. From these num-
bers, the task completion rate was calculated as 86.4%.

3.3. Automatic activation

In the experiments of the automatic activation framework, we
evaluated some simple speech/non-speech detection algorithms
using the continuous data obtained by the microphones attached
to the TV controller. In these experiments, the input is a 7.5 hour
audio stream, and the outputs are many audio segments. If an
intentional button push of the TV controller exists between t-1.0
(sec) and t+5.0 (sec), where t is the onset of the output segment,
we count up the number of correct segments, n. Based on this
n, we use two evaluation criteria: precision(p) = n/N1 where
N1 is the number of output segments, and recall(r) = n/N2

where N2 = 738 is the number of intentional button pushes.
Figure 4 shows the results of simple power-based

speech/non-speech detection experiments. The input signal was
framed and converted to a sequence of the frame power val-
ues. The speech onset and offset were detected by comparing
the frame power with a threshold, while two adjacent segments
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Figure 5: Results of array-based and F0-based speech/non-
speech detection experiments. Black circles indicate the start-
ing points of the second step by either array-based or F0-based
detection.
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Figure 6: Close-up of precision/recall graph.

were tied if the pause between them is shorter than another
threshold. We tried this algorithm to two raw signals (Ch.1 and
Ch.2) and their sum (Ch.1+Ch.2) with a fixed threshold for the
pause length and sweeping threshold for the power. Since we
can assume that the speaker is at the right angle to the TV con-
troller, adding two signals is almost equivalent to the delay-and-
sum beamformer.

Experimental results show that the precision/recall curve
is almost monotonous, but it did not exceed around p =
60%. Adding two input signals had improved the performance
slightly.

Next, we tried two-step algorithms, in which first the
power-based detection was applied, and then either array-based
or F0-based detection was applied to judge whether the out-
put segment of the first step is speech or not. Two threshold
values of the power-based detection were picked up, by which
2639 and 719 candidate segments were obtained. If we accept
all of these segments, we obtain (p, r) = (20.0%, 71.4%) and
(p, r) = (45.9%, 44.7%) respectively. Those p-rpairs are indi-
cated by black circles in Fig. 5. We adopted DUET algorithm
[7] to estimate the direction of arrival (DOA) of the input signal,
and YIN algorithm [8] to estimate if each frame is voiced. In
the array-based detection experiment, the segment was accepted
as speech if the error between the estimated DOA and the right
angle is smaller than the threshold. In the F0-based detection
experiment, the segment was accepted if the ratio of the voiced
frames is higher than the threshold. The results are shown in
Fig. 5 (overview) and Fig. 6 (details). The array-based algo-
rithm improves the performance slightly if we reject only few
candidate segment, but after that recall drops abruptly. The F0-
based algorithm presents more stable results with improvements
in wide range of the threshold value.

4. Conclusions
In this paper, we described our new audio database recorded in
home environments. The database is made of continuous audio
signals of about 7.5 hours, including every aspect of ordinary
daily lives. The data were recorded using seven microphones
distributed in various places in the room and the output signal
of the TV. We also succeeded to include some spontaneously
uttered voice-command data by installing a voice-activated TV
controller in the room. Such a database is expected to accel-
erate the development of robust speech/non-speech detection
and robust speech recognition. The basic characteristics of the
database were confirmed by the trigger-initiated activation and
automatic activation speech/non-speech detection experiments.
The obtained detection rates were relatively high with trigger-
initiated activation, but not satisfactory with automatic activa-
tion. These results imply the need for more research on robust
speech/non-speech detection algorithms, and the database itself
would serve a useful role in it, especially in the model-based
approaches.

5. Acknowledgments
The authors are thankful to Prof. Sadaoki Furui of Tokyo Insti-
tute of Technology and Prof. Tetsunori Kobayashi of Waseda
University for their valuable comments. This work was sup-
ported by the Ministry of Economy, Trade and Industry, Japan.

6. References
[1] R. Haeb-Umbach, B. Kladis, and J. Schmalenstroeer,

“Speech Processing in the Networked Home Environment,
A View on the Amigo Project,” Proc. INTERSPEECH, Lis-
bon, Portugal, 2005.

[2] D. Iskra, B. Grosskopf, K. Marasek, H. von den Heuval, F.
Diehl, and A. Kiessling, “SPEECON - Speech Databases
for Consumer Devices: Database Specification and Valida-
tion,” Proc. LREC, Las Parmas, Spain, 2002.

[3] I. McCowan, et al., “The AMI Meeting Corpus,” Proc.
Measuring Behavior 2005 Symposium, Wageningen, The
Netherlands, 2005.

[4] A. Varga and H. J. M. Steeneken, “Assessment for au-
tomatic speech recognition: II. NOISEX-92: A database
and an experiment to study the effect of additive noise
on speech recognition systems,” Speech Communication,
vol.12, pp.247-251, 1993.

[5] S. Nakamura, K. Hiyane, F. Asano, T. Nishiura, and T. Ya-
mada, “Acoustical Sound Database in Real Environments
for Sound Scene Understanding and Hands-Free Speech
Recognition,” Proc. LREC, Athens, Greece, 2000.

[6] M. Akbacak and J. H. L. Hansen, “Environmental Sniff-
ing: Noise Knowledge Estimation for Robust Speech sys-
tems,” IEEE Trans. Audio, Speech, and Language Process-
ing, vol.15, pp.465-477, 2007.
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