
Towards Flexible Speech Coding for Speech Synthesis: an LF + Modulated
Noise Vocoder

Abstract
This paper presents an ARX-LF-based model of speech that
is amenable to low-bit-rate quantization and speech modifica-
tions directly at the parametric domain. The new model suc-
cessfully addresses the non-deterministic part of voiced speech
by modulating noise with the glottal flow, while unvoiced
speech and transients are synthesized by modulating noise with
a signal-derived time envelope. The presented work is essen-
tially a high-quality vocoder that can be used for low complexity
coding/synthesis/modification of speech suitable for embedded
text-to-speech applications.
Index Terms: speech coding, LF, LPC vocoder, embedded
speech synthesis, text-to-speech, modulated noise, pitch/time
scaling, speech transformation/modification

1. Introduction
In concantenative Text-To-Speech synthesis there is a well-
known tradeoff between the size of the acoustic inventory and
the quality of the synthesized speech. For many applications
it does not pose a considerable limitation, as storage capac-
ity of modern personal computers is enough for high-quality
TTS. However, this is not the case for embedded speech synthe-
sis targeted to low-cost terminals like PDA’s, mobile handsets,
GPS navigation devices and toys. Although the cost of stor-
age decreases steadily, there is a number of embedded applica-
tions ranging from automotive and home-appliance interfaces to
medical software, communication aids for disabled people and
gaming that could benefit from small-footprint/low-cost TTS
synthesis. Furthermore, efficient speech coding could also fa-
cilitate the use of bigger acoustic inventories suitable for expres-
sive speech synthesis.

Previous work in speech coding for embedded TTS has
been made using sinusoidal modeling. Chazan et al. [1] uses
a harmonic model and encodes phase by fitting sinusoidal base
functions to the unwrapped phase. Later work of the same
authors suggests the latter representation for both coding and
time/pitch scaling modifications [2]. Hermus et al. [3] go be-
yond traditional frame-based analysis and propose the encoding
of whole trajectories of harmonic partials which are modeled
using a DCT-based representation of a time-varying fundamen-
tal frequency. Note that the quantization of partial trajectories is
not a new idea; for example it has also been proposed by Firouz-
mand and Girin [4], who fit a DCT curve to the time-varying
amplitudes obtained by typical frame-based least-squares anal-
ysis. The merits and the drawbacks of time-scaling and pitch-
scaling using sinusoidal models are well known to the speech
processing community, mainly because of the extensive work
that has been made in phase vocoding as well as speech synthe-
sis [5].

It has been argued that some of the limitations of the si-
nusoidal models can be attributed to the weak connection be-
tween the model itself and the production mechanism of speech.
In fact, Vincent et al. [6] has shown that speech modifica-

tion using an ARX-LF-based algorithm poses advantages over
two well-known methods; HNM [5] and PSOLA [7]. The
ARX-LF model assumes that the speech production system is
well approximated by an autoregressive filter excited by an LF
(Liljencrant-Fant) glottal waveform. Estimating the parameters
of the ARX-LF model is a hard optimization problem that in [6]
is solved in time-domain using: 1) a codebook of LF glottal
waveforms, 2) a normalized detection criterion 3) a Viterbi al-
gorithm that searches for the optimal sequence of LF waveforms
and GCIs (Glottal Closure Instants) using some continuity con-
straints 4) a simplex algorithm that compensates for the discrete
nature of the LF codebook 5) warped linear prediction and a
suitable AR order selection. Once the sequence of LF sources
and the corresponding AR spectral envelopes are correctly es-
timated, they are used to synthesize speech. However, it can
easily be observed that the accuracy of the ARX-LF model fails
to capture all the phenomena occurring during speech produc-
tion (like non-linear glottal flow/vocal tract interactions) and de-
grades as frequency increases, especially for frequencies above
3 kHz, where even the validity of the linear model (i.e. the
assumption regarding planar propagation) is challenged. In or-
der to compensate the loss, Vincent et al. model the residual
of the excitation of the AR system with a harmonic-plus-noise
model. This strategy increases the reliability of the algorithm
since the overall representation is over-descriptive and able to
deal with frames where the ARX-LF analysis fails, but it also in-
troduces potential fallacies because the modification algorithm
is based on the quality of the glottal inverse filtering. Further-
more, the overall representation is not very efficient in terms
of coding because it requires the quantization of the amplitudes
and the phases of the sinusoids plus the quantization of the time-
envelope that is used to modulate higher frequencies. The cost
of this could be significant, although it is feasible to have effi-
cient vector quantization of the phases [8].

In this paper we extend the work made in [6] by substitut-
ing the harmonic-plus-noise residual with a simple and com-
putationally efficient modulated noise residual, while the AR
filter that resembles the vocal tract is modified to compensate
the poor modeling of the higher frequency spectra. This proce-
dure eliminates the metallic character of LF synthesized speech.
Voiced synthesis is then coupled with a new, simple model of
unvoiced and transient parts of speech. The resulting algorithm
is essentially an LF-based LPC vocoder that provides increased
quality, low complexity, the flexibility of incorporating speech
modifications directly at the parametric space, and facilitates
the potential of low-bitrate coding in the range of 3-4 kbps.
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Throughout the paper, we refer to and process wideband 0-
8 kHz speech signals, although this is not a restriction. The
ARX-LF model is presented in Section 2 while the proposed
modulated noise model is described in Section 3. Section 4 pro-
poses a method for the synthesis of unvoiced and transient parts
of speech, while time/pitch scaling modifications are described
in Section 5. The merits and the drawbacks of the new approach
are evaluated in Section 6. Section 7 concludes the paper.
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2. The ARX-LF model
The glottal flow signal is usually addressed through its deriva-
tive (GFD), which incorporates the effect of the lip’s radiation
to the signal observed at the glottis. The LF model [9] repre-
sents the glottal source signal with 5 parameters: one for the
location of the glottal source (the reference is usually the glottal
closure instant), one for the amplitude and three to define the
shape of the glottal flow. Among the possible parameter sets to
define the shape, the vector θ = (Oq, αm, Qa) has been cho-
sen: Oq corresponds to the open quotient (Oq = Te

T0
), αm to

the asymmetry coefficient (αm =
Tp

Te
) and Qa to the return

phase quotient (Qa = ta−tc
(1−Oq)T0

). The explicit expression of
the model for one fundamental period is given by:

u(t) =

{
E1e

at sin(wt) 0 ≤ t ≤ Te

−E2

[
e−b(t−Te) − e−b(T0−Te)

]
Te ≤ t ≤ T0

where the parameters a, b and w are implicitly related to θ.
Given the above assumptions, the speech signal s(n) can

be represented by means of an ARX model [10]:

s(n) = −
p∑

k=1

ak(n)s(n− k) + b0uLF (n) + r(n), (1)

where uLF (n) denotes the LF glottal flow derivative and ak(n)
are the time-varying coefficients of the order p AR model char-
acterizing the vocal tract. Coefficient b0 is related to the LF
waveform amplitude while r(n) is a residual signal.
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Figure 1: The LF model

3. The Modulated Noise model
The residual signal r(n) contains the information that is not
captured by the linear ARX-LF model, including the mismatch
between the deterministic part of glottal waveform and the
LF model, nonlinear effects such as source/vocal-tract inter-
actions and noise components of the glottal waveform. The
non-deterministic components are associated with quality char-
acteristics like breathiness. From the speech analysis point of
view it has been observed that the non-deterministic energy has
a pitch-synchronous time-domain distribution [11]. In addition,
from the auditory point of view, it has been observed that noise
is better integrated when modulated pitch-synchronously with
a narrow time-envelope located around GCI [12]. Accordingly,
some researchers propose to supplement the LF glottal exci-
tation with a noise part that is modulated with the LF wave-
form [11], [13]. However, the application of this idea to speech
coding and synthesis is far from being straightforward due to
sporadic deficiencies of the glottal inversion and the wide range
of voicing that speech signals exhibit; for example, the vari-
ety of partially-devoiced phonemes and special cases like the
voiced fricatives /v/ and /z/.

In order to achieve the desirable quality and consistency,
we introduce noise in two different steps: the first step modu-
lates noise with the LF excitation while the second step buries
the modulated noise into white unmodulated noise in order to
account for frames where voicing is very weak and the modu-
lation should not be too evident. Letting GF (n) be the glot-
tal flow according to the LF model, we introduce a percentage
αdc ∗ 100% of constant (dc) flow:

G̃F (n) = αdc max(GF ) + (1− αdc)GF (n).

The non-deterministic part of the excitation is synthesized by
modulating the modified glottal flow G̃F (n) with white Gaus-
sian noise e1(n) and mixing it with another non-modulated
white Gaussian noise source e2(n) according to a mixing pro-
portion ν:

e(n) = νG̃F (n)e1(n) + (1− ν)e2(n),

where the variances of the noise signals e1(n) and e2(n) are set
so that the mixing weight ν corresponds to the proportion of the
energy allocated to the modulated noise component versus the
unmodulated noise component. The glottal excitation signal is
then synthesized by mixing the non-deterministic e(n) with the
glottal flow signal according to a mixing weight γ:

r̃(n) = γGF (n) + (1− γ)e(n).

The excitation r̃(n) is then derivated with a 2-tap FIR filter 1−
z−1, that accounts for the lips radiation, and subsequently fed
to the vocal tract AR (auto-regressive) filter.

The new excitation model introduces three additional pa-
rameters:

αdc: the DC offset of the glottal flow

ν: the ratio between modulated and unmodulated noise

γ: the ratio between deterministic and non-deterministic exci-
tation

The combination between these parameters controls several
quality aspects of the synthesized speech signal, i.e. voicing and
breathiness. Preliminary experimental evaluations led us to fix
αdc to 0.2, while the other parameters are determined accord-
ing to the ratio between the energy ELF of the LF derivative and
the energy Eres of the glottal flow derivative signal obtained by
inverse filtering the speech signal with the estimated AR vocal
tract filter, as follows:

γ =

√
ELF

Eres
, ν =

{
1− min(γ,νthres)

νthres
, νthres ≥ 0.05

0, νthres < 0.05

Therefore, the only free parameter is νthres, a threshold that
controls the maximum amount of non-modulated noise in the
non-deterministic part of the excitation. This parameter is set
experimentally for each different speaker via informal listening
tests and it usually varies between 0 and 0.8. As a rule of thumb,
higher values are set to ”breathy” voices. However, the result-
ing quality is not sensitive to the choice of νthres, therefore, a
successive evaluation using a step of 0.1 suffices.

The ARX-LF model describes well the lower frequencies
but its accuracy degrades at higher frequencies above 3-4 kHz,
depending on the speaker and the phoneme. The degradation
is not surprising, if we recall that the linearity of the speech
production model is not valid at higher frequencies. Further-
more, the parameters of ARX-LF are computed using warped
linear prediction [6], a process that emphasizes the importance
of lower-frequencies at the expense of a higher error at higher
frequencies. Additionally, the spectral tilt of the LF+modulated
noise excitation may be considerably different from the spectral
tilt of the single LF excitation. Overall, the LF+modulated noise
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model provides synthesized speech that has dumped higher fre-
quencies with weak peak-to-null range; a quality that is usually
perceived as ”loss of presence”. In order to reduce this effect,
we introduce a 20-th order AR (minimum phase) corrective fil-
ter that alters the spectral envelope of the synthesized speech
to be the same as the spectral envelope of the original speech
signal. Therefore, speech is now synthesized using two linear-
systems in cascade: the vocal tract filter and the corrective filter.
For coding efficiency, the two systems are replaced by a single
40-th order AR filter, which will be referred to as the modified
vocal tract.

4. Unvoiced and Transitions
The ARX-LF model describes only the voiced parts of speech.
Therefore, unvoiced parts and transitions between voiced and
unvoiced regions require a different model suitable both for
quality and coding efficiency. Typical LPC vocoders employ
a simple model where unvoiced speech is synthesized using
only an AR filter excited by white noise. The model is suitable
for most unvoiced sounds, but performs poorly at plosives. An
improvement can be introduced by modulating the noise with
the original signal’s time-envelope before feeding it to the filter.
Such a description, although rough, is able to preserve some of
the characteristics of the waveform of plosives and transitions,
for example.

We sample the unvoiced parts of speech at a fixed rate of
100 Hz while the spectral envelope is captured by a 16-th order
AR filter (for a 0-8 kHz wideband speech signal), computed
using standard linear prediction techniques. The computation
of the time-envelope g(n) of the signal is computed with an
algorithm that is the time domain analogue of the so-called true
envelope estimator [14] of spectral envelopes. A pseudo-code
description of the algorithm is presented below:

initialization: g(n) = |x(n)|
step 1: low-pass filter g(n) with a cutoff frequency of 500 Hz

step 2: g(n) = max(g(n), |x(n)|)
step 3: repeat steps 1 and 2 for 50 iterations

finalization: low-pass filter g(n) just like in step 1

During analysis, the time envelope is sampled with 4 sam-
ples/frame, corresponding to a sampling period of 2.5 ms for
unvoiced frames and to a sampling period of T0/4 for tran-
sitional frames with a fundamental period of T0 ms. During
synthesis, the time envelope is reconstructed using linear inter-
polation.

Synthesis of unvoiced frames is made using a lattice imple-
mentation and sample-per-sample interpolation of the reflection
coefficients. This procedure avoids the drawbacks of overlap-
add synthesis of noise [15]. Synthesis of transitional frames is
more complicated: transitional frames are synthesized by mix-
ing a deterministic part and a stochastic part. The stochastic part
is synthesized according to the procedure used for the unvoiced
frames. The deterministic part is synthesized by extrapolating
the nearest voiced frame. Thus, we have backward extrapola-
tion in unvoiced-to-voiced transitions and forward extrapolation
in voiced-to-unvoiced transitions.

The two components are mixed according to a mixing
weight wm that controls the proportion of the energy given to
the deterministic part over the energy given to the stochastic
part. Unfortunately, the computation of the mixing weights us-
ing analysis-by-synthesis techniques is not robust because glot-
tal inversion is fragile in transitions. Therefore, we resorted to
an estimation method that avoids glottal inversion ([16],Section
5.6).

This method is based on the so-called transition co-
efficients [16]. Assume that there is a sequence S =
{1, 2, · · · ,M} of M frames that describes a transition from un-
voiced to voiced (or vice versa), and let σ2

k,m be the variance of
the AR excitation at frame m if the excitation is computed ac-
cording to the AR filter of the k-th frame. Then, the transition
coefficient βm is defined as:

βm =

⎧
⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎩

1
2

ln

(
σ2
M,m

σ2
m,m

)

ln

(
σ2
1,m

σ2
m,m

) , if
σ2
M,m

σ2
m,m

<
σ2
1,m

σ2
m,m

1− 1
2

ln

(
σ2
1,m

σ2
m,m

)

ln

(
σ2
M,m

σ2
m,m

) , if
σ2
M,m

σ2
m,m

≥ σ2
1,m

σ2
m,m

A statistical interpretation of βm can be found in [16]. The
transition region is estimated to be the interval from the voiced
frame that neighbors the unvoiced region until the nearest frame
having βm ≈ 0.5. An appropriate fade-in/fade-out procedure is
then used to determine the mixing weights wm and to synthe-
size the signal.

It is important to note that the unvoiced and voiced frames
are described by the same parameters: energy, 16 Line Spec-
trum Frequency (LSF) coefficients resembling the correspond-
ing AR filter and 4 time envelope samples. In addition, transi-
tional frames require the mixing weight wm. The parameters
of the deterministic part are obtained from the nearest voiced
frame. Finally, when a transcription/labeling of the corpus is
available, linguistic rules are applied to mute the unvoiced part
of speech during strictly voiced-only phonemes (including on-
sets and offsets) and vice-versa.

5. Pitch/Time Scaling
One of the benefits of the proposed excitation model is that the
non-deterministic part of the excitation is controlled by the de-
terministic LF waveform. Therefore, all modifications of the ex-
citation can be made directly at the parametric space of speech.
In this paper we performed some preliminary experiments on
pitch scaling and time scaling. All modifications are made to
the voiced parts of speech only. Unvoiced parts are left un-
touched in order to avoid an unnatural prolongation of unvoiced
sounds and plosives, while transients are modified according to
their voiced components thus ensuring a smooth transition be-
tween the voiced and unvoiced parts.

Both analysis and synthesis are made in a pitch syn-
chronous manner with each frame centered around its corre-
sponding GCI. Given the sequence of GCI, the synthesis time
instants are derived in a way that approximately preserves the
desired time-scale of the signal. The vocal tract of the frames
that may be introduced is obtained by linear interpolation of the
corresponding LSF coefficients while the LF waveform is repli-
cated from the previous - known - analysis frame.

Transient frames are not replicated nor interpolated during
modification, but their fundamental period may change; in that
case, their time envelope is stretched to follow the new pitch
period.

6. Experiments and Results
The quality of synthesis/modification with the proposed
vocoder is evaluated subjectively using two male-voice
databases from Baratinoo, the France Telecom’s TTS system
developed at Orange Labs. Six stimuli were selected from the
first database and five stimuli from the second database. The
duration of each stimulus is between 3 and 5 seconds, while the
evaluation is made with a MUSHRA test. Ten listeners partic-
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ipated in the experiment. Each listener was presented with the
reference signal (REF), a 0-4 kHz narrowband (NB) version of
the signal, the signal encoded with AMR-WB+ codec at 6 kbps
(A6) and at 10 kbps (A10) and two signals synthesized with the
proposed vocoder: the first signal (LF1) was synthesized using
the presented (parametric) description of the unvoiced and tran-
sient parts, while the second signal (LF2) was synthesized us-
ing the original waveform at the unvoiced/transients parts. The
MUSHRA score and the corresponding 95% confidence inter-
vals are shown in Table 1. Quality is considered to be excellent
when the score is in the range of 80-100, very good between 60
and 80, good in the interval 40-60, fair in 20-40 and bad from
0 to 20.

We can observe that the score of LF2 version of our
vocoder and AMR-WB+ at 10kbps are very close (≈ 68), at
a quality rated as very good, while the LF1 version has a much
lower score of 55.75 (good) that is -however- slightly better than
the quality of the narrowband version of the reference unquan-
tized signal. Furthermore, the quality of both LF1 and LF2 sys-
tems is better than the quality of AMR-WB+ at 6 kbps, a rate
that is a closer to our target rate of 3-4 kbps. A comparison be-
tween the scores of LF1 and LF2 indicates that the synthesis of
unvoiced and transient parts in LF1 can be improved, while the
synthesis of voiced parts is more or less satisfactory, providing
some justification for the proposed LF+modulated noise syn-
thesis. Additional improvement can be obtained with an extra
layer of information that encodes the residual of the estimated
glottal flow.

Besides coding, the main advantage of the proposed
vocoder, and particularly interesting for TTS synthesis, is its
ability of supporting time/pitch scaling and even elaborated
modifications like changing breathiness, stress, relaxation, etc,
directly at the parametric representation of speech. Prelimi-
nary listening tests indicate that the quality of time/pitch scaled
signals is only slightly worse than the quality of the corre-
sponding signals obtained in [6]. This is an interesting ob-
servation because the over-descriptive nature of [6] allows a
high-quality copy-synthesis that gradually degrades upon mod-
ification, while the proposed parametric vocoder begins from a
lower quality copy-synthesis but degrades less during modifica-
tion.

Finally, a note should be made regarding the robustness of
the proposed model. The quality of synthesized speech depends
on the quality of the glottal inversion; a procedure that is very
hard to achieve with consistent quality, especially for female
voices. Although it is possible to analyze most male databases
with robustness, sporadic failures prevent us from analyzing
many female databases. Whenever the analysis succeeds, the
quality of the proposed LF+modulated noise model for female
voices is similar to the quality obtained from male voices. Au-
dio examples from this work can be found in the multimedia
archive of the conference.

mains low. In contrast, it is heavily dependent on the quality of
the ARX-LF glottal inversion, meaning that the complexity and
delay of analysis is very high and that the quality is sensitive to
the recording conditions. More importantly, although the over-
all quality of the synthesized speech was considered good, it
turns out that the inversion sporadically fails, which causes the
apparition of audible artifacts. Interestingly however, we have
shown that preserving the transient parts of the signal leads to
satisfactory results. Thus, our forthcoming work will focus on
better handling such problematic frames so as to increase the
robustness of the proposed model.

8. References

REF LF1 LF2 NB A6 A10
score 99.05 55.75 67.74 51.26 36.64 68.48
C.I. 0.95 3.99 4.53 5.54 4.09 4.60

Table 1: MUSHRA scores and 95% confidence intervals

7. Discussion
A novel model for speech coding and modification was pre-
sented. The new model has many plausible properties: it can
be quantized with a low bit-rate that is estimated to be about
3-4 kbps, it naturally supports high-quality time/pitch scaling
and more sophisticated modifications like synthesizing breathy
voice and relaxed voice, while the complexity of synthesis re-
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