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Abstract
This paper presents recent developments at our site to-
ward speech recognition using decision tree based acous-
tic models. Previously, robust decision trees have been
shown to achieve better performance compared to stan-
dard Gaussian mixture model (GMM) acoustic models.
This was achieved by converting hard questions (deci-
sions) of a standard tree into soft questions using sig-
moid function. In this paper, we report our work where
soft-decision trees are trained from scratch. These soft-
decision trees are shown to yield better speech recogni-
tion accuracy compared to standard GMM acoustic mod-
els on Aurora digit recognition task.
Index Terms: speech recognition, decision trees, Gaus-
sian mixture model (GMM), hidden Markov model
(HMM)

1. Introduction
Gaussian mixture models (GMMs) are most common
form of acoustic modeling in hidden Markov model
(HMM) based speech recognition systems [1]. These are
used to compute likelihood of an observation given an
HMM state. Decision trees (DTs) have been used for this
purpose as well [2, 3]. DTs determine this likelihood by
asking a series of questions about the observation. Start-
ing from the root node of the tree, appropriate questions
are asked at each level. Based on the answer of the ques-
tion, an appropriate child node is selected and evaluated
next. This process is repeated until the selected node is a
leaf node, which provides the pre-computed likelihood of
the observation given the DT model. These types of trees
are also called probability estimation trees (PETs) [2].
The motivation for using DTs instead of GMMs for

acoustic modeling comes from following properties of
DTs:

• DTs can select important feature dimensions for
given discrimination/classification task. Therefore,
multiple types of feature vectors can be used at the
same time without resulting in overall increase of
complexity of acoustic models.

• DTs do not make assumption about distribution of
features.

• TheDTs are inherently discriminative. Unlike gen-
erative GMMs which can be trained only from
data corresponding to a given HMM state, DTs are
trained to maximize discrimination between posi-
tive (data corresponding to given state) and nega-
tive (all-other) data.

• DTs allow fusion of multiple sources of informa-
tion (e.g. Language models, acoustic context etc.)
in the acoustic models themselves unlike GMM
based systems, where this information is used sep-
arately at the time of decoding.

However, if the questions asked at different DT nodes
are strictly hard such that only one of the two children
nodes is selected, DTs do not perform as well as standard
GMM acoustic models. These DTs with hard-questions
will be referred to as hard DTs in this paper. This is pri-
marily due to the fact that speech sounds (and therefore
resulting observations or feature vectors) are highly over-
lapping and hard-DTs cannot model this overlap well.
This shortcoming of DT acoustic models can be taken

care of by converting hard-questions into soft-questions
where both children nodes are selected probabilistically
and evaluated. The resulting likelihood therefore is a
weighted sum of various leaf-node likelihoods. These
DTs with soft-questions will be referred to as soft DTs
in this paper. This work is continuation of the work pre-
sented in [3] where soft DTs were shown to yield better
recognition accuracy. Specifically, the focus of this work
is the training of soft DTs from scratch.
This paper is organized as follows: Next section 2

presents a brief recap of work presented in [3]. Section 3
presents training of a soft decision trees from scratch.
Section 4 presents experimental set-up and results com-
paring performance of different DT configurations and
GMM system.

2. Decision Tree based Acoustic Models
The algorithm for training DT acoustic models is simi-
lar to that of standard GMM system. Starting from an
alignment of training data, model parameters are found
to maximize likelihood of training data. In case of DTs,
these parameters are 1) The feature (x) that best splits
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positive (Dp) and negative (Dn) data at every node d,
and 2) Corresponding threshold (td). These parameters
are updated and new alignment of training data is derived
iteratively.
The parameter estimation process of DTs consists of

a growing stage and a bottom-up pruning stage. A DT
is grown by turning a leaf node into a question node
and producing two children leaf-nodes. This process is
known as splitting. The training algorithm considers all
possible splits and selects the split that maximizes some
criterion. In our implementation the splitting criterion
is total log likelihood of positive samples (Dp). Once a
tree is fully grown, a bottom-up pruning is performed in
worst-first fashion to get desired number of nodes in the
DT.
Given an observation vector X , a hard DT is evalu-

ated by asking a “hard” question (e.g. x ≤ td) at node
d, where x is one of the features in observation vector
X . Depending on the “yes” or “no” nature of the answer,
the data-point is propagated to either the left or the right
child node of d. This process is repeated until a leaf-node
is reached. The “leaf-value” at this leaf-node is computed
as the time of training and determines the posterior prob-
ability of a HMM state given this observation vector. The
(scaled) likelihoods to be used in HMM framework are
obtained by dividing these posterior probabilities by prior
probability of positive class (p(Dp)).
It was concluded in [3] that DTs can yield better

speech recognition accuracy than GMMs under follow-
ing considerations:

• The feature-set (Perceptual Linear Prediction
(PLP)) was extended with Filter-bank energies and
their derivatives. This does not result in complexity
increase in case of DTs as long as the total number
of nodes is not changed.

• Hard DTs are converted to soft DTs by converting
each hard-question into a soft-question using sig-
moid function.

In particular, soft-DTs were found to be the most
promising direction in order to exploit above-mentioned
advantages of DTs as acoustic models. Soft-decision an-
swers were seen as the probability that a feature value
(x) corresponds to one child branch versus another. This
is visualized in Figure 1 and is modeled using sigmoidal
function (fd(x)) as follows:

fd(x) =
1

1 + exp(sd(td − x))
(1)

where, sd is the smoothness parameter of question d.
The total likelihood of observation (X , x ∈ X) given

question (node) d is then given by:

L(X |node d) = fd(x)L(X |RCN)+(1−fd(x))L(X |LCN)
(2)

Figure 1: A soft question at node d estimates the proba-
bility of a data-point (X) belonging to left (LCN ) and
right (RCN ) child nodes. The question is character-
ized by smoothness parameter sd and threshold param-
eter td. The likelihood L(X |node d) is computed as
weighted sum of likelihoods of the two children nodes
(L(X |LCN ) and L(X |RCN)).

where, L(X |RCN) and L(X |LCN) are likelihoods of
right and left children nodes of d.
Since the likelihood of any given node depends on the

likelihoods of its children nodes for any observation, the
estimation of maximum likelihood (ML) parameters of
node d, (td and sd) also require likelihoods of children
nodes. The children likelihoods, in turn, require like-
lihoods further down the tree. This means that for ML
estimation of question parameters of a soft DT, one has
to traverse the tree completely. This problem was tack-
led in [3] by first training a hard DT and then converting
hard-questions into soft-questions using gradient-descent
(R-prop) algorithm [4].
One problem with this approach is that once a hard

decision tree is trained, the features to be evaluated (x)
at different nodes are fixed and only the smoothness and
threshold parameters are re-estimated. It can be argued
though that a soft-question based on another feature (e.g.
x′) may better split data at a particular node. Therefore,
a soft DT trained from scratch should be much different
from a soft DT converted from a hard DT. In this work,
we propose training soft-DTs from scratch and present
our approach of doing so in the next section.

3. Training soft DT from scratch
Similar to the training of hard DTs, all possible soft-splits
are evaluated at every node while growing the tree. This
means finding the best feature (x), smoothness parameter
sd and threshold td at node d. The soft-question which
results in maximum log-likelihood increase of positive
samples is selected for that node. As mentioned earlier,
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this requires likelihood values of the two children nodes.
These likelihood values are estimated by accumulating
answers to the soft-question for every training data point
as follows:

P (RCN |X ∈ Dp) =

∑Np

i=1
fd(xi)L(X|RCN)

L(X|node d)∑Nall

i=1
fd(xi)L(X|RCN)

L(X|node d)

(3)

P (LCN |X ∈ Dp) =

∑Np

i=1
(1−fd(xi))L(X|LCN)

L(X|node d)∑Nall

i=1
(1−fd(xi))L(X|LCN)

L(X|node d)

(4)

where fd(xi) is computed using Eq. 1. Np and Nall de-
note the size of Dp and Dp ∪ Dn datasets, respectively.
Posterior probabilities for negative samples are comple-
mentary to that of positive samples, i.e. P (.|X ∈ Dn) =
1− P (.|X ∈ Dp).
The posterior probabilities (P (.)) are converted to

scaled likelihoods (L(.)) by Bayes rule as follows:

L(X |.) =
{

P (.|X)
p(Dp)

if X ∈ Dp

P (.|X)
p(Dn)

if X ∈ Dn

(5)

Eqs. 3-5 show that the likelihood computation for chil-
dren nodes is an iterative process and depends on soft-
question parameters of the parent node. These likeli-
hoods can then be used for updating smoothness param-
eter (sd) and threshold parameter (td) using R-prop algo-
rithm [4]. Let t denote the current iteration (epoch). The
smoothness parameter sd and threshold parameter td are
changed according to:

sd(t+ 1) = sd(t)− sign(
δL(X |node d)

δsd
).Δt (6)

td(t+ 1) = td(t)− sign(
δL(X |node d)

δtd
).Δt (7)

where,

δL(X |node d)
δsd

=
(L(X |LCN)− L(X |RCN))

L(X |node d)
δfd(x)

δsd
(8)

δL(X |node d)
δtd

=
(L(X |LCN)− L(X |RCN))

L(X |node d)
δfd(x)

δtd
(9)

The individual step sizes Δt are adapted based on
changes of sign of the partial derivatives of the likelihood
L(.) w.r.t the corresponding parameter. The likelihoods
of children nodes L(X |LCN) andL(X |RCN) are com-
puted from Eq. 5. The initial value of threshold parame-
ter (td) corresponds to the best hard split that maximizes
total log likelihood of positive data, and initial value of
smoothness parameter sd is decided based on standard
deviation of feature values xi, i = 1..Nall.

This process (R-prop for updating parameters 8- 9)
and likelihood computation (Eq. 5) can be repeated for a
number of iterations.
Once a soft-question for node d is selected, the train-

ing data is split probabilistically among left and right
children nodes. The split probability is given by fd(x)
(Eq. 1). The left and right children nodes are then grown
similarly in a depth-first fashion.
This process continues until:

• The in-class and other-class separation of training
data at a node has minimum counts of both cate-
gories, and

• This separation also follows the Chi-Square statis-
tical significance test [5] with p = 0.005.

It is possible that sometimes there is no good soft-
question for a node but corresponding hard-question sat-
isfies above-mentioned requirements. In this situation, a
hard-question (x ≤ td) is used for that node1. Therefore
the resulting tree has a mix of soft and hard questions.
Once a tree is fully grown, it can be pruned in a

bottom-up, worst-first fashion until desired number of
nodes remain in the tree.
The next section presents experimental set-up in

which different DT configurations were compared and
highlights advantages of training soft DT from scratch
over converting a hard DT to soft DT.

4. Experiments
All experiments and results are based on the Aurora 2
speech database [6]. The task is connected digit recog-
nition under noisy conditions for the American-English
language. There are 8440 speech utterances at 5 differ-
ent SNR levels (5dB -clean). There are 3 test sets; set A
contains noises seen in the training data, set B contains
unseen noises and set C contains convolutional distor-
tions. There are 70070 test utterances in total uniformly
distributed over different SNRs and test set types. To be
consistent with results presented in [3], results for SNR
levels between 0dB and 20dB are presented.
The HMM structure and model complexity is iden-

tical for all systems. The model complexity of a DT is
taken to be equal to the total number of nodes in the DT.
There are 11 digit models (oh, zero, one.., nine) and 2
silence models (sil and sp). Digit models are each com-
posed of 16 states; sil model has 3 states; sp model con-
sists of a single state.
We ran some preliminary experiments to verify the

advantage of training soft DT from scratch against first
training a hard DT and then converting it to a soft DT.
This was done using a subset of 400 training utterances

1Actually, a soft-question with large smoothness parameter sd = ∞
is equivalent to a hard question
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and 1500 test utterances. Table 1 presents speech recog-
nition performance and system-complexities for these
two systems. Results show that soft DTs trained from
scratch have much fewer parameters and result in simi-
lar performance to that of soft DT converted from hard
DTs. In fact, soft DTs trained from scratch tend to be
more noise-robust. Lower system complexity of soft DTs
trained from scratch can be explained by the fact that soft
questions result in much better separation of in-class and
other-class data-points. Therefore the stopping criterion
(such as too few samples of one class) is met much earlier.
Soft questions also handle the overlap in speech features
much better which explains better noise-robustness.

Table 1: Speech recognition accuracies of soft DTs
trained in different manner and resulting system com-
plexities.

System Set A Set B Set C # Params
hard->soft DT 87.4 85.0 87.5 50k
soft DT 86.3 86.0 88.4 33k

For the experiments with full training set, the GMM
baseline system uses 3 diagonal Gaussians per GMM
for digit states and 6 Gaussians per GMM for sil and
sp states. All experiments were performed using a cus-
tomized version of HTK [7]. As mentioned in Sec-
tion 1, the performance of DTs with standard feature set
(PLP+Energy) is significantly inferior compared to that
of GMM. However, when this feature set is augmented
with filter-bank energies (PLP+FB), the performance of
DTs improve drastically. On the other hand, GMM sys-
tem does not perform well with this augmented feature
set. It should be noted though that unlike GMMs, aug-
menting feature vectors does not increase in system com-
plexity in DTs. The number of nodes in DTs were fixed
to be 237 for digit states and 473 for silence and sp states.
Table 2 presents speech recognition accuracies for

different test sets for GMM baseline system and soft DT
trained from scratch. It shows that the performance of
soft-DTs is superior to that of GMMs and that of a hard-
DT (with equal number of nodes) for all different test-set
types.
The performance of soft DTs trained from scratch

is only slightly worse than soft DTs converted from
hard DTs, but they have potential advantage in terms of
number of parameters as shown in Table 1. The low-
complexity advantage of soft DTs trained from scratch
is no longer apparent in Table 2 because the complexity
of DT systems (number of nodes) is constrained to match
the complexity of the GMM system in order to make a
fair comparison. This is achieved by extensive bottom-up
pruning after the trees are grown.
The soft DTs trained from scratch tend to be even

more noise robust because soft-DTs are better capable

of handling overlap that exists in speech sounds and fea-
tures. However, the choice of feature vectors suited for
DT acoustic modeling is very different from that of GMM
systems. Although it does not make the comparison un-
fair, it forces us to work more in the direction of feature
selection for DTs. This work is currently under progress
at our site.

Table 2: Speech recognition accuracies of DTs and base-
line GMM baseline with different feature vectors..

System Set A Set B Set C
GMM (PLP+E) 89.2 88.6 88.7
hard DT (PLP+E) 85.1 81.7 81.0
hard DT (PLP+FB) 89.2 87.9 89.1

hard->soft DT (PLP+FB) 91.2 89.6 90.9
soft DT (PLP+FB) 90.9 89.7 90.7
GMM (PLP+FB) 86.5 86.5 86.5

5. Conclusions
This paper presented an approach to train a soft deci-
sion tree (DT) where questions at different nodes result
in a probabilistic splitting of data among children nodes.
This is different from a traditional “hard” binary tree
where each data-point either traverses to the left or the
right node. This soft-tree is better suited for applications
like speech recognition where there is significant overlap
among speech sounds and therefore resulting feature vec-
tors. The paper presented an approach to train a soft DT
from scratch. The performance of the resulting DT was
shown to be better compared to a baseline GMM system
as well as a hard DT.
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