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Abstract
This paper proposes an ad hoc retrieval method for spoken doc-
uments that uses a statistical translation technique. After tran-
scribing the spoken documents by using a Large-Vocabulary
Continuous Speech Recognition (LVCSR) decoder, a text-based
ad hoc retrieval method can be directly applied to the tran-
scribed documents. However, recognition errors will signi�-
cantly degrade the retrieval performance. In particular, because
words that are Out-Of-Vocabulary (OOV) for the recognition
dictionary of the LVCSR decoder will not appear in the tran-
scribed text, a query constructed from such words will never
match any document in the target collection. To address such
problems, the proposed method aims to �ll the gap between the
automatically transcribed text and the correctly transcribed text
by using a statistical translation technique. Experimental evalu-
ation shows that the proposed method performs better than the
baseline ad hoc retrieval method using only the transcribed text,
especially for retrieval tasks with relatively small target docu-
ments.
Index Terms: Spoken Document, Ad hoc Retrieval, Recogni-
tion Error, Statistical Translation Model

1. Introduction
To date, human beings have used spoken language mainly for
communication. However, advances in speech recognition tech-
nologies will make it possible to use spoken language as a
medium for storing and transmitting knowledge in the same way
as written language. In practice, audio data such as broadcast
news, lectures, and Weblog-style recording in podcasts is in-
creasingly available via the Internet. However, these audio data
sources are dif�cult to reuse because ef�cient searching within
them is much more dif�cult than for textual material.

Spoken Document Retrieval (SDR) is a promising technol-
ogy for solving these problems. It was extensively evaluated in
the Text REtrieval Conference (TREC) SDR Tracks [1]. In the
�rst (TREC-6) SDR track, the set task was known item retrieval,
in which the system was to �nd a particular, half-remembered
term in a document collection. In the later TREC-7 to TREC-9
SDR Tracks, ad hoc retrievalwas investigated, in which the sys-
tem was to return ranked, relevant documents that were similar
to given topics. In these TREC SDRs, a simple method that used
N-best automatic transcriptions, obtained by using an LVCSR
system for indexing spoken documents, was investigated and
shown to be effective.

Since then, SDR research has moved to more dif�cult tasks
in high Word-Error-Rate (WER) conditions. In contrast to the
older TREC SDR Tracks, much recent work [2, 3] has focused
on the traditional known item retrieval. For example, spoken
term detection, aiming at rapid and accurate search for a speci-
�ed term, has been evaluated by the National Institute of Stan-
dards and Technology 1. However, ad hoc retrieval still seems

1http://www.nist.gov/speech/tests/std/

to be more practical for the tasks required in SDR. In practice,
ad hoc retrieval that targets textual material is still being stud-
ied actively in the research �elds of IR and natural language
processing.

The most straightforward method for ad hoc SDR is sim-
ply to use automatic transcriptions of the target spoken docu-
ments for indexing, as has been tried in the TREC SDR Tracks.
After transcription via an LVCSR system, a text-based ad hoc
retrieval method can simply be applied to the transcribed doc-
uments. However, recognition errors will signi�cantly degrade
the IR performance. In particular, because words that are OOV
for the recognition dictionary of the LVCSR decoder will not
appear in the transcribed text, a query constructed from such
words will never match any document in the target collection.

In this paper, we propose an ad hoc SDR method that works
robustly with respect to recognition errors and OOV words.
A statistical translation model, inspired by Statistical Machine
Translation (SMT), is used to �ll the gap between automatic and
manual transcriptions and to index spoken documents with the
expected correct words that appear in the manual transcriptions.

A language modeling approach for IR has been widely stud-
ied in recent times [4]. In these studies, statistical translation
models have been applied for monolingual IR [5], cross-lingual
IR [6], monolingual Question Answering (QA) [7], and cross-
lingual QA [8]. Our method can be considered as applying this
translation model to SDR. Ringger and Allen [9] used a trans-
lation model of recognition results to correct recognition errors.
Our method can be considered as applying the translation model
directly to document retrieval without explicitly obtaining the
corrected transcriptions.

The remainder of this paper is organized as follows. Section
2 describes the training and test data used in this work. Section
3 explains our proposed ad hoc retrieval method using a trans-
lation model. In Section 4, we evaluate the proposed method
compared with conventional document retrieval methods. Fi-
nally, we conclude and describe future work in Section 5.

2. Data
A test collection for text document retrieval comprises three
elements: a document collection in a target domain, a set of
queries, and the results of relevance judgments, i.e., sets of rel-
evant documents that are selected from the collection for each
query in the query set. For SDR, two additional elements are
necessary, namely the manual and automatic transcriptions of
the spoken document collection.

We used the CSJ test collection [10] both for training our re-
trieval model and for evaluating it. The target document collec-
tion is 2702 lectures selected from the Corpus of Spontaneous
Japanese (CSJ) [11]. This amounts to more than 600 hours of
speech, which is comparable to the TREC SDR test collection
[1]. Along with the speech data items themselves, their manual
transcriptions are included in the CSJ.

The test collection contains 39 queries about information
described in part of a lecture. The relevance of such queries
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Table 1: A comparison between the TREC-9 SDR and our CSJ
SDR test collections.

TREC-9 SDR CSJ
Target documents Broadcast news Lecture speech
Quantity 557 hours 623.6 hours
Documents 21,754 2702

(30,762 seg.∗)
Words per document 169 2324.9

(204.2 per seg.∗)
Queries 50 39
Transcription Low grade High grade

(WER 10.3%)
WER 26.7% 21.4%

∗ A sequence of 30 utterances is considered a segment.

is judged against segments of varying length from the lectures,
called passages. Relevant passages are assigned to one of two
classes, “relevant” or “partially relevant”, according to their de-
gree of relevance. The primary retrieval task speci�ed for the
test collection is somewhat different from a conventional re-
trieval task, where the target unit of retrieval is prede�ned and
�xed, such as an article in a newspaper. We will rede�ne the
conventional document retrieval task for the test collection in
Section 4.1.

The test collection also includes the automatic transcrip-
tions obtained via a Japanese LVCSR decoder [12]. The Word
Error Rate (WER) was about 20%, which is comparable with
that for the TREC SDR task.

Table 1 shows a summary of the CSJ test collection com-
pared with the TREC-9 SDR test collection. See [10] for more
details.

3. SDR Using a Word Translation Model
After using an LVCSR decoder to obtain transcriptions auto-
matically, a conventional text-based document retrieval method
can be applied to index the transcribed text documents. How-
ever, one of the most common problems arises from recogni-
tion errors. In particular, words that are OOV for the LVCSR
decoder can never be utilized as indices in the text-based doc-
ument retrieval. Such indexing errors seriously degrade the IR
performance.

As an alternative, our proposed SDR method estimates the
correct transcriptions from the automatic transcriptions and uses
them to generate the indices. For the estimation, we use a word
translation model inspired by SMT. The word translation model
gives the probability t(f |e) that a word f appears in the correct
transcription, given a word e in the automatic transcription.

3.1. Estimation of the Word Translation Model

To estimate the word translation probability t(f |e), we use the
parallel text that comprises pairs of automatically and manually
transcribed sentences.

First, both the automatic and manual transcriptions in the
parallel text are morphologically analyzed and segmented into
word sequences. Second, the pairs of word sequences are word
aligned by using dynamic-programming matching guided by an
edit-distance function. In the resulting word alignments, the
exactly matched word pairs are retained and the remaining un-
matched words are fractionally realigned to avoid crossing the
former matching alignments. This can be achieved by either of
the methods described below.

Simple Distribution Method Each unmatched word in the
automatic transcription is fractionally and uniformly
aligned with every unmatched word in the manual tran-
scription to avoid crossing the �xed matched-word align-
ments.

  e1    e2    e3

  f1     f2     f3

 e1    e2    e3

  f1     f2     f3

 e1    e2    e3

  f1     f2     f3

 e1    e2    e3
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Figure 1: No-crossing alignments.

For example, given the word sequence from the auto-
matic transcription · · · epep+1 · · · ep+lep+l+1 · · ·
and that from the manual transcription
· · · fqfq+1 · · · fq+mfq+m+1 · · · , suppose the word
pairs (ep, fq) and (ep+l+1, fq+m+1) are exactly
matched and the word sequences between them are not
matched. Then the (fractional) count tc(e, f) of a word
alignment between e and f is given as follows.

tc(ep, fq) = 1

tc(ei, fj) =
1

m
(p < i ≤ p+ l, q < j ≤ q +m)

tc(ep+l+1, fq+m+1) = 1

No-crossing Distribution Method As an addition to the Sim-
ple Distribution Method, the constraint that the un-
matched alignments should not cross each other is in-
troduced. The fractional counts are uniformly distributed
among the possible alignments that satisfy the constraint.
For example, if there are three unmatched words
from the manual transcription and three unmatched
words from the automatic transcription, the possible no-
crossing alignments are shown in Figure 1. Among the
10 possible alignments, the word alignment between e1
and f1 appears in six alignments. Therefore, we count
tc(e1, f1) = 6/10.

Finally, the resulting (fractional) word alignments are
summed over all of the parallel text to obtain the fractional
counts. From them, the word translation probabilities t(f |e)
are obtained by maximum likelihood estimation.

3.2. Spoken Document Indexing Using the Word Transla-
tion Model

The estimated word translation model t(f |e) is used to calcu-
late the expected term frequency TFF (f,D) of the word f that
should appear in the manual transcription of the spoken docu-
ment D. It is estimated by the equation:

TFF (f,D) =
X

e∈ED

t(f |e)TFE(e,D),

where TFE(e,D) is the term frequency of the word e observed
in the automatic transcription of D.

For smoothing, it is also interpolated with the original term
frequency as follows.

T̃FF (f,D) = λE(TFF (f,D)) + (1− λ)TFE(f,D)

In this paper, λ is �xed at 0.5.
A threshold α is introduced to avoid using low-frequency

words in the indexing. Because the expected term frequency
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Table 2: Statistics of the rede�ned task.
Utterances
per passage 15 30 60 Lecture
Target documents 60,202 30,762 16,060 2,702
Average relevant
documents (R) 16.36 12.77 10.90 8.13
Average relevant
documents (R+P) 19.03 14.79 12.54 9.44

T̃FF (f,D) is consistent with the TFE(e,D) that is calculated
from the statistics ofD, the conventional vector space IR model
based on Term Frequency–Inverse Document Frequency (TF–
IDF) term weighting can be used for document retrieval. We
used GETA 2 as the IR engine in our SDR system.

4. Evaluation
4.1. Retrieval Task De�nition

The primary task of our test collection, namely �nding passages
with variable utterance lengths, was unconventional. Therefore,
we chose to rede�ne the conventional retrieval task, instead of
speci�cally searching for variable length segments in the col-
lection.

First, we created pseudopassages by automatically divid-
ing each lecture into a sequence of segments, with 15, 30, or 60
utterances per segment. With 30 utterances per segment, there
are 30,762 pseudopassages, and the number of words per docu-
ment averages 204.2. These are comparable values to those for
the TREC-9 SDR test collection.

Next, we assigned a relevance label to the retrieved pseu-
dopassages as follows: if the pseudopassage shared at least
one utterance with the relevant passage speci�ed in the “golden
�le”, then the pseudopassage was labeled as “relevant”. Two
degrees of relevance were used for the evaluation, as follows.

R The passages labeled “Relevant” are used to decide the rele-
vant pseudopassages.

R+P The passages labeled either “Relevant” or “Partially rele-
vant” are used to decide the relevant pseudopassages.

Table 2 shows the size of the target documents (the number
of pseudopassages in total) and the number of relevant docu-
ments for each task.

4.2. Method Comparison

Baseline SDR methods were compared experimentally with the
proposed method. These differ only in their representation of
the target documents and use the same indexing unit, i.e. the
word, and the same retrieval model, i.e. the vector space model
using TF–IDF term weighting with pivoted normalization [13].

For the baseline methods, we compared three representa-
tions for the documents, namely the 1-best automatically tran-
scribed text, the union of the 10-best automatically transcribed
texts, and the reference manually transcribed text. The tran-
scribed texts were morphologically analyzed and segmented
into words for indexing.

4.3. Translation Model Training

The paired manual and automatic transcriptions contained in the
CSJ test collection described in Section 2 were used as the par-
allel text for training the translation model. Because they were
also the target documents of the test collection, we applied the
following training scheme, inspired by the cross-validation used
in the statistical testing, to make the evaluation setting available
to the test data.

First, the target documents (lectures) were randomly di-
vided into 10 groups. Next, nine of these groups were used

2http://geta.ex.nii.ac.jp
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Figure 2: The effects of the quantity of training data (number of
words).
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Figure 3: The effects of setting the threshold, with 1-best or
10-best candidates.

to train the translation model, and the resulting model was then
used to index the documents in the remaining group. This pro-
cess was repeated tenfold to index all documents in the test col-
lection.

4.4. Evaluation Metric

We used 11-point Average Precision (AP) [14] as our evaluation
metric, which is obtained by averaging the following AP over
the queries.

IP (x) = max
x≤Ri

Pi

AP =
1

11

10X

i=0

IP (
i

10
),

where Ri and Pi are the recall and the precision, respectively,
up to the i-th retrieved document. In practice, we retrieved 1000
documents for each query to calculate the AP .

4.5. Results

First, the retrieval performance with respect to the quantity of
training data was investigated. Figure 2 shows 11-point APs
for the R relevance degree when varying the number of words
used in training the translation model. The 1-best recognition
candidates were used for training the model, and the thresh-
old α was set to 0.01. A zero value for the training data quan-
tity corresponds to the case where the translation model is not
used, and only the recognition candidates are used for indexing.
Although the retrieval performance improved with more train-
ing data, there was little improvement beyond about 1,000,000
words.

Second, the effects of changing the threshold α and using
either 1-best or 10-best candidates for training data were in-
vestigated. The relevance was judged by the R degree. The

2168



Table 3: 11-point average precision for the compared methods.
R R+P

Method Training data quantity N-best 15 uttr. 30 uttr. 60 uttr. 15 uttr. 30 uttr. 60 uttr.
Baseline - 1-best 0.155 0.213 0.251 0.159 0.211 0.256

10-best 0.177 0.225 0.256 0.179 0.227 0.261
400,000 1-best 0.196 0.244 0.259 0.197 0.249 0.269

Proposed 10-best 0.200 0.250 0.255 0.202 0.255 0.266
(Simple Distribution) 7,200,000 1-best 0.207 0.249 0.266 0.212 0.256 0.283

10-best 0.204 0.252 0.258 0.210 0.259 0.272
400,000 1-best 0.195 0.244 0.257 0.197 0.249 0.267

Proposed 10-best 0.201 0.249 0.256 0.203 0.254 0.267
(No-crossing Distribution) 7,200,000 1-best 0.207 0.250 0.266 0.212 0.258 0.282

10-best 0.206 0.249 0.263 0.211 0.256 0.277
Reference - - 0.180 0.249 0.294 0.181 0.249 0.305

training data size was �xed at 400,000 words. For the 10-best
candidates, a manual transcription and each of its correspond-
ing 10-best automatic transcriptions were paired to construct
the parallel text, so that the actual quantity of parallel text for
10-best candidates was ten times that for 1-best candidates.

Figure 3 shows the results. The smaller α improved the
performance, when 15 utterances were used for the pseudopas-
sages. This indicates that using more words for indexing can
improve the performance for retrieving small passages, which
may not contain suf�cient words for indexing. Conversely, the
optimal α was in the range 0.01 to 0.1 when either 30 or 60 ut-
terances per pseudopassage were used. This indicates that using
more words for indexing does not always improve the perfor-
mance, because it can introduce noisy words into the index.

The results also show that using 10-best candidates can im-
prove the performance in most cases. Because using 10-best
candidates can easily increase the training parallel text tenfold,
at almost the same cost as using 1-best candidates, it seems to
be a better choice.

Finally, we investigated and compared the performance of
the baseline and proposed methods. The threshold for the pro-
posed method was set to 0.01 for the 15-utterance pseudopas-
sage, and 0.02 for the 30-utterance and 60-utterance pseudopas-
sages. The quantities of training data used were 400,000 and
7,200,000 words, and both 1-best and 10-best candidate(s) were
used for the training parallel text. The relevance was judged by
both R and R+P degrees.

Table 3 shows the results. The proposed method outper-
formed the baseline methods for all task settings with 15, 30,
and 60 utterances per pseudopassage, even when the smaller
quantity of training data (400,000 words) was used for training
the translation model. The improvement was greater for shorter
passages. In particular, for tasks using 15 and 30 utterances
per pseudopassage, the proposed method also outperformed the
reference method, which used the correct transcriptions for in-
dexing. This seems to indicate that the proposed method also
works as a document expansion method, which enriches the rep-
resentation of the target documents and works best for smaller
documents.

5. Conclusions
An ad hoc retrieval method for spoken documents that uses
a translation model between automatic and manual transcrip-
tions was proposed. The experimental evaluation showed that
the proposed method performed better than the baseline ad hoc
retrieval method using only the transcribed text, especially for
retrieval tasks with smaller target documents.

In this paper, a vector space model was used in our ad hoc
retrieval method. In our future work, we aim to apply a lan-
guage modeling approach to our retrieval model, which would
directly exploit our translation model in its statistical framework
and which would be expected to offer greater performance im-

provements.
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