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Abstract 
The recent interest in investigating the prosodic features of 
speech rhythm (speech timing patterns) using acoustic 
measurements instead of just perception has brought about 
several different metrics. Two of the main approaches are: (1) 
to compare vocalic segment (Vs) percentage against the 
standard deviation of consonantal segments (Cs) or (2) to 
compare the pairwise variability index (PVI) of normalized 
Vs against the raw PVI of Cs. This study compares and 
contrasts these two metrics using a large corpus of multi-
speaker data of more naturally occurring speech from 
American English and Mandarin Chinese broadcast news. 
Index Terms: speech-rhythm, speech-timing patterns, stress-
timed, syllable-timed, prosody, PVI, Delta C, %V 

1. Introduction 

1.1. Speech rhythm/timing patterns 
The idea of speech rhythm (a concept based on the ideas of 
[1] and then further developed by [2]) is that there are 
categories of languages that can be defined as syllable-timed
(a prototypical example being Spanish) and stress-timed (a 
prototypical example being English). Initially it was difficult 
to determine these differences in ways other than perception. 
Timing isochrony was believed to exist, at least perceptually, 
but the differences in production were elusive. This lead to 
studies like [3] which argued that "stresses recur no more 
regularly in English than they do in any other language with 
clearly definable stress." [3] also argued that the distinction 
between languages is likely caused by syllable structure, 
vowel reduction, and stress. Building on this conclusion, 
more recently Ramus, Nespor, and Mehler (RNM) [4] and 
Grabe and Low (GL) [5] have proposed metrics that attempt 
to measure speech at the segmental level. These two metrics 
are compared below using news broadcast corpora. While [6] 
argue that the term "rhythm" is not directly measurable at the 
acoustic level, we have kept the term for now (since this 
paper was based on studies that used it the same way). 
Furthermore, since those studies have been able to show a 
graphic division of languages on a two dimensional plane (in 
such a way that is perceptually accurate to native speakers), 
this paper does not deviate from the term rhythm. It does 
agree that "speech timing patterns" may be a more accurate 
description.. 

1.2. Previous research 
The studies that prompted this research include two of those 
mentioned above ([4] and [5]) as well as [7]. [7] used the 
methods of [4] and [5] on large corpora of audio files of 
broadcast news to show that in *more naturally occurring 
speech the same divisions between languages exist. The 

primary work of that research was reported in terms of GL's 
PVI method; because in [7], GL used translations of a text 
rather than tightly controlled or manufactured sentences as a 
data set. (*NOTE — The terms "more naturally occurring" and 
"natural speech" are used within this study to mean that the 
data was not constructed for laboratory study. It is possible 
that those listed as "reporters" had access to teleprompters 
and/or cue cards making their speech a "read" variety. 
However, due to their training and practice, we assume that 
native speakers of each variety would generally agree that the 
data is a prototypical standard for each language presented 
here.) 

1.2.1. Ramus, Nespor & Mehler —%V by �C

The method used in [4] was to plot the measurements of the 
percentage of vowel duration (%V — "the sum of vocalic 
intervals divided by the total duration of the sentence") 
against the standard deviation of the consonant duration (�C) 
that occurred within each sentence. The data set was highly 
controlled speech that consisted of five sentences spoken by 
four speakers of each of eight languages. Each sentence was 
between fifteen to nineteen syllables in length. [5] showed 
similar results for this method using less controlled laboratory 
input. 

1.2.2. Grabe & Low — V nPVI by IV rPVI  

The method in [5] was to measure the variation of 
consecutive pairs of consonantal units and the variation of 
pairs of vocalic units. This was done using the Pairwise 
Variability Index shown in equations 1 and 2 below. The 
"raw" or rPVI is used for intervocalic sections while a 
"normalized" or nPVI is used for the vocalic sections. [5] 
argues that while the consonantal units are not affected as 
much by speech rate the vocalic portions likely are affected 
by it. Thus, they decided to normalize the pair, by using the 
standard "raw" measurement but dividing the difference of 
the pair being measured by the average of that pair.   
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(m: the number of intervals, d: duration) 
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(m: the number of items in an utterance, d: duration) 
 
It is not clear at this point whether the normalization of 

the vocalic segments actually does control for speech rate.  
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[7] previously assumed that the PVI was able to account for 
possible differences in speech rate, but others are not as sure. 

2. Data and methods 

2.1. Computational aspect and data source 

2.1.1. Benton et al. — large data set corpus testing 

The original input data for [7] resulted from [8] and [9] which 
used an automatic speech recognition system that took the 
audio corpora and orthographic transcriptions of American 
English and Mandarin Chinese news broadcast [10] and [11] 
and produced "time-aligned" phonetic transcriptions. These 
"txt" based phonetic transcriptions included durations for all 
phonemes. They were then processed by Python scripts to 
calculate the %V, �V, �C, (Vocalic normalized) V nPVI, 
(Vocalic raw) V rPVI, and (Intervocalic raw) IV rPVI 
following [4] and [5]. 

The calculated data consisted of 92 total speakers: "(ENG: 
15F [8Rep/5Int/2Conv]; 27M [8Rep/17Int/2Conv] and CH: 
29F [28Rep/1Int]; 21M [9Rep/12Int])" [7]. (Additional 
English conversational data was extracted from the LDC 
Switchboard [12].) 

There were 100 minutes in CH and 75 minutes in EN of 
total speech (disregarding pauses and commercials in the 
audio left 108 total minutes of just phonemes). Those 
speakers who contributed less that 0.01% of the total data for 
each language were then disregarded leaving approximately 
99 "phoneme" minutes for analysis.  

2.2. Averages for speaker divisions  
The output data was then split by language, gender, and 
genre. The averages of each division were plotted as had been 
done by other studies. One difference in this current study 
from [7], was that, instead of calculating the averages based 
on sub-dataset for each speaker, the new calculations are 
based on the average of each speaker's sub-dataset. Thus, the 
current mean of each category is based on the mean of each 
individual speaker (to avoid any one speaker's data from 
weighting the whole division in which it falls).  

2.3. Acoustic correlate measurements  

2.3.1. Reason that GL was previously used 

Because the data from [5] was less "specifically developed" 
for testing speech rhythm than the data in [4], [7] decided that 
the PVI was a better measurement to initially use to present 
the research results. This study is reporting the results of both 
metrics to show that the suggestions made in [7] about the 
importance of having a large number of speakers to get more 
accurate averages for language classification, exists with both 
metrics. Additionally, it also argues that the intra-language 
variety due to variables like speaker gender, and discourse 
genre cannot be overlooked when using data that is more 
natural (independent of the measurement metric used). 

2.3.2. Reason for a comparison to RNM 

Several newer studies, such as [13], have argued that some 
modification to the PVI method might be necessary. 
Furthermore, [14], [15] and others seem to prefer the RNM 
method over the GL method. Therefore, the aim of this paper 
is to show that when using a large data set of natural speech, 

consisting of a large number of speakers, the same basic 
results are obtained by either the RNM or GL metrics. This 
comparison is being done using the same data set as [7]. 

3. Results and discussion 

3.1. Table of values  
The main values from the calculations on the data are shown 
in Table 1. As reported in [7] the results confirmed previous 
results for a comparison of CH and EN rhythm with the 
exception that [7] shows a higher %V for American EN than 
CH which was the opposite of the results in [5] (British and 
Singapore EN).  The results of [7] also showed that there was 
a significant difference between EN and CH for all values 
tested. 

Table 1. Computed average values (from [7]) 

 %V �V �C V-
nPVI 

V-
rPVI 

IV-
rPVI 

CH 39.10 35.54 31.33 49.30 35.63 49.32 
EN 41.81 50.26 36.20 60.02 51.81 62.30 

3.2. Graph of mean division values  
As seen in Figure 1, the groups of averages (or the set of 
means based on tested divisions) for each division are not as 
clearly mutually exclusive for the total language set as they 
are in figure 2. In this area of the study the GL metric [5] was 
inferior to the RNM [4] metric.  
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Figure 1: Grouping of averages by [5], showing 
overlap of two sets (by language, gender and genre. 
CH–Chinese, EN–English, F–Female, M–Male, Rep–
Reporter, Inv–Interviewee. Conv– Conversational) 
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Figure 2: Grouping of averages by [4], showing no 
overlap of the sets (by language, gender, and genre). 
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However more data from both M–EN conversation and 
F–CH interviewees needs to be tested to see if the PVI 
would not also split the two languages into distinct groups 
without any overlap. 

3.3. Individual speakers  
When comparing the variation of individual speakers within 
each language (the intra-language variation), there was 
overlap between EN and CH individuals using both metrics. 
The GL metric [5] appears to do a better job graphically 
separating the individual speaker groups, as seen on figure 3, 
than the RNM metric [4] (figure 4). Like [7], figures 3 and 4 
show the need for the analysis of multiple speakers of a 
particular language before classifying rhythm groups based 
on natural data. As [16] points out, it is possible (at least 
graphically) to have individual speaker differences that are 
nearly as large as the averages of languages. Even though 
there is intra-language variation and inter-language overlap, 
this does not prove that an implicit, shared, consensual 
"speech pattern target" does not exist. This claim was tested 
by using an independent T-Test in SPSS for all speakers of 
both CH and EN, without accounting for gender or genre 
differences, and showed EN and all CH speakers to be 
significantly different (p < 0.001 at 99% confidence interval). 
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Figure 3: Plot of individual speakers by [4]. 
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Figure 4: Plot of individual speakers by [4]. 

3.4.  Language, gender, and genre 
The genres that were used in [7] were news anchors/reporters 
(REP) who were associated with the broadcasting network. 
Opposite of reporters was the group called "interviewees" 
(INT). They were considered to be anyone who was given air 

time that was not affiliated with the broadcasting company. 
The EN data was also analyzed for the conversational (Conv) 
speakers, or those who were recorded while having mock 
telephone conversations. (The conversational data was 
included in Figure 1 and 2 but not explicitly addressed 
elsewhere in this paper except for EN statistical analysis 
because there was not a comparable set of data for CH.) As 
stated in [7] by ANOVA analysis, there was no significant 
difference between the three EN genre types. However, the 
CH REP "were significantly lower than [CH INT] in all the 
values except for %V" [7].   

Comparing the graphical output of each metric on these 
divisions of each language, again the division based on PVI 
[5] was better able to show separation between the groups. 
This is particularly evident when looking at the division 
between CH REP and CH INT. As shown in figure 5, the 
division based on IV rPVI does not seem to overlap as much 
as �C in figure 6. It must be said here that layers are 
representative of the spread of speaker values, but are not 
necessarily representative of density.  

The issue of density of a speaker group layer would 
require still more data from each category. Take for instance 
the fact that the CH REP category includes 28 female 
speakers and 9 male speakers, while CH INT only includes 1 
female speaker and 12 male speakers. Also, the category of 
EN F INT only has 5 speakers while EN M INT has 17. 
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Figure 5: Division overlap by [5] based on Language, 
gender, and genre. 
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The same inter-language overlap that is prevalent in 
figure 4 is also as demonstrated by figure 6. For both of these 
two types of graphical representation, it appears that the PVI 
metric does a better job (though still not a perfect job) of 
representing the statistical analysis. It is also evident from 
table 2 that the lower amount of variation from the mean (or a 
tighter group) is seen in the reporter sets in both En and CH 
for all four values. (Table 2 shows the standard deviation 
(SD) of each set of plotted values, showing that in all four 
cases for both languages SDRep <  SDInt.) 

Table 2. SD of mean values per speaker. 

 EN 
Genre SD CH 

Genre SD 

Rep 2.2113 Rep 1.921 
%V 

Int 3.7168 Int 2.445
Rep 4.0258 Rep 2.612 

�C 
Int 8.4354 Int 8.1972
Rep 5.0804 Rep 2.816 

VnPVI 
Int 7.7274 Int 7.929
Rep 7.168 Rep 3.926  

IVrPVI Int 11.98 Int 13.207

3.5. Other issues speech rate and sonority 
As stated in § 1.2.2 the assumption in [7] that speech rate 

is one reason that it is important to compare the results to 
other studies like [14] that have used [4]'s metric when 
comparing speech rate. [14] showed that while values differ 
within languages the distinction between stress and syllable 
timing is still evident based on "tendencies" rather than 
"trends" (at least for %V and �C). However, as shown by 
[17] the RNM metric may do better to account for speech rate 
with some modification.  

4. Conclusions 

4.1. Summary 
While the RNM method appears to give better division of the 
sets of means of each language, the GL method appears to 
give better graphical representation of the rhythm divisions 
for individual speakers and division layers. Of the divisions 
that were made, the speech genre seemed to be the division 
that could have the most impact on what a "target" rhythm 
might be. 

Both metrics show that reporters in CH and EN cluster 
tighter than the interviewees. This clustering pattern could be 
an indication that they're more closely approximating a target 
rhythm, that while elusive, could exist in speech production 
and not only in perception (as discussed by [3]).  

The main purposes of this paper are: to show the 
importance of having a large number of speakers to get 
accurate measurements to classify languages; to argue that the 
variety of the speakers (in data that is more naturally 
occurring — irrespective of the measurement metric used) 
may be due to variables like gender as well as discourse 
genre; and, to show that when using a large data set of 
naturally occurring data, the same basic results are obtained 
by either of these two metrics, and that those results 
adequately (and statistically) indicate a division between 

these two languages that have previously been classified as 
stress or syllable timed.  

4.2. Future considerations  
The fact that studies like [14] have shown that rhythm 
"tendencies" are still able to show a rhythm distinction using 
metrics based on [4] (without correction for speech rate), is 
one of the reasons to compare the results of [7] (which was 
based primarily on [5] and assumed to normalize for speech 
rate to some extent) with newer graphical results based on [4].  

This is an important point to show that the results of using 
data that has been processed though ASR systems is 
comparable to previous literature, and can be used in the 
future to get adequate results for rhythm classification based 
on these metrics like "variation coefficient" (VarcoV, 
VarcoC) [17] and sonority [15].  
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