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Abstract 
This paper proposes two algorithms for generating intonation 
from a mixed CART-HMM intonation model for speech 
synthesis. Based either on a Viterbi search or on the 
Expectation-Maximization algorithm, the two generation 
algorithms are analyzed in terms of likelihood and F0 Root 
Mean Square Error. Listening tests are performed to 
subjectively evaluate the quality of the generated intonation. 
Index Terms: speech synthesis, intonation generation, HMM 

1. Introduction 
In recent years, corpus-based technology has brought major 
improvement in speech synthesis quality. The synthesized 
signal is the result of concatenating a string of acoustic units 
of variable length using as little signal processing as possible. 
Corpus-based technology performs well on homogeneous 
corpora with neutral speaking styles. 

However, this technology is less successful for small or 
expressive corpora with more prosodic variability and less 
acoustic candidates for each contextual unit. In these cases, a 
prosody model is needed in order to better control unit 
selection or signal modification. 

 Ideally, a prosody model should be data-driven and 
statistical, i.e. capable to adapt to different corpora, speakers, 
speaking styles, etc. Such statistical, data-driven models have 
already been successfully used in unit selection for speech 
synthesis [1], speech recognition [2], and some work has 
already been done for prosody modeling [3]. 

However, prosody depends on many complex factors that 
are difficult to identify, such as speaker attitude, intention, 
core accent of the sentence, etc, constituting the para-
linguistic and non-linguistic information [4]. As we do not 
have enough clues to tag this information in a reliable 
manner, we consider it as variability intrinsic to speech, and 
model it as hidden information in the following work. 

In [5], we describe a mixed CART-HMM intonation 
model that was developed to model the intonation of 
expressive corpora. The CART classifies intonation patterns 
according to linguistic information, and the HMM models 
missing para-linguistic information. The training step of the 
model was validated with likelihood and fundamental 
frequency Root Mean Square Error (F0 RMSE) measures. 

This paper describes two algorithms for generating an 
intonation curve from the CART-HMM intonation model: the 
first one assumes the existence of a state sequence whereas 
the second one assumes that the state sequence is 
unobservable. 

Following the present introduction, section 2 describes 
the intonation model, and section 3 presents the algorithms 
for generating intonation. Section 4 then presents the results 
of objective and subjective evaluations. Section 5 is a 

discussion of the results and section 6 summarizes our 
conclusions and presents future works. 

2. Overview of the intonation model 
The intonation model consists of 3 consecutive steps: 
syllable-based intonation stylization and annotation, tree 
classification, and HMM modeling. As these steps are 
described in detail in [5], we will here only present the global 
structure of the model. 

2.1. Intonation stylization and annotation 

The proposed intonation model is linguistically anchored, 
considering syllables as the elementary prosodic units. Each 
utterance is associated with a sequence of features vectors
{Vn}1�n�N, each syllable being represented by a feature vector 
Vn = (Ln, On) extracted from the acoustic utterance.  

The linguistic vectors Ln contain the linguistic tags 
obtained from automatic annotation, such as word parts of 
speech (POS), position of the syllable in the word, position of 
the word in the breath group, breath group type of the 
previous, current and following syllables. 

The intonation vectors On are 3-dimensional vectors. As 
in [6], for each syllable, an intonation vector is first composed 
of three F0 points, obtained from the automatic F0 extraction 
(located à 10%, 50% and 90% of the duration of the vocal 
nucleus). The intonation vectors are then mean and variance 
normalized, and mapped into another space by a Karhunen-
Loeve transformation, giving the abovementioned normalized 
intonation vectors On. 

2.2. Tree Classification 

An unsupervised classification tree (CART) is used to classify 
the intonation patterns according to linguistic information. 
The tree function T associates a class Cn to every syllable, 
given its linguistic vector Ln. The tree is trained from a 
training corpus in order to make the classes Cn as uniform as 
possible regarding the intonation vectors On.

2.3. HMM modeling  

The HMM modeling step is designed to deal with 
unexplained intonation variability. It introduces hidden states 
that allow several different prosodic realizations for a given 
linguistic context. The hidden states are linguistically 
dependent: a tree class is split into several hidden states; each 
hidden state is associated to a single tree class. The hidden 
states are defined as {Qn}1�n�N. 

Therefore, to each syllable n, described by its linguistic 
vector Ln, correspond a single class Cn and several competing 
hidden states Qn (the hidden states associated to Cn). 
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We then define a standard HMM: 

P(O,Q) = P(O1,…ON,Q1,…QN)

 = PT(L1)(Q1)P(O1|Q1)∏
n=2

N
 P{T(Ln),T(Ln-1)}(Qn|Qn-1)P(On|Qn)

To simplify the notations, the transition terms PT(L1)(Q1) and  
P{T(Ln),T(Ln-1)}(Qn|Qn-1) will be notated P(Q1) and P(Qn|Qn-1), 
keeping in mind that the authorized transitions depend on the 
classes C1, Cn-1 and Cn, respectively equal to T(L1), T(Ln-1)
and T(Ln). The observation probabilities are modeled as 
Gaussian laws: p(On=on|Qn=j) = bj(on) = �(on |µj;�j). 

The HMM parameters are trained with the standard 
Expectation-Maximization algorithm. 

3. Generating intonation from the HMM 
Parameter generation algorithms from HMM exist for MFCC 
generation in HMM-based speech synthesis [7]. The 
generation problem presented here is slightly different 
because the intonation vector On does not contain delta terms, 
and also because the temporal structure of the HMM is 
known, i.e. we know for each syllable n the subset of Qn that 
are authorized. We will present here two algorithms for 
generating intonation; the first one assumes the existence of a 
state sequence, whereas the second one considers the state 
sequence as unobservable. 

3.1. Case 1: Maximizing P(O, Q) with respect to O
and Q
First, consider maximizing P(O,Q) with respect to O and Q. 
For every state j, as the probability p(On=on|Qn=j) is a mono-
Gaussian law, it is obviously maximized when on is equal the 
Gaussian mean vector: µj=argmaxOn  p(On=on|Qn=j).  
Therefore: 

P(O, Q) = P(Q1)P(O1|Q1)∏
n=2

N
 P(Qn|Qn-1)P(On|Qn) 

≤ P(Q1)P(µQ1
|Q1)∏

n=2

N
 P(Qn|Qn-1)P(µQn

|Qn) 

The last equation is maximized with a Viterbi decoding, 
which finds the optimal sequence of states:

Q* = argmaxQ P(Q1)P(µQ1
|Q1)∏

n=2

N
 P(Qn|Qn-1)P(µQn

|Qn) 

The predicted intonation is then the mean vectors of the 
optimal sequence of states: O* = µQ*. 

3.2. Case 2: Maximizing P(O) with respect to O
When the state sequence is unobservable, we use an algorithm 
based on the EM algorithm, that finds a critical point of the 
likelihood P(O). An auxiliary function � of current 
observation O' and new observation O is defined by : 

��(O, O') =  �
all Q

 P(Q|O') log P(O,Q) 

It can be shown that by substituting O, which maximizes 
��(O, O') for O', the likelihood increases unless O is a critical 
point of the likelihood. � can be rewritten as: 

��(O, O')   =  �
all Q

  P(Q|O') logP(Q1)  

+ �
all Q

  �
n=2

N
 P(Q|O') log P(Qn|Qn-1) 

+ �
all Q

  �
n=1

N
 P(Q|O') log P(On|Qn)  

��(O, O')  = �
all i

 P(q1=i|O') log P(q1=i)  

+ �
n=2

N
  �

all i
  �

all j
  P(qn-1=i, qn=j|O') log P(qn=j| qn-1=i)  

+ �
n=1

N
  �

all i
 P(qn=i|O') log P(On|qn=i))  

The last term is the only term that depends on On, so the 
derivative of ��over On is:  

∂ �
∂ On

 = �
all i

  �'i(n) ∂
∂ On

 log( 
1
K exp( - 

1
2 (On - µi)T �i

-1 (On - µi)))

with K constant and �'i(n) = P(qn=i|O'). Setting the derivative 
of ��over On to 0, we obtain: 

On
* = 
�
�

�
��

all i
  �'i(n) �i

-1  -1 �
all i

  �'i(n) �i
-1 µi

The obtained intonation O* = {On*} is maximal given O'. As 
a standard EM algorithm, the process is repeated over several 
iterations, until O* converges to a maximum of P(O).

4. Experiments 

4.1. Material 

We tested our model on a speech corpus of French utterances 
designed for the France Telecom speech synthesizer. 2770 
utterances were recorded by a professional female speaker, 
representing 3 hours and 20 minutes of speech. The utterances 
were mainly chosen in the domain of IVR (Interactive Voice 
Response) applications. The speaker was not constrained to 
speak in any neutral style, the corpus is thus more expressive 
than most of the usual TTS corpora.  

The utterances were manually segmented into phonemes. 
Syllables were automatically deduced from phoneme 
segmentation and were automatically tagged with linguistic 
tags. Fundamental frequency is automatically extracted every 
10 ms and stylized according to 2.1. 

The speech corpus was randomly split into two sub-
corpora: a training corpus comprising 90% of the utterances, 
and a test corpus with the 10% remaining utterances. 

For comparison, the corpus-based France Telecom speech 
synthesizer was used (demonstrator available at 
http://tts.elibel.tm.fr). It does not generate explicitly the 
intonation, but uses symbolic tags (syntaxic and prosodic 
tags) to perform unit selection. This synthesizer, used with an 
acoustic inventory corresponding to the training corpus, is 
hereafter referred as "TTS" version. 

4.2. Model parameters 

Informal listening and graphical analyses were performed to 
choose appropriated parameters for the intonation model.  
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Figure 1 shows the average syllable likelihood evolution 
according to the number of states per class, for several tree 
complexities, described by the number of classes issued from 
the tree. While the likelihood of the training corpus increases 
with the number of states per class for all the configurations, 
the likelihood measured on the test corpus reaches a 
maximum, and then slightly decreases. The decreasing part is 
a sign of overtraining. 

For all parameter sets, we generated intonation according 
the algorithm described in case 1, and we measured the F0
Root Mean Square Error (F0 RMSE) between the generated 
intonation and the stylized intonation from the corresponding 
utterance of the test corpus. The F0 RMSE is plotted in 
Figure 2 for all the parameter sets. We observe from the figure 
that the RMSE of the training and test corpora are always 
very close. The smallest RMSE are obtained for 1 state per 
class, and for the most complex trees. Splitting the tree classes 
into 4 hidden states leads to an increase of F0 RMSE of about 
a semi-tone for all configurations. Splitting the tree classes 
into more hidden states does not have a significant affect on 
the F0 RMSE, with the global trend being that the more 
complex trees lead to slightly smaller RMSE than the less 
complex ones. 

An informal listening task was performed by the author 
on a few utterances of the test corpus with different parameter 
sets, thus aiming to find an upper bound to the quality of the 
generated intonation. It made us choose the following set of 
parameters: the tree is the 17-class tree (trained over the 
almost 30,000 syllables of the training corpus), and the 
classes are split into 12 states per class. It seems that the 
smaller trees (especially the trees leading to 1 and 6 classes) 
and the smaller numbers of states per class lead to intonation 
curves that appear perceptually too monotonous, even though 
they may outperform the others in terms of RMSE or 
likelihood of the test corpus. Indeed, when such models are 
used for generation, it often happens that several successive 
syllables correspond to the same class and the same state, 
generating a repetitive and monotonous intonation. On the 
contrary, the most complex models that use larger trees and a 
higher number of states per class suffer from overtraining, 
thus leading sometimes to inappropriate intonation, yielding 
unexpected F0 rises.  

Figure 1: Evolution of the log-likelihood of the 
training and test corpora with tree complexity (x.cl 
represents x classes obtained from the tree) and 
number of states per class.  

Figure 2: F0 RMSE for case 1 intonation generation 
on the training and test corpora as a function of tree 
complexity (x.cl represents x classes obtained from 
the tree) and number of states per class.  

4.3. Case 2 generation issues 

The case 2 generation algorithm is fundamentally a gradient 
algorithm and thus requires an initialization sequence On. The 
results described hereafter were computed for the chosen 
parameter set (i.e. 17 classes and 12 states per class), but 
informal measures tend to show that the results stated here 
can apply equally to the other parameter sets. 

For the test corpus, the average log-likelihood of the 
recorded utterances is -1.35. If we generate the corresponding 
intonation according to case 1, we obtain a log-likelihood of 
1.48 and a F0 RMSE of 3.85 semi-tones, compared to the 
natural intonation. 

For case 2 generation, we tested three different ways of 
initializing the algorithm. The first method is to initialize the 
case 2 algorithm with the result of the case 1 algorithm. In 
this case, we obtain a log-likelihood of 1.49 and a F0 RMSE 
of 3.84 semi-tones; there is almost no improvement in this 
case, the case 1 algorithm has already reached a local 
maximum that the case 2 algorithm can not improve. 

The second method initializes all On with the global mean 
of the intonation vectors, computed on the training corpus. In 
this case, the case 2 algorithm leads to a log-likelihood of 
0.73 and a F0 RMSE of 3.31 semi-tones. In terms of 
likelihood, this method performs worse than initialization 
from case 1 results. 

The last method consists of initializing the case 2 
algorithm with random data. 200 random initialization 
sequences of vectors were generated for each utterance and 
the case 2 algorithm was run on each of the 200 sequences. 
The final intonation vectors with the highest likelihood were 
kept for each utterance. The resulting average likelihood is 
1.24 and the corresponding F0 RMSE is 3.73 semi-tones. 
Only 2% of the utterances show a significant increase in terms 
of likelihood, compared case 1 algorithm. 

In accordance with these results, it seems that, in our case, 
the case 1 algorithm reaches a point close to the global 
maximum of the likelihood. Therefore, the case 2 algorithm is 
not relevant, especially as its computational cost is much 
higher than case 1 algorithm. 
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4.4. Listening tests 

We performed listening tests to subjectively evaluate the 
quality of the generated intonation. We generated intonation 
with the case 1 algorithm for 20 utterances of the test corpus. 
We copied the intonation onto recorded utterances with 
PSOLA; the resulting stimuli are mentioned as MAXP 
intonation.  

For comparison, we proposed three other stimuli for each 
utterance. The natural one (NAT) corresponds to the recorded 
utterances without any modification; the "TTS" intonation is 
the intonation obtained from our corpus-based TTS, copied 
onto the recorded utterance with PSOLA; the degraded 
intonation (DEG) is the recorded utterance, resynthesized 
with PSOLA, with the pitch marks randomly shifted in a 
range [-20%, +20%] of the signal period.  

We asked 12 listeners not involved in the project to rate 
35 utterances randomly chosen among the 80 stimuli (20 
utterances in 4 versions). They were asked to rate the global 
quality of the stimuli on a Mean Opinion Score (MOS) scale, 
from 1 (bad) to 5 (excellent). 

The results are shown in Figure 3 with their 95% 
confidence intervals. 

Figure 3: MOS results for the four versions: 
degraded utterances (DEG), generated intonation 
(MAXP), TTS intonation (TTS) and recorded
utterances (NAT)  

The two references, NAT and DEG, are clearly judged 
respectively excellent and bad. The difference between the 
two other versions, the proposed model MAXP and the state-
of-the-art reference TTS, is not significant. 

5. Discussion 
Although the choice of the intonation model parameters has 
been carried out in an informal manner, it might seem to 
contradict the measures plotted in the graphics, especially 
considering the F0 RMSE. Indeed, the chosen parameter set 
leads to higher F0 RMSE than other parameter sets, those 
having one state per class for instance. However, those later 
parameter sets generate average intonation, which, in practice, 
sound very unnatural: it seems too flat and monotonous, and 
the pitch is globally too high. Indeed, the model averages 

accented and unaccented syllables, leading to an average 
pitch. In opposition, the chosen parameter set gives a 
perceptually lower intonation, most of the syllables sound 
unaccented, and the general intonation seems more natural. 
These observations explain the F0 RMSE differences: the 
RMSE is lower when comparing a real utterance -with both 
accented and unaccented syllables- with an average pitch than 
with a globally unaccented pitch. We think that the F0 RMSE 
should be cautiously considered, and that it not adequately 
represents the quality of the model, especially for relatively 
high RMSE values like those obtained when predicting 
prosody. 

Secondly, it appears from informal listening that the two 
compared models, TTS and MAXP, although they score 
comparably, have opposite behaviors. As already mentioned, 
the MAXP intonation is mostly a sequence of unaccented 
syllables. In opposition, the TTS intonation is the result of the 
acoustic unit selection, guided by the phonetic and acoustic 
parameters rather than by prosodic considerations. The TTS 
intonation is generally of good quality, although prosodic 
inconsistencies appear sometimes, resulting in uncontrolled 
pitch variations. Even though these differences do not appear 
in the MOS, they are obvious in the sound samples. 

6. Conclusions 
In this paper, we propose two algorithms to generate 
intonation from a mixed CART-HMM intonation model. The 
first one performs a Viterbi search, whereas the second one 
uses an EM algorithm. We show from likelihood measures 
that the first algorithm is satisfactory and that the second 
algorithm does not outperform the first despite its higher 
computational cost. 

Considering the MOS, our generated intonation is rated 
comparably to the intonation given by the corpus-based 
speech synthesizer, which shows good performance of the 
proposed model. 

Further work consists in introducing the proposed 
intonation model into the unit selection framework, in order 
to improve the intonation of the corpus-based synthesized 
speech. 
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