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Abstract
In this article we present a novel method for automatic 
pronunciation error detection of children’s speech. A phone 
graph is generated from the audio segment and augmented if 
necessary with alignments of phonetic transcriptions of the 
word to score. This graph is used for extracting phone-level 
features using conventional HMM/GMM acoustic scores and 
Support Vector Machine (SVM) classifiers acting as 
probabilistic estimators. Finally an SVM is used to combine 
the phone-level features extracted for each word to produce a 
word-based pronunciation score. 

Experimental results show that the proposed method and 
features can be effectively used for pronunciation scoring. In 
particular the detection of mispronunciations is increased 
more than 22% with respect to the baseline.  

 
Index Terms: pronunciation scoring, children’s speech, 
phone graphs, Support Vector Machines, posterior 
probabilities. 

1. Introduction
Typical speech recognition systems tend to average across 
pronunciation variances in order to minimize the word error 
rate (WER). However, in some educational situations, reading 
and language learning in particular, the pronunciation of a 
word may be of the utmost importance. For example, if 
children are asked to say the opposite of the word “down”, 
their semantically different responses should be easy to judge 
with current speech recognizers (e.g. “up,” “low,” “there”). 
But, if children are asked to read the word “down,” their 
phonologically similar responses require a different kind of 
system, a pronunciation error detection system that can 
discriminate the correct response from phonologically close 
errors (e.g. “down,” “drown,” “dawn”). Work in our Center in 
assessing and remedying reading difficulties will benefit 
enormously from such a system [1]. A computer system can 
easily and reliably score children’s word reading 
independently in forced-choice exercises where the program 
pronounces a word, and the child chooses the correct item 
among carefully chosen distractors. However, reading 
recognition and reading production are different processes, 
and an assessment system limited only to recognition would 
be an impoverished one. In this paper we describe 
pronunciation error detection in the context of a word reading 
task, whose goal is to develop an Independent Comprehensive 
Adaptive Reading Evaluation called ICARE [2].  

Previous work in pronunciation scoring [3][4] has shown 
that scores based on phone-level posteriors outperform 
alternative scores that make use of normalized phone duration 
or Hidden Markov Models (HMMs) log-likelihood. 
Additionally, other techniques for pronunciation verification 
take advantage of prior knowledge of the speaker set and 

target vocabulary [5]. In [3] a measure for the quality of the 
pronunciation of a phone, called GOP (goodness of 
pronunciation) was introduced. As expressed in (1), this 
measure consists of normalizing the logarithm of the phone-
level posteriors by the phone duration. NF is the phone 
duration in terms of the number of frames aligned to the 
phone.              

          ( | ) log ( | )) / (GOP ph X p ph X NF ph� )          (1) 

 
According to Bayes rule (2) phone posteriors p(ph|X) can be 
calculated from the acoustic scores p(X|ph), the phone prior 
probabilities p(ph) and the probability of the sequence of 
observations p(X).  
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Unfortunately p(X) is unknown so in the case of 
pronunciation scoring [3][4] phone posteriors are usually 
estimated  normalizing the acoustic scores as expressed in (3). 
This procedure consists of dividing the acoustic score of the 
target phone by the acoustic score of the competing phones 
(2). P is the set of phonetic symbols. 
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Given its proven good performance we have selected the 
GOP measure as the baseline feature for our system. 
 The pronunciation scoring system proposed in this article 
uses information contained in phone graphs to calculate three 
different phone-level features, which are ultimately combined 
to produce word-level pronunciation scores. The features are 
the following: 

� Phone posteriors calculated over phone graphs using the 
forward-backward algorithm as described in [6]. This is 
an alternative method to (3) for calculating phone 
posteriors using HMM/GMM acoustic scores.  

� Phone posteriors calculated using SVMs trained with 
segmental features. 

� Phone-level scores obtained from frame-level 
posteriors. Pairwise SVM models trained with cepstral 
features are used at the frame-level to calculate the 
posteriors of each of the competing phone classes in the 
graph.  

These phone-level features, in addition to the GOP feature 
used as baseline, are ultimately used by our scoring module to 
produce word-level pronunciation scores and make the final 
decision of whether to accept or reject the word 
pronunciation. 
 The system is divided into three modules: the phone graph 
generation module, the features extraction module and the 
scoring and classification module. These modules are 
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described respectively in section 2, 3 and 4 of this article. 
Section 5 describes the experiments and presents results. 
Conclusion and future work are discussed in section 6. 

2. Generation of the phone graph 
For each audio file containing a word realization, a phone 
graph is generated containing at least one admissible 
pronunciation (phonetic transcription) of the word to score in 
addition to other sequences of phones that align with a high 
likelihood to the speech segment. Graphs containing high 
likely competing sequences of phones allow the extraction of 
high quality features as will be described in section 3. The 
block-diagram corresponding to the phone graph generation 
process is depicted in figure 1. 

Initially we use the Sonic speech recognition system [7] 
to generate a phone graph. Given that many phone sequences 
are not possible in the English language, the search is slightly 
constrained using a discounted phone-based trigram language 
model. The language model is trained using text corpora 
extracted from English text books and the admissible 
pronunciations of the 138 target words included in the 

 

 
Figure 1. Block-diagram of the graph generation process. 

 
read children’s speech [8]. Given that the intention of the 
system is to score children’s pronunciation quality with 
respect to children’s native pronunciation quality, only native 
speakers are used to train the acoustic models. 

The graph of phones produced is expected to contain 
admissible pronunciations of the word to score. However, 
disregarding the quality of the pronunciation, the phone graph 
does not always include a phonetic transcription of the word 
to score. Using a set of phonetic transcriptions selected by 
linguists to capture admissible pronunciations of the word to 
score, a multiple pronunciation (MP) phone graph is built. By 
doing a text alignment between the MP graph and the one 
generated by Sonic it is possible to check if the later contains 
at least one admissible pronunciation of the word to score. 
The algorithm used to perform the alignment is very similar 
to the one proposed in [9], however, since no edit errors are 
allowed, the algorithm performs very fast. In case no 
pronunciation of the target word is found, a forced alignment 
between the audio segment and the graph of multiple 
pronunciations is carried out using the align tool of Sonic. 
State alignment information and phone-level acoustic scores 
resulting from the alignment are used to insert the alignment 
in the phone-graph. 

Finally, note that this procedure allows the insertion of 
typical mispronunciations of a word used as distractors that 
can be obtained using language specific rules or information 
extracted from the training data.  

3. Features extraction 
Several features have been selected for scoring the word 

pronunciations. In this section we discuss the process of 
extracting those features.  

3.1. Phone-graph based posterior probabilities  
Following the process described in [6] we have generated a 
posterior probability for each of the phones contained in the 
graph. The posterior probability of a phone p([ph;s,e]|X)  can 
be calculated as expressed in (4) by summing up the posterior 
probabilities of all paths in the graph of length M which 
contain the hypothesis [ph;s,e]. Where [ph;s,e] is the phone 
starting at time s and ending at time e, and X={x1,…,xT} is 
the acoustic observation sequence against which it is aligned. 
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In the following p([ph;s,e]|X) will be used as a phone-level 
feature referenced as Cm. While the use of a phone-based 
language model helps in the lattice generation process given 
that many phone sequences are not possible in the English 
language, the language model probability has not been used 
for the calculation of the posteriors, so the scaling factor � in 
(4) receives a value of 0. 
 

 
 
 
 

Search the graph for    
admissible pronunciations Force alignment

Generation of the 
initial graph of phones 

Insert the alignment 
into the graph 

Features 
extraction 

3.2. SVM based phone posteriors
Previous work has shown that SVMs can be considered very 
reliable estimators of the posterior probability of a speech 
segment [10][11]. An SVM learns the decision boundary 
between samples belonging to two classes by mapping the 
training sample vectors into a higher dimensional space and 
then determining an optimal separating hyper-plane [12]. 
SVMs can be used as probabilistic estimators by mapping the 
margin or distance they produce to a posterior class 
probability using a sigmoid [13]. One of the main difficulties 
when applying SVMs to speech classification is how to deal 
with the variable length of the speech units under 
classification. Fisher Kernels have been proposed to address 
this problem using GMMs as an intermediate step to generate 
fixed length feature vectors to be used as input for the SVM. 
However, in the case of phones, a very straightforward 
technique has shown very good performance [10]. This 
technique consists of averaging the feature vectors (typically 
cepstral features) aligned to each of the states of a phone and 
then concatenating the average vectors to create a composite 
vector. The resulting composite vector has a dimensionality 3 
times larger than the original vectors. For simplicity, we have 
selected the second strategy; it is expressed in (5).  

 

         1 1( | ) ( | ( ))T T
segmentsp ph x p ph composite x�           (5) 

 
SVMs are trained following a one-vs-rest approach so one 
SVM is trained for each of the phonetic classes used.  

3.3. SVM based frame level posteriors
In this case, we use SVMs to estimate posteriors at the frame 
level using only frame-level competing candidates in the 
graph. For each time frame, the phone classes aligned to that 
frame in the phone graph are used to calculate the frame 
posteriors. According to the state alignment information 

vocabulary. The acoustic models are trained on a corpus of 
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present in the graph, each time frame can be aligned to one 
out of K different classes (that correspond to each of the 
HMM states of the phonetic symbols used). Given that for a 
given time frame only a (typically small) subset K’ of the K 
classes is present in the graph, a one-vs-one strategy has been 
selected for training the SVMs. One-vs-one SVMs learn the 
decision boundary between two classes, so a different model 
needs to be trained for each pair of classes. Thus, the resulting 
number of SVMs is K(K-1)/2. If ki is one of the K’ classes, the 
posterior probability of ki given an observation x is expressed 
as:  

1
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Finally, as expressed in (7), a confidence measure Cf is 
calculated for each phone by averaging its frame level 
posteriors. S represents the number of states of the HMM.  
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4. Pronunciation scoring and classification 
Phone-level features introduced in the previous section along 
with the GOP feature used as baseline are used as features for 
an SVM classifier to produce word level pronunciation 
scores.  

Since this SVM is trained as a probabilistic estimator, the 
pronunciation scores it produces can be considered as the 
probability of the audio segment to be a correct pronunciation 
of the target word. Finally a fixed threshold is used to classify 
a word as correctly or incorrectly pronounced.  

Given that we are dealing with phone-level features, 
feature vectors for words with a different number of phones 
present different dimensionality. To cope with this problem 
we have trained independent SVM classifiers to score words 
with different number of phones. A total number of 11 
classifiers have been trained.  

5. Experimental procedure 

5.1. Experimental Setup 

5.1.1. Speech Material 

The speech material used in the experiments is divided in two 
parts. The first part, used exclusively for training purposes, 
consists of about 4 hours of read speech of first graders (171 
different speakers around the age of 6–7 years) from the CU 
Read and Summarized Story Corpus [8]. This corpus has been 
used to train the HMM/GMM acoustic models used by Sonic 
to generate the phone graphs and to train the phone-level and 
frame-level SVM classifiers described in sections 3.2 and 3.3 
respectively.  

The second part is a corpus of read words annotated for 
pronunciation scoring. It consists of 2340 pronunciation 
instances of 138 unique words from 99 poor readers in 
Kindergarten through 5th grade. Readers’ ages ranged from 
5½   to 11 years old with average 7 years. There were 55 
males and 44 females. 

The pronunciation instances were transcribed at the phone 
level with 1816 scored as correct and 524 scored as incorrect 
by two experts. For the task, the 99 readers had been 
presented printed words to read, one at a time, with no time 

limit, by the ICARE program. Words ranged from easy 
monosyllabic letters and orthographically regular or high 
frequency words, to more challenging multisyllabic and 
orthographically irregular ones. Children began with words 
estimated to be at their reading level from another test [14], 
and then the program used a skipping algorithm that 
established a basal of 5 letters or words in a row correct at the 
low end of the list, presented all words in order in the middle, 
and continued until 5 of the last 7 words were missed to 
establish a ceiling level. 

Since this corpus is too small to achieve reliable speaker-
independent results, we have used 5-fold cross-validation to 
artificially extend it, averaging the results afterwards. 
Particularly, we have divided the corpora into 5 balanced 
speaker-disjoint subsets. One different subset is kept for 
testing in each fold, while the remaining ones are used to train 
the word-level classifiers described in section 4.  

5.1.2. SVMs training 

In this section we describe briefly the training process of the 
phone-level and frame-level SVMs described in sections 3.2 
and 3.3 respectively.  

For every speech utterance present in the training set, 39-
dimensional feature vectors, consisting of 12 Mel Frequency 
Cepstral Coefficients and energy plus first and second order 
derivatives, have been extracted. Using a viterbi aligner, 
segmental and frame level features have been extracted and 
used to train the SVMs. The SVM-library used is LibSVM 
[15]. A radial basis function (RBF) kernel is used for which 
the parameters C (cost) and � are estimated on the training set 
following a “grid-search” process using 5-fold cross 
validation.  

5.1.3. Evaluation Metric 

For each word, phone level features are extracted as described 
in section 3 and a classifier as described in section 4 attaches 
a “correctly pronounced” tag if the word-level pronunciation 
score is above the fixed threshold or an “incorrectly 
pronounced” tag otherwise. The metric used to evaluate the 
performance of the system is the Detection Error Rate (DER), 
defined as the total number of incorrectly assigned tags 
divided by the total number of scored words.  

5.2. Results
The experiment carried out evaluates the quality of the phone-
level features proposed for pronunciation scoring in terms of 
DER. Four sets of SVMs like the ones described in section 4 
are trained to produce word-level pronunciation scores using 
each one of the three phone-level features proposed in section 
3 plus the GOP feature. These SVMs are used to score each 
one of the 2340 words in the test set following the cross-
validation process described in section 5.1.1. Table 1 shows 
DER results using each of the features separately.  

 
Feature DER Relative error

reduction 
GOP (baseline) 0.2013  
Cm 0.1987 1.29% 
Cf 0.1772 11.97% 
Psegments 0.1584 21.31% 
Cf and Psegments combined 0.1552 22.90% 

Table 1. Detection Error Rate for the system using each of the 
features proposed and the baseline feature.  
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As can be seen in Table 1, two of the proposed features 
clearly outperform the baseline. However the Cm feature 
yields a very similar performance compared to the baseline. 
This is not surprising since both of them are based on phone-
level posteriors calculated doing a normalization of 
HMM/GMM acoustic scores over competing phone 
candidates. On the other hand, the SVM-based features (Cf 
and Psegments) clearly outperform the baseline with 11.97% and 
22.90% relative error reduction, respectively.  

Figure 3 shows a Detection Error Tradeoff curve for each 
of the features. This curve shows the percentage of false 
acceptations (mispronunciations tagged as correct 
pronunciations) against the percentage of false rejections 
(correctly pronounced words tagged as mispronunciations) for 
different values of the threshold. As can be seen the new 
proposed features significantly increase the system operating 
range. 
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Figure 3. Detection-error-tradeoff curves for each of the 
features proposed and the baseline.  

6. Conclusions and future work 
We have introduced a new technique for pronunciation error 
detection based on the combination of several phone-level 
features extracted from phone-graphs. These features have 
been combined using SVMs to produce word-level 
pronunciation scores that can be used to determine whether a 
word has been correctly pronounced.  

Pronunciation scores computed following these 
procedures have shown superior performance compared to 
state-of-the-art ones. In particular, the combination of two of 
the features proposed achieves a relative error reduction of 
22.9%. From these results we conclude that phone-graphs are 
a suitable representation of competing sequences of phones 
for a given speech utterance, which can be effectively used to 
extract high quality phone-level features to be used for 
pronunciation scoring. 

Future work will aim to improve the detection rate and 
further detect not only whether a child’s reading response is 
correct, but also whether the error is among the most common 
error patterns. This information can provide diagnostic 
information about common patterns such as sound reversals, 
additions, deletions, or substitutions that can help guide 
instruction by teachers or programs. 
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