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Abstract 
Corpus based text-to-speech systems currently produce very 
natural synthetic sentences, though limited to a neutral 
inexpressive speaking style. Paralinguistic elements are some 
of the expressive features one would most like to introduce. In 
this paper, we describe a new method for introducing laughter 
and hesitation in synthetic speech. Thanks to a small 
dedicated acoustic database, this method can successfully 
render transitions between speech and paralinguistic elements. 
We validate it here for French but extension to other 
languages should be straightforward. 
Index Terms: speech synthesis, paralinguistic elements, 
laughter, hesitation, word-ending cluster 

1. Introduction 
The emergence of corpus-based concatenative speech 
synthesis systems [1][2] allowed major improvements in 
Text-to-Speech (TTS) during the last decade. Their success 
relies mainly on the use of large speech databases containing 
several hours of recordings of a single speaker, thus providing 
the system with units in many phonetic and prosodic contexts. 

Such systems enable very natural synthetic sentences, 
though limited to a neutral inexpressive speaking style. 
Therefore they are not satisfactory for many rising
applications: human-machine natural dialog, book reading for 
children, film or documentary dubbing… These applications 
require control of some basic features of expressiveness, 
among which are paralinguistic elements. [3][4] 

We consider "paralinguistic elements" as all sounds and 
gestures accompanying the speaker's linguistic flow, and 
influencing deliberately or not the conveyed information: 
hesitation, throat clearing, laughter, sneeze, facial expression, 
body language [5][6]… Most of these elements, particularly 
those produced by the speech apparatus, have a major impact 
on the surrounding phonemes. For example, laughter 
appearing in a sentence is usually announced by premature 
acoustic signs like frequency elevation and voice distortion, 
which tend to continue after the element. This continuity 
between speech and paralinguistic elements raises the 
following issue: how can we achieve seamless insertion of 
paralinguistic elements into synthetic speech? 

In this paper we describe a method for realistic insertion 
of vocal paralinguistic elements into speech synthesis. We do 
not elaborate on the automatic positioning of such elements 
and suppose they are manually input by the user with specific 
tags in the textual entry. The method is applied to laughter 
and hesitation. 

In the following section we describe general features of 
these two elements as well as the basis of our approach. The 
design of a dedicated recording corpus is an essential part of 
this work and is discussed in section 3. In section 4 we 
present our evaluation protocol and mean opinion scores. In 

the last section we summarize our contributions and present 
future work. 

2. Method for introducing paralinguistic 
elements 

2.1. Analysis of two specific elements 

2.1.1. Laughter 

Laughter is undoubtedly a major paralinguistic element that 
had to be treated in this study, since it is often associated with 
some ideal of expressiveness. However its introduction in our 
TTS system raised critical problems, due to its considerable 
side-effects on prosody (pitch, energy…) and voice quality of 
surrounding words or even sentences. Furthermore, laughter 
presents many variants [7] and cannot be reduced to precise 
and constant acoustic specifications [8]. In this paper we will 
not discuss this variety. 

2.1.2. Hesitation 

We decided to treat hesitations since they are very frequent in 
spoken language. Though there exist many variants of 
hesitations [9] that depend on language, speaker and context, 
we focused on the most common realization encountered in 
French: the classic euh appearing generally between two 
words, with varying length and possible laryngealization. 
Occurrences of such elements can either extend continuously 
the preceding word or be preceded by a short break. This last 
case can easily be rendered in TTS (simple insertion of an 
isolated occurrence of euh in a portion of silence) but proves 
inappropriate when velocity and fluidity are required. 
Therefore we concentrated on the other case, more 
challenging as continuity has to be ensured between the 
synthetic sentence and the paralinguistic element. 

2.2. Paralinguistic elements modeling 

Figure 1 shows the global segmentation used for speech 
signals containing a paralinguistic element.  

Figure 1: Our model segmentation of a speech signal 
containing a paralinguistic element (here laughter).
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The section of speech preceding the paralinguistic 
element can contain signs indicating its near arrival, like 
volume increase or frequency elevation. Accordingly we 
denoted this section as the "anticipation phase". It drastically 
depends on the nature and intensity of the element, as well as 
the phonetic content. We defined the same way the "return to 
neutral speech" as the phase prolonging sometimes the 
paralinguistic element with a persistence of its vocal features 
during the speech resumption. 

We want to highlight that these two transitory phases are 
hugely influenced by the element itself. Indeed, laughter, if 
expressive, will usually result in severe alteration of 
surrounding phonemes, but will involve few changes if 
suppressed. Clearly, this simplistic model does not address all 
cases of paralinguistic elements encountered in spontaneous 
speech, as some occurrences are too complex to match our 
restrictive description. For example, the model does not 
capture recurring lengthening of phonemes, indicating 
hesitation. [10] 

2.3. Our approach to render paralinguistic elements 

In this paper we focus on introducing paralinguistic elements 
along with their anticipation phase in a TTS system. For both 
elements that we treated, namely laughter and hesitation, we 
extended the speaker database with a specific set of 
transitions between speech and the paralinguistic element. 
This approach avoids the use of artificial speech processing 
for the simulation of transitory phases, thus preventing major 
signal deterioration. 

Of course the amount of recordings needed increases a lot 
with the width of the transition we wish to render between 
speech and the element, and with the coverage level of all 
possible transitions. Laughter can actually be introduced by a 
short anticipation phase concentrated on the last phonemes 
(sudden outburst) or by a long one with implications on 
several words (gradual outburst). In the next section we detail 
our strategy to limit recordings while ensuring high quality 
restitutions. 

Since the anticipation phase and the paralinguistic 
element are often not easily detachable, we decided to 
preserve this continuity by recording them together without 
interruption. 

However we did not consider the continuity of the return 
phase in our study. We simply inserted a short silence 
between the paralinguistic element and the following neutral 
speech. 

3. Corpus design and recording 

3.1. Generalities 

Designing the recording corpus to cover paralinguistic 
elements and their anticipation phase is an essential point in 
this paper. On the one hand, the corpus has to be rich enough 
to provide, in most TTS cases, satisfactory transitions 
between speech and the paralinguistic element, but on the 
other hand it should remain as concise as possible for obvious 
reasons of cost. 

We assume here that laughter and hesitation cannot 
happen inside a word, but only between two of them. The 
anticipation phase is consequently restricted to the end of the 
preceding word, which is to be covered optimally in our 
corpus. We therefore computed statistics of word-endings in 
French. 

For this purpose we introduced the notion of "word-
ending cluster" to refer to all phonemes following and 
including the last consonant of a word. This definition was 
motivated by the fact that, in diphone concatenative speech 
synthesis, consonants are generally the best place for 
concatenations: due to their low energy, low waveform 
coherence and broad formants, artifacts are less audible. The 
last consonant preceding the paralinguistic element is 
consequently a favorable segmentation place to start the 
anticipation phase. However this rule was not applied to the 
liquids ��� and ���1� when preceded by unvoiced consonants 
(�����	���
������������). Indeed, such context can influence 
considerably the voicing characteristics of the liquid and 
cause an uncertain segmentation. Table 1 shows some 
examples of word-ending clusters. Note that it can be 
restricted to one single phoneme if the word phonetic ends 
with a consonant. 

Word Word-ending cluster 
cinéma ��������� �����

tramway  �	������ ������
place������� ����

peuplent �������� ������
esprit ������� ������

Table 1. Examples of word-ending clusters

3.2. Clusters statistics 

We analyzed a French textual corpus of 130.000 breath 
groups containing film and series subtitles, contemporary 
theater plays, recipes and newspaper articles. We recorded 
453.548 word-ending clusters, of which only 3.340 where 
distinct. Figure 2 shows the cumulative distribution function 
of these clusters, listed in descending frequency order. 

Figure 2: Ratio of covered clusters according to the 
number of distinct clusters retained.

Such logarithmic graph2 is frequently observed in 
statistical linguistics [11][12], and is explained by the Zipf- 
Mandelbrot law governing most phenomena of this type 
[13][14]. Here it indicates that 92% of cluster occurrences can 
be covered with only 200 distinct clusters, which is 
satisfactory for our purpose. 

                                                                

1 IPA notation (International Phonetic Alphabet) 
2 The convergence near 0 and +� are side-effects due to the 
finite size of the corpus. 
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3.3. Recordings 

We associated one prompt to each of those 200 most 
frequent clusters. Each prompt contained one cluster, 
preceded by a neutral logatom context and followed by the 
paralinguistic element (figure 3). An amateur speaker, a 
member of the team, recorded the corpus twice: once with 
hesitations, once with laughter. Among other instructions, he 
was asked to keep a neutral diction until initial consonants of 
word-ending clusters, so that the latter could be easily 
concatenated to any synthetic sentence. That way the 
anticipation phases were concentrated on the word-ending 
cluster of the prompt. 

Figure 3: Example of recorded prompt.

Recording the 200 prompts for laughter and hesitation, 
respectively, lasted about 30 minutes each. It should be noted 
that our amateur speaker encountered difficulties in 
simulating laughter, which emphasizes the need for turning to 
a professional speaker for this task. 

We added the 400 recorded prompts to a small TTS 
database already available for this speaker. This original 
database contained only 25 min of speech, which was hardly 
sufficient for TTS, but as explained in the next section, we 
were able to compensate this shortage in the evaluation step. 

Laughter, hesitations and their anticipation phases were 
manually segmented and marked in a specific way. We 
modified the unit selection module of the TTS engine in order 
to take account of these new markers, and added the new tags 
\laugh and \euh to the parsing module. We will not elaborate 
further on these technical subjects. 

When running TTS, the paralinguistic element and its 
anticipation phase were also automatically inserted with a 
concatenation on the last consonant of the preceding word 
when the word-ending was present in our corpus, that is to 
say in 92% of the cases. The remaining 8% could all be 
synthesized with a concatenation on a (semi-)vowel phoneme. 
Note that in our diphone system, concatenations occur on the 
stable part of the phonemes, usually set in the middle (except 
for plosives). 

4. Evaluation 

4.1. Generalities 

We subjectively evaluated our method for rendering 
paralinguistic elements in TTS, and opted for a MOS test 
(Mean Opinion Score) as detailed in ITU-T P.85 
recommendation. 

For this evaluation we prepared a set of textual sentences 
with paralinguistic elements specifications (see below) and 
vocalized each of them in three versions: 

• Contextual: prompt generated with our system, where 
the element and its anticipation phase were selected in 
the dedicated acoustic database. 

• Reference: natural sample acted by the same speaker 
and including the paralinguistic element. 

• Baseline: prompt obtained with simple insertion of an 
isolated occurrence of the paralinguistic element into a 
silent section of the synthetic speech signal. It can be 
regarded as the state-of-the-art solution. [15] 

4.2. Stimuli 

We designed two test corpora of 10 sentences each: one for 
hesitations and one for laughter. Each sentence contained one 
paralinguistic element surrounded by two groups of words, 
the whole set forming a coherent semantic utterance. 

Listeners were expected to concentrate their attention on 
the paralinguistic elements and their close context, but for the 
synthetic versions (contextual and baseline) the poor quality 
of the surrounding TTS was very likely to influence their 
notation. Therefore we injected a neutral version of every test 
sentence (without paralinguistic element) into the speaker 
database in order to simulate very high quality synthesis. Thus 
only two concatenations are performed by the system for each 
prompt: one before the anticipation phase (or part of it if not 
available as a whole in the database) and one after the 
paralinguistic element. 

Furthermore, assessment of laughter is extremely 
subjective, so we rebalanced the two synthetic versions by 
injecting into the baseline the laughter signal extracted from 
the contextual version, when it was easily detachable (often 
possible since frequent breaks are usually scattered 
throughout the laughter). When it was impractical and for the 
hesitations, we chose for the baseline the most appropriate 
paralinguistic element among a set of isolated occurrences 
recorded by the speaker. 

4.3. Listening test 

Ten French native subjects rated the 60 samples (10 
sentences in 3 versions for the 2 paralinguistic elements). 
They were not aware of the experiment and not implicated in 
speech synthesis. 

In order to decorrelate the influences of the anticipation 
phase, the paralinguistic element and the return phase (which 
was not treated in this study), we chose these three rating 
criteria: 

• Naturalness of the anticipation phase (transition from 
neutral speech to the paralinguistic element) 

• Naturalness of the paralinguistic element itself 
• Naturalness of the return phase (transition from the 

element to the neutral speech) 

For each prompt, listeners rated each of the three 
aforementioned criteria according to the following 5-point 
scale: 1=bad, 2=poor, 3=fair, 4=good, 5=excellent. 

4.4. Results 

Figures 4 and 5 show the mean scores obtained 
respectively for hesitations and for laughter by the different 
versions. We also reported the 95% confidence intervals. 
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Figure 4: Scores obtained for hesitations.

Figure 5: Scores obtained for laughter.

These results show the singular contribution of our system 
in rendering realistic anticipation phases. In fact we achieved 
significantly better scores than the baseline for the first 
criterion. This score is even close to that of the natural 
hesitations. Concerning laughter, we believe that the 
anticipation phase we chose could have been too short for the 
prompt to sound completely natural. Actually, 25% of our 
anticipation phases are restricted to one single consonant. 

The similar distribution of scores for the "naturalness of 
hesitations" indicates some listeners' difficulty to decorrelate 
the various rating criteria: hesitations tend to be indissociable 
from their anticipation phase, resulting in a correlation 
between the two first criteria, whereas laughter is more 
broken up and matches better our modeling in 3 phases. 

Both types of synthesis (contextual and baseline) obtained 
bad ratings for the return phase. This is due to the fact that, in 
our system, as in that of the baseline, no attention was paid to 
the continuity between the element and the following speech. 
A simple break materializes the transition. An analysis of the 
listeners' comments, collected after the test, indicates that a 
simple breath insertion, immediately before the recovery of 
neutral speech, would certainly improve the evaluation of the 
return phase. 

5. Conclusions 
This paper describes a new method for introducing 
paralinguistic elements into speech synthesis. For this 
purpose, a small dedicated acoustic database was recorded by 

the same speaker used for our main TTS database. These 
recordings provided the system with speech units containing 
realistic "anticipation phases", i.e. transitions from speech to 
paralinguistic elements. We achieved a 92% coverage of all 
transitions listed in a large French corpus, with only restricted 
recordings (30 min). 

We applied this approach on hesitations and laughter, and 
compared it perceptually to two other versions: to natural 
prompts, acted by our amateur speaker, and to basic synthetic 
prompts, generated with simple insertions of isolated 
occurrences of paralinguistic elements, without treating the 
transitions. Results show a noteworthy contribution of our 
technique for the anticipation phase. 

We now aim to extend this work to the transition from the 
paralinguistic element to the following speech, which we 
called "return phase". A similar approach could be adapted, 
but as explained above a simple breath insertion may be 
appropriate as well. Studies on this subject are in progress. 

Finally we note the need to validate our approach for 
other languages. It would also be relevant to add control of 
the intensity of the paralinguistic elements, and to use a 
professional actor for future recordings, since the realization 
of some paralinguistic elements, like laughter, require an 
advanced control of expressiveness. 
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