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Abstract
Pronunciation evaluation is an important module of every spo-
ken language evaluation system. Automatic evaluation of qual-
ity of pronunciation that can mimic the performance of human
assessors is a difficult task as human assessment accounts for
several nuances of pronunciation including vowel substitutions
and quality of consonants. This paper presents a novel ap-
proach that combines the knowledge of human assessment and
the knowledge of the behaviour of automatic speech recogni-
tion systems to develop features for pronunciation evaluation.
Instead of presenting the correlation of the proposed features
with human assessment, the paper presents sentence-level clas-
sification accuracies which can directly be used in real-life ap-
plications. Inter-human and intra-human agreements, which are
indicative of human subjectivity, are also presented. The trends
in confusions among humans scores and automatic scores are
compared as the number of classification classes is varied.
Index Terms: Pronunciation evaluation, language learning, hu-
man assessment

1. Introduction
Ability to correctly pronounce sounds in a foreign language is a
difficult and yet a very important skill to be acquired by learners
of a foreign language. It should not come as a surprise then that
all the Computer Assisted Language Learning (CALL) systems
include a module for pronunciation evaluation [1, 2, 3, 4].

The pronunciation evaluation scheme proposed in [1] eval-
uates pronunciation and syllable stress quality in spoken sen-
tences using articulatory parameters. The mispronunciations
are categorized at the articulator level (speech production do-
main). The metric used for evaluation is the average correla-
tion between the individual feature and the human scores over
all the utterances. In [2], authors present a system that works
with phonological representation of speech and computes de-
tailed information on the nature of the pronunciation errors.
The phonological feature extractors are implemented as multi-
layer perceptrons with MFCCs as input vectors. The posterior
probabilities of the different phonological features are analyzed
to obtain the information about the nature of the error. Au-
thors in [4] model pronunciation quality as a combination of the
speaker’s knowledge of the correct phonetic transcription of a
written text and the speaker’s ability to pronounce these phones
correctly. The proposed feature yields higher correlation with
human scores as compared to other likelihood-ratio-based fea-
tures. Authors in [3] compute features for pronunciation evalu-
ation by generating phonetic segmentations using a standard au-
tomatic speech recognition system. The features include phone
log-likelihood scores normalized by duration, the phone poste-
rior probabilities and phone-segment duration scores which are
computed based on discrete duration distributions. The dura-
tion distributions were trained from the alignments generated

Table 1: Features used for pronunciation evaluation.

1 Average phone confidence PC
2 Time-normalized PC NPC
3 Average word confidence WC
4 Time-normalized WC NWC
5 Impact-phone confidence IPC
6 Vowel confidence V C
7 Sonorant-consonant confidence SCC
8 Fricative confidence FC
9 Plosive confidence PLC

10 Silence proportion SP

for the training data from the native (i.e., ideal ) speakers. The
phone posterior probability based feature yields highest corre-
lation with the human scores.

In all these methods, it is a standard procedure to ask the
user to read out a sentence in his/her natural voice and perform
forced-Viterbi-alignment to compute the phonetic alignments
and various related features. The efficacy of the various features
and their combinations is presented as the average correlation
between human scores and the automatic scores generated by
these features. While the correlation metric is a good indicator
of how well the feature mimics human evaluation it is difficult
to use it in a real-life scenario as it does not provide enough de-
tails about the type of errors made by the system. Moreover, in
offshore call center scenarios, where these automatic evaluation
techniques are used to make a ’hire/no-hire’ business decision
about the candidates, correlation metric is often of little or no
help. To address these issues we build a phone quality classifier
that performs utterance-level classification to get a more rigor-
ous and usable assessment of the candidates.

2. Feature computation
In the present work, the phone- and word-level alignments
along with the corresponding log-likelihood scores obtained us-
ing forced-Viterbi-alignment are used to compute the various
features needed for pronunciation evaluation. The features used
in this study are tabulated in Table 1.

Consider a phone p and the corresponding observation
vectors aligned to it during the Viterbi alignment, Ot, t ∈
{bp, .., ep}, where bp and ep are the first and the last aligned
frames. The confidence of the phone p, Cp, is computed as:

Cp =

Pep
t=bp

log(P (Ot|s∗t ))
Pep

t=bp
max1≤j≤J log(P (Ot|sj))

(1)

where P (Ot|st) is the rank likelihood [5] of Ot given HMM
state st, S = {s1, s2, ..., sJ} is the set of all HMM states and
s∗t , t ∈ {bp, .., ep} is the optimal state sequence obtained by
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Figure 1: Comparison of the distribution of average phone
confidence (PC) for the extreme scores of 1 (very poor pronun-
ciation) shown in blue-solid line and 4 (ideal pronunciation)
shown in red-solid-dots line.

forced-Viterbi alignment. Thus, Cp is the ratio of the likeli-
hood score obtained by the state alignment that is optimal over
the entire phone to the score obtained by maximizing the like-
lihood score at every frame. Average phone confidence (PC)
for an utterance is defined as the numeric average of the phone
confidence of all the phones in that utterance:

PC =
1

N

NX

p=1

Cp

where N is the total number of phones in the utterance. It can be
seen that PC is heavily dependent on the speaking rate. Candi-
dates with slower speaking rates are likely to obtain more nega-
tive PC value. It was also observed that longer duration phones
typically tend to contribute more to the PC measure although
the shorter-duration phones might have more perceptual signif-
icance. To offset for these skews, the time-normalized average
phone confidence (NPC) is computed as:

NPC =
1

N

NX

p=1

Cp

Fp

where Fp is the duration of the pth phone in frames. Fig. 1
and Fig. 2 compare the distributions of the two features PC
and NPC for the two extreme scores of 1 (very poor pronun-
ciation) and 4 ( ideal candidate), respectively. The distribu-
tions of the PC feature for the two scores have a higher overlap
as compared to that for the NPC feature indicating that time
normalization can improve the discriminability of the average
confidence feature.

Average word confidence (WC) and time-normalized av-
erage word confidence (NWC) are the word-level parallels of
PC and NPC, respectively. The confidence of a word is de-
fined as the sum of the phone confidences of all the phones in
that word. NWC nullifies the effect of speaking rate variations,
but, unlike NPC, retains the dominance of longer phones in a
given word.

Human assessors note that there is a specific set of sounds
which is most confusing for Indian speakers of English and that

Figure 2: Comparison of the distribution of time-normalized
average phone confidence (NPC) for the extreme scores of 1
(very poor pronunciation) shown in blue-solid line and 4 (ideal
pronunciation) shown in red-solid-dots line.

the assessors pay special attention to these sounds while evalu-
ating the pronunciation skills. The phones included in this set,
called the impact-phone-set, are: /z/, /zh/, /jh/, /s/, /sh/, /v/, /w/,
/th/ and /dh/. For Indian speakers of English, /z/ and /zh/, /s/ and
/sh/, /v/ and /w/ are the most confusable pairs while /jh/, /th/
and /dh/ are particularly difficult to pronounce correctly. The
impact-phone-confidence (IPC), computed to mimic the spe-
cial attention given by the assessors to these impact phones, is
defined as the average of the confidence scores of all the impact
phones in an utterance. To evaluate the quality of pronunciation
of the various phonetic broad classes, average confidence scores
of vowels (V C), sonorant-consonants (SCC), fricatives (FC)
and plosives (PC) are computed separately. Note that since a
majority of the phones in the impact-phone-set are fricatives,
IPC and FC are similar for a given utterance.

It was observed that the proportion of speech signal recog-
nized as silence by the Automatic Speech Recognition (ASR)
system is very high for a poorly pronounced utterance as com-
pared to that for a correctly pronounced utterance. This infor-
mation is captured in the silence-proportion (SP ) feature which
is computed as the ratio of frames that were decoded as silence
to the total frames decoded.

It can thus be seen that the feature set proposed here is de-
rived by combining the knowledge of human assessment and
the knowledge of the behaviour of automatic speech recogni-
tion systems. The efficacy of the individual features in evaluat-
ing the quality of pronunciation is presented in section 4.

3. Experiments
3.1. Database

The proposed pronunciation evaluation technique was trained
and evaluated using data collected from real-life assessments of
285 candidates. Each candidate was evaluated on 20 sentences
randomly chosen from the pool of 200 sentences. Of these re-
sponses, 31 were either incorrectly recorded or the candidate
chose not to respond and had to be discarded. Thus the evalua-
tion database consists of 5669 (285 ∗ 20− 31) utterances.

The pronunciation quality of each utterance was indepen-
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Table 2: Pair-wise inter-human agreement (in percentage). H1:
assessor 1; H2: assessor 2; H3: assessor 3. For example, H1
and H2 agree on the same rating 61.32% of the time.

H1 H2 H3
H1 61.32 72.11
H2 53.61

Table 3: Intra-human agreement: percentage of utterances
where the assessor assigned the same score in both the eval-
uations.

H1 H2 H3 H4 Average
78.1 80.4 66.3 79.6 76.1

dently assessed by three expert human assessors. The human
score varied from 1 (very poor pronunciation) to 4 (ideal pro-
nunciation). The subjectivity in human evaluation was quanti-
fied by computing inter-human and intra-human agreements.

Table 2 compares the percentage of utterances where pairs
of human assessors agree on the rating. There is substantial
variability in the inter-assessor agreement: assessors 1 and 3 are
more in tune with each other than assessor 2. The average pair-
wise inter-assessor agreement is 62.35%. The percentage of ut-
terances when all the three assessors agree on the same rating is
45.40% (2574 of the 5669 utterances). The inter-human agree-
ment improves as the number of discrete classification classes
is reduced. This is analyzed in more detail in section 4.

Intra-human agreements were computed on a smaller subset
of 60 candidates recording 20 utterances each. Four expert hu-
man assessors evaluated this subset twice in random sequence.
Table 3 presents the intra-human agreement which is calculated
as the percentage of utterances where the assessor assigned the
same score in both the evaluations. The average intra-human
agreement, although higher than the average inter-human agree-
ment, is only 76.1%, highlighting (1) the subjectivity inherent
in human evaluation, and (2) the complexity of the task of pro-
nunciation evaluation.

3.2. Automatic speech recognizer

The ASR system used in the experiments reported here is a
context-dependent HMM trained on speech data obtained from
call center trainers (referred to as ideal speakers as they are as-
sumed to have a universally understood accent). 22 hours of
data was collected from 70 ideal speakers recording 200 sen-
tences each (i.e., 14000 utterances). The sentences were de-
signed to capture common pronunciation errors committed by
Indian speakers of English while covering a diverse phonetic
context. The front-end of the ASR consists of 60-dimensional
feature vectors obtained by combining 9 consecutive frames of
24-dimensional MFCCs and applying linear discriminant anal-
ysis on the combined 216-dimensional feature vector.

3.3. Classifiers

In all the experiments, WEKA [6] implementation of multi-
modal Logistic Regression (LR) based classifier [7] is used. The

classification model is defined as:

pλ(y|x) =
1

Z(x)
exp(

IX

i=1

λifi(x, y)) (2)

Z(x) =
YX

y=1

exp(
X

i

λifi(x, y)) (3)

where x is the input, y is the class label, fi(x, y) is either a bi-
nary or real valued feature function that characterizes the input,
λi is the weight for the ith feature , I is total number of features
and Y is the total number of classes. λi’s are determined by
maximizing the conditional log likelihood of the training data:

NX

x=1

log p(yx|x)

where yx is the class label of the training sample x and N is the
total number of samples in the training data.

4. Results
This section presents the performance of the proposed pronun-
ciation evaluation technique in terms of sentence-level classifi-
cation accuracies. The ground truth for the evaluation database
was obtained as follows: For a given utterance, the score as-
signed by the majority of human assessors is assumed to be
the ground truth. Utterances where all the three human asses-
sors assigned a different score (and thus lack a majority vote )
were discarded. The percent of data thus discarded is also in-
dicative of the variability present in human assessment. 60%
of the majority-score data is used to train the classifier and the
rest 40% is used for evaluation. The agreement among the hu-
man assessors and the performance of the proposed technique
were analyzed as the number of classification classes were var-
ied from 2 to 4. In the 2-class case, scores 1 and 2 were clubbed
to form one class and scores 3 and 4 were clubbed to form the
other class. It is obvious that for the 2-class case, all the utter-
ances in the evaluation database will have a majority vote (since
they are assessed by three assessors). In the case of 3 classes,
scores 1 and 2 were retained as two separate classes while
scores 3 and 4 were clubbed to form one class. Of the 5669
utterances in the evaluation database, 167 utterances (2.9%) ut-
terances had 3 different rating from the 3 human assessors and
hence were discarded. Similarly, the number of utterances dis-
carded for the 4-class case is 214 utterances (i.e., 3.8%).

First row of Table 4 compares the performance of the pro-
posed technique across 2-,3- and 4-classes when all the features
are used. As the number of classes is increased, the classifica-
tion accuracy drops. The significant drop in performance from
2-class to 3-class indicates that maximum confusion is between
the scores 1 and 2. The relatively low drop from 3-class to 4-
class indicates that scores 3 and 4 are less confusable.

The individual performance of each of the 10 features was
also evaluated on the task of 2-class, 3-class and 4-class clas-
sification. Table 4 presents the performance of four most dis-
criminating features in descending order of performance along
with the performance when just these four features are used.
Time-normalized average phone confidence (NPC) is the best
individual feature followed closely by time-normalized average
word confidence (NWC). It is also interesting to note that the
performance obtained by computing the phone confidence on
just the vocalic phones (V C) or just the impact-phones (IPC)
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Table 4: Comparison of the performance of individual features
and their combinations for majority-score data for 2-, 3 and
4-class classification. Number of test utterances used in each
experiment is given in brackets. Entries in the table indicate
classification accuracies in percentage. Numbers in bold indi-
cate best performances.

2-class 3-class 4-class
(2268) (2201) (2182)

All 87.61 63.01 61.73
NPC 87.83 59.29 59.03
NWC 87.61 57.97 58.75
V C 86.55 58.25 57.56
IPC 85.05 57.97 57.29

top-4-feat 87.65 60.06 59.22

Table 5: Table compares the classification accuracy (in percent-
age) of the proposed technique with the accuracy of a human
assessor on the subset of the data where the other two assessors
agree. For example, H12: Subset of data where assessor 1 and
2 agree. The ’human’ for this column is assessor 3. Similarly
for H13 and H23.

H12 H13 H23 Avg

2-class Human 93.84 89.28 96.62 93.25
Auto 89.55 89.86 90.28 89.90

3-class Human 74.54 66.57 86.56 75.89
Auto 62.49 69.95 70.68 67.71

4-class Human 74.14 63.30 85.22 74.22
Auto 62.50 69.33 70.20 67.34

is very close to the performance obtained by computing the
phone confidence across all the phones (NPC).

In Table 5, the accuracy of the proposed technique is com-
pared with the individual assessor-accuracy on the 40% test
data. Individual assessor accuracy of assessor X is computed on
the subset where assessors Y and Z agree and is defined as the
percentage of utterances in this subset where X also assigns the
same rating as Y and Z. The accuracy of the proposed technique
was also computed on the corresponding subset where assessor
Y & Z agree. Accuracies were calculated separately for all the
three pairs of assessors (assessor 1 vs. (2&3), assessor 2 vs.
(1&3), assessor 3 vs. (1&2)). Several important observations
can be made from this table: (1) As the number of classes in-
creases, the human accuracy and the machine accuracy drops,
(2) The accuracy of human assessor 2 is the lowest among the
three assessors and is lower than the machine accuracy on the
corresponding subset which confirms our earlier statement that
assessors 1 and 3 are more in tune with each other, and (3)
the gap between average human accuracy and average machine
accuracy is 3.35% for 2-class classification, 8.18% for 3-class
classification and 6.88% for 4-class classification.

Table 6: Confusion matrix for 3-class classification for assessor
3 on the subset where assessor 1 and 2 agree.

classified as –> 1 2 (3&4)
1 286 257 14
2 16 283 20

(3&4) 1 68 532

Table 7: confusion matrix for 3-class classification for the pro-
posed technique on the subset where assessor 1 and 2 agree.

classified as –> 1 2 (3&4)
1 220 326 11
2 50 232 37

(3&4) 22 108 471

Confusion matrix of human assessor 3 on the subset where
assessor 1 and 2 agree in 3-class classification is shown in Table
6. Some of the trends in errors are: (1) The assessor is most ac-
curate for the class (3&4) where scores 3 and 4 are combined,
(2) There is a slight confusion between class 2 and class (3&4),
and (3) The confusion between class 1 and class 2 is very high
with a substantial amount of class 1 samples misclassified as
class 2. The corresponding confusion matrix for machine clas-
sification is shown in Table 7. All the trends in errors noticed for
the human assessors are present in the errors committed by the
proposed technique implying that the proposed set of features
mimics the human performance to a reasonable extent.

The performance of the proposed technique was also evalu-
ated on the subset where all the three human assessors assigned
the same score. The utterances in this subset can be thought of
as exemplars of their respective classes. This subset is 81.55%,
48.58% and 45.40% of the total data for 2-class, 3-class and 4-
class data respectively. The accuracy of the proposed system on
this subset is 91.28%, 72.30% and 73.22% respectively.

5. Discussion and Future Work
The relatively low inter-human and intra-human accuracies
highlight the subjectivity in human evaluation and the complex-
ity of the task of pronunciation evaluation. This work proposed
a feature set that combines the knowledge of human assessment
and the knowledge of the behaviour of ASR systems. The per-
formance of the proposed features was evaluated by comput-
ing sentence-level classification accuracies. The proposed tech-
nique is able to closely mimic the human performance. Current
research is focused is on developing novel acoustic features that
can discriminate pronunciation quality.
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