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Abstract 
A new efficient join cost calculation technique for unit 
selection based synthesis is proposed. The acoustic features 
representing the spectral content at the unit boundaries are 
encoded using multi-stage vector quantization. After applying 
pseudo-gray coding, the join costs are directly approximated 
based on the stage-wise codebook indices. As a result, both 
the memory requirement and the computation complexity are 
effectively reduced at the same time, making the technique 
especially suitable for embedded text-to-speech systems. 
Experiments are carried out comparing the proposed scheme 
with the original baseline technique that operates in a lossless 
manner using the uncompressed acoustic data and similarity 
measurement. Based on the experimental findings, the use of 
the proposed technique seems to perfectly maintain the speech 
quality despite the considerable reduction in complexity and 
memory usage. 

Index Terms: speech synthesis, join cost, embedded system, 
vector quantization, pseudo-gray coding, low complexity 

1. Introduction 
Text-to-speech (TTS) technology can be applied whenever a 
computerized application needs to communicate with a 
human user. Typical examples of such applications include 
remote Interactive Voice Response (IVR), e-mail, SMS 
reading, audio books and games. On embedded devices, 
speech synthesis could also provide more meaningful
feedback, considering its relatively small display area. TTS as 
a key enabler makes many voice interaction solutions feasible. 

The quality of the synthesized speech affects the 
acceptance of speech synthesis technology. The quality of 
concatenative unit selection based TTS systems depends on 
several factors. The most important part of the overall TTS 
system is the database. Basically, it is always true that a 
bigger or better database would bring better speech quality, 
especially when dealing with general purpose TTS systems. 
The quality of the unit selection algorithm also has its effect 
on the quality of the output speech signal.  

The multisyn method proposed in [1] is one of the 
approaches that can be used in building a general purpose unit 
selection based TTS system. The resulting concatenative TTS 
system usually has a high memory footprint, including the 
static memory to store database and the runtime memory 
needed during synthesis. The computational complexity is 
also rather large mainly due to the unit selection process.  

On embedded portable devices, the available memory 
sizes and the computational resources are inherently limited, 
even though the related requirements are expected to become 
gradually less strict in the future. It is therefore still important 
to try to minimize the memory usage and computational 

requirements of any application intended to run on a portable 
embedded device. Related research work in the TTS area has 
been carried out on the topics of database reduction [2], pre-
selection [3]. Currently, the situation is such that the 
requirements towards static memory usage are less strict than 
for runtime resources. Therefore, our strategy in TTS 
optimization is to use a relatively large database providing 
high speech quality, but at the same time to keep the runtime 
memory consumption and computing complexity low. 

This paper introduces an efficient solution for the
calculation of join costs. The join costs play a key role in the 
unit selection based TTS [4]. The function of the join cost 
calculation is to measure the perceptual cost of concatenating 
different speech units together. The measurement uses a set of 
features that represent the perceptually essential aspects of 
speech to calculate the distance.  

In the proposed technique, multi-stage vector quantization 
(MSVQ) is used for compressing the acoustic features 
describing the boundaries of each unit. The multi-stage 
codebooks of the quantizer are specially trained for the 
feature vector data, using the MSVQ simultaneous joint 
design algorithm [5]. In addition, the idea of pseudo-gray 
coding [6] is utilized for approximately measuring Euclidean 
distances between features directly based on the multi-stage 
indices. Binary switching algorithm adapted for the multi-
stage structure is used as a locally optimal solution to 
rearrange codebook indices.  

The proposed scheme is evaluated in a real TTS system. 
Based on the results, the use of the proposed approximative 
solution does not seem to degrade the speech quality, while 
this implementation can significantly reduce the memory 
consumption and the computational complexity compared to 
conventional techniques. This makes the technique especially 
suitable for embedded devices such as mobile terminals, etc. 

The rest of this paper is organized as follows. The basic 
principles of unit selection based TTS and the concept of join 
cost are briefly described in Section 2. Section 3 discusses the 
problem of efficient join cost calculation in general whereas 
the proposed efficient join cost calculation is introduced in 
Section 4. At a more detailed level, this section covers the 
subtopics of simultaneous joint design multi-stage codebook 
training, codebook index reassigning and weighted multi-
stage Hamming distance calculation. Section 5 presents 
experiments carried out to compare this new scheme with the 
original method.. Finally, conclusions are presented in 
Section 6. 

2. Unit selection algorithm 
The basic operation of a unit selection based TTS system is 
illustrated in Figure 1. On a high level, the process can be 
divided into the front-end analysis and the signal generation 
part that utilizes unit selection. The front-end can be further 
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divided into smaller blocks, including text normalization, text 
analysis and prosodic analysis. 

Figure 1. Unit selection based TTS system. 

The heart of the unit selection based synthesis approach 
deals with the selection problem: how to find an optimal 
sequence of units from a large database in which multiple 
variants of units are available for concatenation? After the 
front end analysis, the input text will be transferred into a 
target phoneme sequence, },...,...,,{ 21 ni ttttT = . In the 
database, one candidate sequence could be expressed as 

},...,...,,{ 21 ni uuuuU = , where n denotes the total number of 
units to be synthesized or concatenated together. Two costs 
are defined for the evaluation of the distance between the 
candidate sequence and target sequence: target cost tC and 
join cost jC [4]. The target cost is an estimate of the 
difference between a database unit and the target. It is 
calculated as the weighted sum of phonetic and prosodic 
context, etc. The join cost is an estimate of the quality of a 
join between consecutive units. The join cost mainly 
considers the acoustic characteristic at the boundaries of two 
units. The total cost of using candidate sequence can be 
presented as: 

jt CCC += (1) 
The objective in unit selection is to find the optimal 

sequence Û  that satisfies 

CU
u
minargˆ =  (2) 

This paper focuses on the join cost part. Considering that U
is a sequence, the join cost for the whole sequence can be 
computed as 

�
=

−=
n

i
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j
i

j uuCC
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1 ),(  (3) 

where ),( 1 ii
j

i uuC −  is the join cost of adjoining units.  
A set of acoustic features is selected for calculating the 

acoustic distance at the joined boundaries of two adjacent 
units. The feature set and the join cost function are designed 
through analyzing the correlation between the subjective 

perceptual listening results and the measurement using the 
feature set and the cost function. A typical feature set could 
include energy, pitch, and other features, such as line spectral 
frequencies or cepstral coefficients. 

3. Join cost calculation 
Let iX  denote the acoustic feature vector. The join cost can 
be rewritten as: 
 ),(),( 11 iiii

j
i XXDuuC −− =  (4) 

The real join cost function D  can have different forms, 
depending on the feature set. The dimension of the feature 
vector is also different from system to system. For example, a 
dimension of 16 was used in our original system, including 14 
Mel-frequency cepstral coefficients (MFCCs) plus one value 
for energy and one for pitch. The join cost calculation is 
repeated for all candidates and pairs. Due to this high number 
of repetitions, join cost calculation could make the overall 
computation burdensome even with simple metrics such as 
mean squared error.  

In principle, all instances of a certain unit will be regarded 
as candidates for that unit. The speech data itself can be 
retrieved only after the unit sequence is decided. However, 
the feature data related to the boundaries of all units will be 
visited frequently during the unit selection.  

For each candidate unit, at least one acoustic feature 
vector has to be stored. To improve the efficiency of storage, 
it is possible to store this information in a compressed format. 
More precisely, it is possible to use vector quantization 
techniques for compressing the features. The quantizer indices 
can then be used to represent the acoustic features. In 
conventional join cost calculation, these indices would have 
to be decoded into the original feature domain at runtime for 
measuring the cost. The decoding procedure would also make 
the compressed version consume additional computing 
resources. Thus, the basic quantization based solution reduces 
the memory consumption but increases the computational 
load. 

In a TTS system, the speech database is a closed set. The 
database does not change during runtime. Consequently, it 
would be possible to pre-calculate the join cost. Thus, one 
alternative solution would be to store a cost table for all these 
indices. Considering the fact that the size of the codebook is 
not small, a large amount of memory would be consumed at 
run time. Thus, keeping a distance table for the whole 
codebook space is not feasible, unless the quantization is very 
coarse. 

4. Proposed join cost calculation technique 
The main idea of the proposed join cost calculation technique 
is to compress the acoustic features using multi-stage vector 
quantization and to approximate the distances directly based 
on the multi-stage indices. In this section, the technique is 
described in three steps involving simultaneous joint design 
MSVQ codebook training, pseudo-gray coding, and weighted 
multi-stage Hamming distance. 

4.1. MSVQ codebook training

As the first step, the feature vectors are compressed using 
MSVQ. The multi-stage codebooks are trained on the feature 
vector data using the MSVQ simultaneous joint design 
algorithm [5]. The simultaneous joint design algorithm jointly 
optimizes all the code vectors at all the stages in an iterative 
manner.  
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The original join cost function can be introduced to the 
quantization procedure as the distortion measure. Thus, the 
quantizer can utilize the same measure and domain as 
synthesis. Moreover, it should be noted that the training set 
and the data set to be compressed in the real application are 
identical. Thus, it is possible to let the training run until 
convergence without any fear of over-training. 

There are two main reasons for the use of MSVQ instead 
of conventional vector quantization. Firstly, MSVQ offers 
high precision with reasonable codebook sizes and it allows 
efficient storage of the codebook data. Secondly, the energy 
ordering property guaranteed by the use of the simultaneous 
joint design algorithm already makes direct comparison of 
indices partially feasible. For example, a pair having identical 
indices at the first stage is highly likely to be closer to each 
other than a pair having identical indices at the last stage or a 
pair with no identical indices. 

4.2. Pseudo-gray coding 

Pseudo-gray codes [6] have been traditionally used as 
protection when dealing with noisy channels. A pseudo-gray 
code is an assignment of n-bit binary indices to 2n points in a 
Euclidean space so that the Hamming distance between two 
points corresponds closely to their Euclidean distance. In 
other words, binary indices are assigned to code vectors in a 
way that reduces the average quantization distortion 
introduced in the reproduced vectors when a transmitted 
index is corrupted by channel noise [6]. 

In the unit selection scenario, there are several instances 
available for a certain unit. Even for a specified context, there 
are usually several instances acceptable or good enough to be 
used. For good speech quality, it may not be necessary to 
select the truly optimal instance. Selecting among the “good” 
instances can be compared to transmitting indices through a 
noisy channel. Thus, it may be appropriate if the Hamming 
distance can unveil a similar differentiation of two instances 
as the original distance measure in the original domain. 
Consequently, pseudo-gray coding can be regarded as one 
kind of distance pre-calculation. This can be done offline 
because the speech database is known in advance. 

Under pseudo-gray coding, the code vectors are arranged 
in such a manner that two codes in each stage that have low 
Hamming distance are close on average to the original vectors. 
The problem of finding the best codebook rearrangement 
involves searching every possible index assignment. This task 
requires enormous computational complexity. Binary 
switching algorithm (BSA) is used as a suboptimal solution to 
the pseudo-gray coding problem. BSA involves iteratively 
switching the position of two code vectors to reduce the 
distortion. The choice of which pair of vectors switch in the 
codebook at each iteration is determined by a heuristic 
ordering process. Each code vector is assigned a cost. The 
code vectors are sorted in a decreasing order of their cost 
values. The vector with the largest cost is selected as a 
candidate to be switched first. If no code vector can decrease 
the distortion when switching it with any other code vector, 
the algorithm has reached a local optimum. 

4.3. Weighted Hamming distance as join cost 

After quantization, the feature set for all instances is 
converted into indices: 

},,...,,...,,{},...,,...,{ 2121 mkmk IIIIXXXX �  (5)  
where m is the total number of units in the database. iI
occupies only several bits while iX  can be a vector having a 

high dimension. During runtime, much less information has to 
be read. The same is true for the storage space requirement. 

The traditional solution with quantization is to decode the 
feature from the index domain to the original domain first. Let 

'iX  denote the decoded vector from iI . So we have 
),(' CodebookIDeX ii ≈  (6) 

Then in the case when all features are compressed using 
above method, the join cost could be: 
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After using the pseudo-gray coding to rearrange the 
codebook, distance measurement can be computed directly in 
the index domain 'D  in an approximate manner. The join cost 
becomes: 
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The decoding procedure is not needed, and it is not even 
necessary to store the codebooks.  

When the multi-stage VQ is used, the join cost can be 
represented using relative weights for the stages as a weighted 
sum, 
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where k  denotes the stage, and kw  is the weight for stage k . 
Due to the pseudo-gray coding, the Hamming distances 
between stage indices can be used to approximately estimate 
the distance between two vectors,  
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where the stage weights ],,[ 1 kww �=w  can be used for 
adjusting the distance scales at different stages of the MSVQ. 
For example, due to the energy ordering property, the weight 
of the first stage should be bigger than the weights at the latter 
stages. The weights can be optimized using the real data as 
the training data, to ensure that the approximate similarity 
between the proposed join cost and the original join cost is 
maximized.  

In the unit selection algorithm, the weight between join 
cost and target cost can be re-adjusted when this new join cost 
module is adapted. The reason for this is the fact that after the 
change the join costs are only approximations instead of the 
exact measurements. 

The above cost calculation can be simplified further in the 
implementation phase. In a big database, many instances exist 
for a certain unit. Thus, it is reasonable to assume that 
acceptable instance should have a similar first stage code. If 
the distance at the first stage is high enough, no further action 
at other stages is needed: it is certain that the instance is not a 
good one. 

5. Experiments 

5.1. Experimental conditions 

The main purpose of the experiments presented in this section 
is to quantify the effect that the use of the proposed 
approximate technique has on the quality of generated speech. 
The new join cost technique was implemented under the 
Festival framework [7]. The original Festival was taken as the 
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baseline, and the new join cost calculation technique was 
implemented as described in this paper. 

A speech database with the total duration of about 9 hours 
was used. In the baseline system, 16-dimensional features 
were used for unit selection, including 14 MFCC features; 
one value for pitch and one value for energy. The baseline 
system was built using the multisyn method. The target score 
was calculated using context information. The join cost was 
calculated based on the 16 features. 

The test system was similar to the baseline reference, 
except for the new join cost calculation. The original join cost 
function was used as the distortion measure in MSVQ
codebook training. A 3-stage codebook was trained using the 
simultaneous joint design algorithm. 

In this experiment, the weights of the three stages were set 
empirically according to their stage number and also 
according to the bit allocation. Moreover, a 16-bit MSVQ 
code was used to quantize the 16-dimensional features vectors. 
A 3-stage quantizer was used. The bit allocations for the 3 
stages were 7 bits, 5 bits, and 4 bits. 

5.2. Memory and computing complexity 

For the 9-hour voice, the total number of instances was above 
330k. In case 4 bytes were used for each feature element, the 
space requirement for the join cost related features becomes 
330k*16*4, totaling about 20 megabytes in the original 
uncompressed form. After using MSVQ, each instance needs 
two bytes for representing the feature vector. Thus, the total 
space requirement is 640 kilobytes.  

The computational complexity is also reduced 
significantly. In the baseline system, the computation involves 
16-dimensional vectors. For each element, the computation 
includes square operation and summation. For the new join 
cost calculation, in principle only bit operations and 
comparisons are needed. 

5.3. Quality comparison 

In order to evaluate the quality of the new module, a simple 
listening test was carried out. The test sentences were selected 
from texts related to news and novels. 12 listeners 
participated in the test including two parts; a pair comparison 
test and a mean opinion score (MOS) evaluation. 

The pair comparison was carried out to check if obvious 
quality degradation happened with the new join cost 
calculation. Subjects were required to judge the relative 
quality level of the sample pairs. Score 1 was used in the case 
where the baseline was considered better than the new method, 
score -1 for the opposite case, and score 0 for the case where 
the quality levels were considered equal.  

 Average score Confidence 
interval 

Baseline vs. Proposed -0.014 0.1157 
Table 1: Pair-wise comparison between the baseline and the 
proposed scheme: the average score and the 95% confidence 
interval.  

Based on the results presented in Table 1, it is easy to 
conclude that the proposed join cost preserves the speech 
quality approximately at the same level as the original method, 
despite the significant reduction in memory requirements and 
computational load. 

To further study the performance of the proposed 
technique, a MOS test was also carried out. Table 2 shows the 

MOS scores and the 95% confidence intervals for two 
systems. Again, it is easy to see that the proposed approach 
offers similar performance as the original join cost calculation. 

 Baseline Proposed 
MOS 3.333 3.375 

Confidence 
interval 

0.120 0.119 

Table 2: MOS evaluation between the baseline and the 
proposed scheme, including 95% confidence intervals. 

6. Conclusions 
This paper has proposed an efficient join cost calculation 
technique. The proposed method can take advantage of large 
acoustic databases for unit selection based TTS while 
reducing the resource requirements. The acoustic feature 
vectors used in join cost calculation are represented as multi-
stage quantization indices. The MSVQ codebook is optimized 
using simultaneous joint design algorithm and the indices are 
reassigned following the idea of pseudo-gray coding. The join 
cost is approximated by a weighted multi-stage Hamming 
distance directly from the MSVQ indices without any 
decoding. The weights for the different stages can be obtained 
through data driven optimization. The proposed algorithm has 
dramatically reduced the computational complexity and 
memory usage particularly when the acoustic inventory is 
large. Despite this very significant reduction of the memory 
footprint and computational complexity, the experimental 
results show that there are no statistically significant 
differences in the quality levels offered by the proposed 
technique and the conventional join cost calculation.  
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