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Abstract 
In this paper we present a new approach to the automation of 
usability evaluation for interactive systems. Design ideas or 
complete systems are modeled as a conditional state machine. 
Then, user interactions with the system are simulated on the 
basis of tasks, by first searching for possible solution paths 
and then generating deviations from these paths under 
consideration of user groups and system attributes. The 
approach has been implemented into a workbench which 
supports the modeling of the system and the evaluation of the 
simulations. We present first results for the reliability of the 
approach in modeling interactions with a spoken dialog 
system. 
Index Terms: usability evaluation, user simulation, spoken 
dialog system 

1. Introduction 
The increasing complexity of spoken dialog systems demands 
careful testing of the entire system with respect to the users’ 
ability to understand and work with it. At the same time, a 
broader range of possible use scenarios has to be considered 
in such tests. Since design errors can often not be eliminated 
at later development stages, usability evaluation should start 
as early as possible in the design process [1]. According to 
Kieras [2], the designer should take an engineering approach, 
developing the system systematically on the basis of 
formalized methods and knowledge. Model-based evaluation 
could serve as a framework to formalize knowledge and 
methods. Furthermore, such models can be used for 
simulations of interactions with the system to-be-developed. 

There exist a multitude of tools supporting the 
development of usable systems, mainly in the realm of 
graphical user interfaces (GUIs) of different kinds (for an 
overview, see [3]). Most tools focus on specific aspects, e.g. 
the adherence to design guidelines, while evaluation systems 
are seldom. For spoken dialog systems (SDSs), a number of 
user simulation systems have been implemented, allowing to 
test the performance of the entire system. By this, different 
designs can be compared. However, all approaches known to 
us are limited to the system they have been developed for (or 
a narrow class of systems), e.g. [4], [5], [6]. Furthermore, 
these simulations are usually based on statistics or very simple 
behavioral rules for the user. 

In [7] we introduced our idea of the MeMo workbench as 
a tool for automatic usability evaluation. MeMo should 
simulate the behavior of users in the interaction with a system 
based on models of both user and system. The aim was to 
address different types of task-oriented systems, such as 
SDSs, GUIs, or multimodal systems. In contrast to earlier 
approaches to automatic evaluation, we aimed at simulating 

different user types [8] and typical errors [9], this way 
generating more specific and more variable user behavior. 
The tool should furthermore help to evaluate the system by 
providing a detailed usability report including specific 
problems and their reasons (formative analysis) and overall 
results including performance parameters as well as 
predictions of perceived usability.  

In this paper, we present the implementation of the 
workbench and show a simple example and first results. Since 
we simulate interactions with a model of the system, the 
workbench can be used to iteratively design a new system 
based on knowledge and methods coded in the user models, 
simulation mechanism, and automatic evaluation procedure, 
before the system is implemented. 

2. System Model 
For the system we distinguish a task and an interaction model. 
The task model describes tasks which can be conducted with 
the system, by specifying the information transfer necessary 
for each task. Information can be transferred from the user to 
the system (that is, constraints are specified) or from the 
system to the user (i.e., the user acquires knowledge necessary 
for the solution of the task). We assume this to be a common 
principle in task-oriented human machine interaction. 
Therefore, we apply this conception to GUIs as well as SDSs. 

The system interaction model describes how the system 
behaves in the interaction with the user. For this purpose, the 
system is described as a state machine, in which the 
transitions between states are conditionally related to the user 
actions in the states. Furthermore, a transition can trigger 
consequences affecting the behavior of the system and the 
user (e.g., a transition could imply that certain constraints are 
obligatory and do not have to be queried by the system). 

The states of the model can be composed of graphical 
views of an interface or of voice dialogs, providing specified 
interaction possibilities to the user. For SDSs, this means 
fields or slots which can be filled in the respective system 
state. For GUIs, interaction elements such as links or buttons 
are specified. States can also be attributed with features of the 
prompts (e.g. information conveyed, speech act, length) or the 
display (e.g. information conveyed on screen and interaction 
elements, sizes and positions of interaction elements). 

Attributes determine the conditions under which the user 
model chooses its path through the system interaction model. 
The designer can choose freely which aspects of the system 
are described with attributes. These can vary depending on 
the aspects the simulation is focusing on. However, some 
important attributes (e.g. prompt openness) are queried by the 
workbench during model building or are automatically 
acquired (e.g. prompt length). 

Accepted after peer review of full paper
Copyright © 2008 ISCA

September 22-26, Brisbane Australia1662

10
.2

14
37

/I
nt

er
sp

ee
ch

.2
00

8-
46

1



3. User Model 
As the system model, also the user model distinguishes 
between a task model and an interaction model. The user task 
model defines tasks to be tested in the simulation by 
specifying the users’ constraints to be communicated to the 
system. Also, information which the user has to acquire 
during the task can be specified (cf. the “agenda” in [10]). 
The task goal is specified by goal conditions (e.g. the 
assignment of a set of values to a set of constraints) rather 
than a goal state. By this, we allow the user model to ignore 
errors with negligible consequences for the user. E.g., if a 
user wants to switch on two out of three lamps with a smart 
home system, she might regard the interaction successful if all 
three lamps are switched on. 

The user interaction model is responsible for the 
simulation of interactions with the system. At each state, the 
user model searches for interaction possibilities which allow 
conveying constraints tied to its task. In an SDS model, an 
interaction possibility is equivalent to a slot which can be 
filled at that state. The search is enabled by the annotation of 
meanings in the system model with attributes that match those 
the task is specified in. If no matching information can be 
found, a keyword engine is used to calculate the semantically 
closest attribute to the user constraints, see below.  

Probabilities are calculated for each interaction 
possibility, under consideration of the attributes of the state 
and its interaction elements. While the selected transition is 
associated with a high initial (default) probability, the 
likelihood of all possible interactions is varied by rules which 
take as conditions specific sets of system model attributes and 
their values, as well as user characteristics. By this, user errors 
can be simulated. The underlying rules stem from 
observations made in real user tests and from consideration of 
usability guidelines. In the following subsections, we describe 
in more detail how the keyword engine and the rule engine 
work, and how errors can be simulated with this mechanism. 

3.1. Keyword engine 

The simulated user tries to navigate through the system in 
case none of the presented interactions of the current state 
directly match with the user task. E.g. the user task is to look 
into the electronic program guide, but the system offers “to 
operate the lamps, the TV and the answering machine”. Based 
on principles of information retrieval, e.g. co-occurrences 
[11] and N-grams [12], the keyword engine returns a measure 
for the relation of the labels from the interaction possibilities 
to the current user task. External resources like Wikipedia, 
Google or Yahoo are used as a basis for the semantic and 
statistical closeness. The values are stored in topic maps [13] 
to calculate the similarity with concepts based on vector 
spaces [14]. A normalization of the values to a scale from 0.0 
to 1.0 finishes the process. 
 In the given example the return values are “lamps” = 0.0, 
“TV” = 0.063, and “answering machine” = 0.0. Therefore the 
simulated user chooses the interaction on “TV” as the 
preferred interaction in this state. Afterwards, the rule engine 
is called for further modifications on the interaction 
probabilities of the current state. 

3.2. Rule engine 

The main purpose of the rule engine is to determine or modify 
probability distributions for all possible user interactions at a 
given system state. The rule engine transforms the surface 
description of a system state (which is part of the system 

interaction model as described in Section 2) into facts which 
are fed into a rule-based system. Each possible user 
interaction at the current system state is annotated with an 
initial probability by the user interaction model. The result of 
the rule engine call is a modification of these probabilities. In 
other words, the rule engine tries to determine the likelihood 
of user interactions under the current simulation conditions. 
In the same way, the rule engine is also called to determine 
dynamic user attributes (e.g. frustration level, irritation) and 
user intentions (proceed, ask for help, give up etc.).  

The set of rules provided with the current implementation 
of the MeMo workbench consist of roughly 1100 rules for 
both SDS and GUI based systems. They have been defined on 
the basis of experimental data and usability heuristics. A rule 
may for example state that the probability of a user error 
(selecting the wrong interaction possibility) should be raised 
if common interaction objects are not located in the expected 
order (e.g. a button labeled “OK” should not be placed on the 
right hand side of a button labeled “Cancel”). Another rule 
may express the fact that a user is more likely to ask for a 
repetition of options, if the number of options presented by a 
SDS exceeds a given threshold. Furthermore, rules may also 
take into account prior interactions between the user and the 
system (e.g. if in the last two interactions the SDS did not 
understand the user, she is likely to either ask for help or to 
give up the task, in case the simulated user has little patience). 
Rules are written in XML format, allowing users of the 
workbench to easily add own rules to the pool. In order to 
work in the rule engine, the rules are automatically converted 
into declarative rules in the format of the rule based system. 
In the current implementation we make use of the JESS 
engine (the Rule Engine for the Java platform, see [15]). 

3.3. Error generation 

A main feature of MeMo distinguishing it from earlier 
simulation methodologies is the consideration of user errors. 
By user errors we do not mean to shift the responsibility for 
interaction errors to the user, but we want to emphasize that 
users can behave differently in such situations. 

We have observed errors in usability experiments and 
classified them on the levels of the goal, the task (i.e. the 
interaction with the system), the conception of the world, and 
the vocabulary used [9]. Our models reflect these categories 
by distinguishing between task and interaction models which 
can be tweaked in the simulation. While the models interact 
on the level of concepts, vocabulary errors can be modeled by 
randomly changing the constraints in a user utterance by 
predefined amounts of deletions, substitutions, or insertions. 
As these errors were observed most often in our studies, we 
plan to include a module which simulates them more 
accurately in the future, either by taking into account 
confusion probabilities or by incorporating the production 
and parsing of real sentences, as in [4]. 

4. Workbench 
The MeMo workbench is an interactive graphical tool to 
develop all required models, run the simulation and evaluate 
the results. In the following subsections an overview of the 
workflow with the workbench is given. 

4.1. Model Designer 

The system model is generated in a graphical view of the 
workbench - the Dialog Designer. With the help of this view 
the designer creates reusable dialog templates for GUIs as 
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well as SDSs and specifies the interaction possibilities and 
their attributes. The next step is the semantic concatenation of 
these dialogs in the System Model Designer. In this view of 
the workbench the dialog templates are added to states, which 
replicate the final user interface. Graphical user interfaces 
have the ability that more than one dialog can be visible at a 
time, which is considered by this approach. A transition for 
the system interaction model is created by choosing an 
interaction possibility, the interaction type, and the successive 
state. Conditions and consequences can be added to the 
transition, if necessary, to complete the semantic model. 
Alternatively to the manual model creation, we foresee an 
import facility for the most common markup languages. 

Figure 1. View of the System Model Designer. 

 
Finally the designer needs to create the system tasks, 

which define the required conditions from the system point-
of-view, and the user tasks for a simulation. The Task 
Designer assists in adding the goal conditions and creating 
the system task model, which can optionally be built up by a 
set of sub-tasks. Furthermore, user tasks are specified in the 
Task Designer by choosing the underlying system task and 
adding a start state for the simulation. Additional task 
knowledge, which the simulated user tries to transfer to the 
system, comparable to task descriptions in real user tests, 
completes the modeling of a user task. 

4.2. Formative usability report 

The designer gains access to detailed data from the simulation 
by an interactive graph, which displays each state the 
simulated user passed through, and each chosen interaction. 
Furthermore, the graph highlights problematic states, e.g.  
states which deviate from the shortest goal-driven path are 
marked orange, while optimum states are marked green. By 
selecting a transition its probability, triggered rules and an 
estimated time prediction for this interaction are made 
available to the designer. Especially the triggered rules and 
their description in addition to the cause of the triggering 
event, e.g. a button is in the wrong place, hint towards 
usability improvements. 

4.3. Summative report 

The designer might be interested in the overall results of the 
simulation, especially if several system versions are 
compared. In addition to measures of effectiveness and 
efficiency, we incorporated the prediction of a user 
satisfaction score from the log files. The prediction algorithm 

has been derived from an experimental database via linear 
regression as in [16]. We did this for two applications, a 
website and an SDS, separately. Although such models 
usually show low accuracy in terms of R2, especially for the 
prediction of independent data, we could show that the 
prediction of mean judgments for system configurations, 
aimed at here, can be quite accurate [17]. We are aware that 
the reliability of the models is limited for new systems, and 
are currently working on other types of prediction models. 

5. Example and First Results 
In this section, we give an example of a model representing a 
small part of a system enabling speech-based control of 
domestic devices. We present some summative results of the 
simulation and compare them to data from real user tests 
conducted with the complete smart home environment.  

While the real system can be used to control a number of 
appliances such as lamps, TV, or answering machine, we 
modeled just the part of the dialog which allows the user to 
operate the lamps in a living room. Also, the systems error 
handling mechanisms have been simplified in the example. 
However, the modeled system is able to lead a mixed-
initiative dialog and cope with substitutions or insertions of 
wrong concepts by asking clarification questions. An example 
for such an error, which was observed in the experiment, was 
that users specified a lamp by saying “the lamp next to the 
TV”, which the system interpreted as a device incoherence 
{device=lamp, TV}. 

The real experiment was conducted with a Wizard-of-Oz 
substituting the speech recognition (ASR) component. 
Realistic ASR errors were artificially generated using a word 
confusion matrix to distort the wizard’s transcription, aiming 
at four different target word accuracies (WA). In this way, the 
minimum WA for a satisfactory interaction was examined. We 
compared the results of this experiment with our model of the 
lamp task. First, the experimental data were classified 
according to the observed concept error rates (CER). Then, 
the simulation was run four times, with the average CER of 
these groups. 

Table 1. Comparison of parameters and (predicted) 
user judgments between simulation and experiment. 

Para- 
meter 

Mean 
CER [%] 

Simulation 
[Mean, STD] 

Experiment 
[Mean, STD] 

3 -0.5 (0.4) -1.0 (0.3) 
12 -0.3 (0.6) -0.4 (0.5) 
23 0.0 (0.7) 0.3 (0.8) 

#User 
Turns 

37 0.8 (1.4) 1.1 (0.8) 
3 -0.2 (1.0) -0.9 (1.0) 

12 -0.2 (1.1) -0.1 (0.6) 
23 0.2 (0.9) 0.3 (1.0) 

WPST 

37 0.2 (0.9) 0.7 (0.7) 
3 0.04 (0.1) 0.03 (0.03) 

12 0.12 (0.2) 0.12 (0.04) 
23 0.24 (0.2) 0.24 (0.02) 

CER 

37 0.39 (0.2) 0.37 (0.03) 
3 0.3 (0.3) 0.7 (0.7) 

12 0.2 (0.4) -0.2 (1,0) 
23 -0.1 (0.5) -0.1 (1.0) 

Mean 
Overall 

impression 
37 -0.5 (0.7) -0.8 (0.8) 

 
Table 1 shows the results for the parameters included in the 
usability prediction model, as well as the predictions made 
from that model for the four CER configurations. The 
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comparability of the simulation and the experiment is limited, 
as in the experiment, the dialogs were longer and comprised 
different tasks and devices (to account for these differences, 
all parameters have been z-transformed to show zero mean 
and unity variance). Also, the standard deviations (STD) of 
the CER distributions for each group are higher in the 
simulations (here the mean values were the target accuracies 
and deviations were generated at random, while the 
experimental data have been grouped according to the CER). 
However, our aim is to show that plausible predictions can be 
made already at this stage of development. We believe that 
similar developments of the parameters across the CER 
groups is a good indicator of plausible results. 

While CER has been tweaked to meet the mean CERs of 
the experimental groups, # User Turns and Words Per System 
Turn (WPST) were inferred in the simulations and Overall 
Impression (OI) was predicted from the data. For # User 
Turns, the results are very similar with respect to mean values 
as well as STDs. For WPST, the overall tendency of a 
positive correlation with CER could be reproduced, while the 
distinction between three and 12 % CER as well as between 
23 and 37 % were not predicted by the simulation. 

The prediction of OI is very interesting, because the 
experimental data showed a surprising distribution of the 
judgments: the 23% CER group judged the system better than 
the 12% CER group did. This can hardly be explained as the 
groups differ solely in the CER as it was measured in the 
dialogs. No controlled effect was superposed in the 
experiment. Clearly, this result cannot be repeated with a 
linear regression model. The predictions we made, however, 
are in accordance with our expectation of a monotonous 
increase of OI with CER. At this point we should be aware of 
the limitations of empirical studies. 

6. Discussion and Conclusions 
In this paper, we presented the MeMo workbench as a tool for 
the semi-automated evaluation of interactive systems. Our 
approach is based on simulation with models in which 
knowledge about the system and its potential users is 
formalized. By this, the approach is principally independent 
of specific systems or databases and is suitable for SDSs and 
GUIs. Furthermore, we built an interface for the end-to-end 
evaluation of a system, supporting the design process as well 
as the formative and summative evaluation of the design. 

We showed that our modeling approach is capable of 
reproducing some findings from an experiment we conducted 
during the evaluation of a smart home SDS prototype. We are 
aware that our simplified example is not a proof that the 
simulation is generally reliable; for this reason, we will build 
more complex models that match our smart home system 
more closely, and validate more parameters of the resulting 
databases (e.g. execution time, error counts) in the near 
future. A more complex system model also demands more 
knowledge to be coded into the user model. E.g., at the 
moment the user initiative and understanding errors are 
almost random, which should be improved in future updates 
of the workbench. However, we are confident that our 
approach can sufficiently reflect the complexity of real user 
behavior to enable simulations which are useful for usability 
evaluation and optimization. 

In parallel to the validation of the simulated user 
behavior, we will develop the formative analysis tool and 
design methods how the workbench can be used to search for 
problems in an interface. We hope to form a tool which can 
be used by non- experts of usability to significantly improve 

their system design and explore the possibilities of interactive 
dialog. 
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