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ABSTRACT

In this paper, we detect advertisements in French broadcast news by
locating both repeated and non-repeated ads. The non-repeated ads
are located by using Gaussian mixture models (GMMs) to discrim-
inate between program and ad segments. The repeated ad detection
stage first uses features generated by a symmetric KL2 metric to lo-
cate repeated 5-sec audio segments. These repeated segments are
then verified and extended through a detailed matching algorithm
that uses cepstral features. The proposed repeated advertisement de-
tection algorithms detect repeated audio reliably, resulting in 33.2%
advertisement detection error rate (AER). The 26.0% missed ads are
due to ads not being repeated, while the 7.2% false alarms are due
to short repeated segments in the program. Using GMMs to classify
repeated segments as program or ad reduces the AER to 30.1%. To
locate non-repeated ads in program segments, we divide the audio
between these repeated ads into short segments, and classify each
segment as a program or an ad using these GMMs. This reduces the
AER from 30.1% to 13.0%. We improve the segment boundaries
between programs and ads by Viterbi alignment. This re-alignment
reduces the AER from 13.0% to 10.6% (96.7% recall and 93.0%
precision). Overall, we detect 87% of the non-repeated ads.
Index Terms: Advertisement detection, commercial detection

1. INTRODUCTION

For both closed-captioning and indexing of broadcasts, we transcribe
audio segments corresponding to the program only. The advertise-
ment portions of the audio are skipped for indexing and for closed-
captioning. To remove the ads before transcription, we need to locate
the audio corresponding to the ads.

In this paper, we detect ads using purely audio based algorithms.
There are many papers on ad removal that use video properties like
black frames before and after the advertisement, soundtrack volume
differences, etc. to localize ads [1]. These algorithms generally do
not work well as these properties are not there consistently for all the
ads in many broadcasts. In [2], the authors use repetition of ads, to-
gether with color and audio features to train support vector machine
(SVM) to discriminate between ads and programs (over 90% recall
with over 90% precision). In [3], the authors extract relevant audio
and video features to train SVM to get good recognition of ads. All
the above techniques use both audio and video features.

The closest paper that primarily uses audio to detect repeated
audio segments [4] uses a measure derived from music search [5].
The repeated segments are then verified through a detailed Viterbi
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match. Video frame matching is used to detect frame boundaries
at the beginning and at the end of the ads, and to eliminate music
matches for music inside the program. Even when they record four
continuous days of programs from 4 different channels, 12.5% of the
ads are not repeated. For the repeated ads, their recall rate is 95%.

We detect ads using audio processing only. We not only find
repeated ads, but ads that are not repeated. A KL2 metric used for
speaker diarization [6][7] works well for fast search of repeated au-
dio segments. This KL2-metric-based search algorithm found all the
repeated ads in the audio. A linear comparison using cepstral fea-
tures worked well for eliminating false matches resulting from the
fastmatch stage. We used this same detailed comparison to extend
the 5-sec matched windows to find complete advertisements.

In our recordings, over 25% of the ads are not repeated. To
locate non-repeated ads, we need an algorithm that distinguishes
between ad and program segments. We know that ads and pro-
grams differ in many properties: ads have more music, they are spo-
ken rapidly with a different intonation etc. These differences can
be captured by Gaussian mixture models (GMMs). We divide the
non-repeated portion of audio between ads into short duration seg-
ments and classify each segment as an ad or program using these
GMMs. This classification reduced the advertisement detection er-
ror rate (AER) from 33.2% to 13.0%. Refining segment boundaries
by Viterbi alignment reduced the AER from 13.0% to 10.6% (96.7%
recall, 93.0% precision over all ads).

2. ADVERTISEMENT DETECTION SYSTEMOVERVIEW
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Fig. 1. Multistage Advertisement detection algorithm combining
search of repeated audio with GMMs to classify audio segments.

A flowchart of our advertisement detection algorithm is shown
in fig. 1. We first find repeated audio segments within each program
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and across programs. In general, most of these repeated segments
correspond to ads. Since comparing all possible segments within and
across programs can be very compute intensive, we used a two step
strategy similar to that used by M. Covell et al [4]. In the first step,
we use a very fast algorithm to find repeated 5-sec segments within
and across audio programs. The 5-sec segment is a reasonable com-
promise since the ads are generally anywhere from 10 seconds to 30
seconds long. At least one 5-sec segment will be completely inside
an advertisement when we divide the audio into non-overlapping 5-
sec segments. This is followed by a detailed match of the matching
5-sec segments. Where the detailed match confirms a close match,
the next step extends the match up to 2 minutes on each side in 100
ms increments to find the start and end of the repeated segment.

To detect ads that are not repeated and to detect repeated seg-
ments that are not ads, we use GMMs to discriminate between pro-
gram and ad segments. These GMMs are trained from manually la-
beled ad and program segments in the training set. To classify short
non-repeated audio segments between repeated audio segments, we
divide them into 10-sec segments. Each 10-sec segment is given the
label of the GMM giving the highest likelihood to it. The repeated
audio segments are similarly labeled using these GMMs.

3. DATA SET FOR FRENCH BROADCAST NEWS

We recorded various news, finance and current affairs programs from
French TV stations in Quebec. The development set consisted of six
45-minute news shows (TVA), one two-hour show on finance from
Canal Argent (CA), two one-hour weather reports fromMetroMedia
(MM), and two two-hour talk shows on current affairs (TQS), for a
total of 13 hours in the development set. For the test set also, we
kept a similar mix of programs. The programs for the same channel
were recorded within few weeks, while the recording dates between
channels differ by many months or years.

Each audio file was segmented into speaker, music, noise, or ad-
vertisement segment by a transcriber. The ad segments were divided
into individual ads. Each ad was transcribed in order to generate
reference list of repeated ads. The music segments around the ads
were also labeled as ads, since ad detection is targeted for closed-
captioning and for text-based program search. (In many instances,
music is part of the ad). During evaluation, these reference ad sec-
tions were used to compute the false alarm and miss rates for the
ads. The development set has 233 minutes of ads while the test set
has 238 minutes of ads. 25% of these ads are not repeated in the
training, development or the test set. The distribution of durations of
ads in TVA is shown in table 1.

Table 1. Counts of ads (> 0) in different duration bins (in seconds)
for ads in TVA development and test sets.

< 5 10–15 15–20 20–25 25–30 30–35 120
1 66 58 3 83 97 1

The training set was chronologically recorded before the devel-
opment and the test sets. We have nearly 170 hours of audio in the
training set, but we used approximately 5 hours of TVA, 18 hours
of MM, 8 hours of CA, and 16 hours of TQS in the training set to
search for repeat ads in the development and test sets. We used less
than 20 hours of audio to train the GMMs for program and ad.

4. EXPERIMENTS AND RESULTS

4.1. Advertisement Detection Error Rate

The main metric of performance is the sum of the miss rate and
the false alarm rate for ad detection.The miss rate is the amount of
ads (in seconds) missed divided by the total time in seconds for the
ads. The false alarm rate is the total duration of the false alarms in
seconds divided by the total duration of the ads in seconds. The ad
error rate (AER) is the sum of the miss rate and the false alarm rate.

We also measure precision and recall. Recall is 100 * (total
ads in seconds - missed ads in seconds)/(total ads in seconds), while
precision is 100 * (total ads in seconds - missed ads in seconds)/(total
ads in seconds - missed ads in seconds + false alarm ads in seconds).

4.2. Fast detection of repeated 5-sec audio segments

For detecting repeated audio in an audio program, we divide the pro-
gram into non-overlapping 5-sec audio segments. Each 5-sec seg-
ment is compared against audio in the same program (minus the 5-
sec segment being compared) and against other audio programs. The
comparison is done against all possible segments in the programs,
whether we have found matching segments before or not. The rea-
son is that some of these matches may be false, and the matches can
be confirmed only after the detailed match.

For comparing two 5-sec windows, we extract 12 cepstral coef-
ficients together with a log energy feature using a 25 ms Hamming
window and a 10 ms frame advance. We compute a KL2 metric for
each frame by using two adjacent sliding 2-sec audio segments (or
windows). The boundary between the windows is located at the cen-
ter of the frame. The symmetric KL2 metric [6] between these two
adjacent sliding windows is given by

KL2(i, j) =
σ2
i

σ2
j

+
σ2
j

σ2
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+
1

σ2
j
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where μi and σi are mean and standard deviation for the cepstral
coefficients for the 2 second window on the left of the current frame,
and μj and σj for the adjacent window on the right of the current
frame. The higher the value for this metric, the more different the
adjacent windows are; while a small value shows that the adjacent
windows are similar. Even if the repeated ad has gone through a
different spectral distortion, these relations still hold, as the adjacent
2 second windows have probably gone through the same distortion.

For similarity between two 5-sec windows, we compute the sum
of absolute difference between these KL2 values for the correspond-
ing frames when aligned linearly. The two 5-sec windows match
when this sum is below a threshold. The threshold was set relative
to the sum of the KL2 values for the 5-sec audio we are searching
for. The threshold was 10% of this sum. If the sum of the absolute
differences is less than this threshold, then the two 5-sec segments
match. A threshold of 10% avoids missed segments while keeping
the false alarms to a low level. As we slide the 5-sec window for
comparison, we only need 4 additions and a comparison per frame.

Table 2 shows the results for the fastmatch search algorithm.
When we search for repeated audio within the same audio file, we
find 681 repeated 5-sec segments in the development set, 140 of
these matches are false (1st row). When we search within and across
audio files in the development set, we find 1665 repeated 5-sec seg-
ments in the development set, out of which 319 are false matches
(row 2). We searched for repeated segments in the same channel
(and not across channels) because the recording dates for the differ-
ent channels were very different. The fast match did not miss any
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repeated ads. Note that the total duration of the matching 5-sec seg-
ments is 112 minutes while the total ad duration is 233 minutes in
the development set. This is because over 40% of the ads are not re-
peated, 25% of the 5-sec segments are lost because they straddle the
ad boundaries, and we gain 5% due to repeated program segments.

Table 2. Fast match error rate for 5-sec segments in the development
set. The audio for a TV channel was matched with programs from
the same channel in the dev set.

match tot matching false % false
segments matches matches

self only 681 140 20.6
self + dev set 1665 319 19.2

Note that the filters used in [4] for generating a descriptor are
tuned on the audio data in order to provide good discrimination. For
the KL2 metric, we do not need any tuning, except for the threshold
of 10%, which seems to work well across different TV programs.

4.3. Detailed match and extension of 5-sec matching audio

For the matching segments produced by the fastmatch process, we
perform a detailed match. Here we explain the detailed match algo-
rithm and give some insight into the results.

Detailed comparison uses a 26-dimensional feature vector per
frame: 12 cepstral coefficients, log energy and 13 delta coefficients.
The score for the detailed match is computed as the absolute sum of
the differences of the corresponding features for each frame aligned
linearly. We vary the alignment by +/- 2 frames in order to get a finer
alignment of the matching 5-sec windows. The alignment giving the
minimum score is compared against a threshold for a positive match.
This threshold is set to 50% of the absolute sum of the cepstral coef-
ficients of the frames in the 5-sec window of the test utterance. This
threshold gave no false alarms in the development set, and did not
miss any valid repetitions of ads in the fast match segments.

We extend the matching segments on either side by incremen-
tally comparing 100 ms segments. For each 100-ms segment (10
frames), we compute the absolute sum over all the frames of the dif-
ferences in the corresponding cepstral values. The 10-frame align-
ment is shifted by +/- 1 frame to find the alignment with the lowest
sum (+/- 1 frame alignment allows for any differences in frames dur-
ing re-broadcast). This sum is compared against a threshold. The
threshold is set to 60% of the absolute sum of the cepstral coeffi-
cients of the frames in the 100-ms window of the test utterance. With
this threshold, we could extend the paths on both sides to a good pre-
cision. Note that all the thresholds were trained using a small portion
of the development set only.

Sometimes we find two consecutive repeated segments either
within or across programs with a short gap between them. In many
instances, these are two program segments put together with silence
between them. The characteristics of this silence are sometimes very
different in the two programs. That is the reason the detailed match
does not match this portion. If this gap is less than 2 seconds, then
we join the two consecutively repeated segments as one.

To measure the advertisement detection error rate for repeated
ads, we transcribed and marked all the ads in the development and
test set. We then searched for repeated segments in the development
and the test sets. Each audio file was compared against all the au-
dio files in the development and test set for the same channel. For
example, an audio file for TVA was compared against all the TVA

test and development files. We observed many interesting results.
The search of repeated ads did not miss any repeated ad longer than
6 secs. Sixteen repeated ads shorter than 6 seconds were missed.
All the repeated segments found in the program segment were really
repeated segments. We extend every repeated 5-sec segment, even
though they may be adjoining segments. In most cases, these seg-
ments extend to the same beginning and end. In a few cases, they
did not extend to a complete ad; but because they overlap, when we
join the overlapped repeated segments, they form a completed ad.

A small percentage of the ads appear together. Even though ads
rarely exceeded 35 secs, the joint ads can exceed a minute. Elim-
inating ads by their duration only will lose some ads. Most of the
repeated program segments were short. Only very few were longer
than a minute. At 60 seconds, we could eliminate some repeated
programs with a small loss in ads.

Also, there were repeated ads that matched in the beginning but
differed later. For example, two Chrysler ads aired a month apart
differed in the middle. The detailed match was able to locate the
matching parts, and stop when the contents changed. We looked at
all the ads that were slightly different, and the detailed match did not
match the differing parts. However, there were two 30 sec matching
ads where both the fastmatch and the detailed match missed a 10-sec
segment in the middle. There was another repeated ad where a two
second segment in the middle was missed.

We looked at the ends of ads to see how closely we locate them.
Since sometimes multiple ads occur together, we compared repeated
ad endpoints with the closest reference ad endpoints. We compiled
separate statistics for missing the end versus going over the end. On
an average, we miss the end by 207 msec. Only 5 endpoints of the
ads missed by over a second (max 3.5 seconds). On an average, the
endpoint of ad went over the end by 198 msec. Most of these cases
are due to the silence between ads. Twelve endpoints went over by
more than 1 second (max 2.7 secs). Most of these cases are due to
the same music following or preceding the ad. We also found a few
repeated long silent segments.

The overall advertisement detection error rate (AER) for devel-
opment and test set (when we compare each audio against all audio
in development and test sets to find repeated segments) is 42.4%
(36.3% missed ads, 6.1% false alarm). When we added audio from
the training set to roughly double the overall audio data, the error
rate reduces to 33.2% (26.0% missed segments, 7.2% false alarm).
Or 74.0% recall, 91.1% precision.

4.4. GMMs to locate non-repeated advertisements

Another issue is whether we can use Gaussian mixture models
(GMMs) to discriminate between programs and ads. Capability to
discriminate between programs and ads would help us reject re-
peated segments that are not ads, and find ads that were not repeated
anywhere. We trained two GMMs: one from the program segments
in the training set, and another from the ad segments. For the fol-
lowing experiments we trained 256-mixture GMMs with 26 feature
parameters (12 cep + energy + 13 delta). These GMMs were used
to classify the entire repeated segment as a program or as an ad. We
varied the weight of the GMM for program from 0.7 to 2. The best
overall result is to reduce the AER from 33.2% to 30.1%.

Table 3 shows that over 25% of the ads are missed. We can pos-
sibly recover them by using the GMMs to discriminate between ad
and program segments. To test GMMs, we divided the test and dev
set audio into 10-sec segments and classified each segment as an ad
or program using the GMMs. This classification resulted in 21.5%
AER (4.2% missed ads, 17.3% false alarm ads). The percentage
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Table 3. Overall advertisement detection error rates when GMMs
are used to classify the repeated segments.

prog false missed AER (%)
wt alarm (%) segments (%)
0.0 7.2 26.0 33.2
0.7 3.5 26.7 30.2
0.8 3.4 26.7 30.1
1.0 3.4 27.0 30.4
1.2 3.0 27.1 30.1
2.0 2.7 28.8 31.5

of missed ads goes down from 26.7% to 4.2%. However, the false
alarms have gone up from 3.4% to 17.3%. We need a mixed strategy
of repeated segment search together with GMMs to minimize AER.

In order to execute this mixed strategy, we first find repeated ads,
classify them, and then classify program segments that are likely to
be ads. We know that the ads are bunched together in 2 to 4 minute
chunks, while the program segments have even longer duration. The
non-repeated ads that we miss are next to repeated ads or in-between
repeated ads. So, it makes sense to look for non-repeated ads in
short program segments between ads, or to look at program segments
within a short duration from the ads. These program segments are
divided into 10 sec intervals and each interval is classified as a pro-
gram or an ad using the GMMs. The GMM weights for program
and ad were kept at 0.8 and 1.0 respectively, as these weights always
gave the best results.

Table 4 gives overall AER rate for the various experiments us-
ing GMMs. In the table, a single number like 80 in the first column
specifies that we only classify program segments between ads that
are shorter than 80 seconds. A number like 40*2 specifies that we
classify 40 seconds of program segment on either side of the ad.
Any program segment that is outside the range is left as a program
segment. First four rows show results when the short program seg-
ments between ads are always classified as ads. The rest of the rows
show results when the program segments are reclassified using the
two GMMs. From the table, it is clear that we get the best result
when we classify 60 seconds of program segments on either side of
a contiguous ad segment. We get an AER of 13.0% (95.1% recall,
92.2% precision). This AER is much lower than the AER of 30.1%
when we only classify the repeated segments, or the AER of 21.5%
when we use only GMMs to classify all the audio.

Table 4. Overall AER when GMMs are used to classify the repeated
segments and segments between repeated segments.

inclusion prog false missed AER (%)
secs wt alarm (%) segments (%)
60 0 11.0 15.2 26.2
80 0 13.1 11.1 24.2
90 0 15.5 10.7 26.2
120 0 20.8 10.2 31.0
80 0.8 4.3 12.3 16.6
90 0.8 4.6 11.9 16.5
120 0.8 5.0 11.4 16.4
40*2 0.8 7.5 6.1 13.6
60*2 0.8 8.1 4.9 13.0
70*2 0.8 8.5 4.6 13.1
100*2 0.8 9.6 4.4 14.0

To locate non-repeated ads, we were classifying each 10-sec seg-
ment as a program or an ad. This is a very coarse segmentation
into ad or program. To get a better alignment between programs
and ads we did a Viterbi re-alignment using the GMMs. During
Viterbi re-alignment, the number of segments and their labels were
not changed, only the boundaries between segments were moved.
Each segment was constrained to be at least 1 sec long. After each
iteration, the GMMs were adapted using VP-MAP adaptation [7][8].
We carried out a maximum of 6 iterations of Viterbi alignment or
stopped earlier if it converged. Re-alignment resulted in the overall
AER reducing from 13.0% to 10.6% (3.3% missed ads, 7.3% false
alarms). This is equivalent to 96.7% recall and 93.0% precision. For
the experiment where we classify the entire audio using GMMs only,
Viterbi alignment reduced the AER from 21.5% to 19.9%.

5. CONCLUSIONS

We have proposed a new algorithm for finding repeated audio seg-
ments in broadcasts using features derived from audio only. The
KL2-metric-based fast match algorithm finds all the repeated seg-
ments with 20% false matches. The detailed match algorithm is
based on a linear match using cepstral features and it reject all the
false matches. We also use this detailed match algorithm to extend
the matching segments on both sides to a 100-ms precision. These
algorithms result in an ad detection error rate (AER) of 33.2%. These
errors are due to repeated program segments and non-repeated ads.

To reject repeated program segments and to locate non-repeated
ads, we use GMMs to discriminate between ads and programs. The
resulting algorithms reduce the AER from 33.2% to 13.0%. When
we adjust the segment boundaries using Viterbi re-alignment, the
13.0% error rate drops to 10.6% (3.3% missed ads, 7.3% false
alarms). Overall, we get 96.7% recall and 93.0% precision over 471
minutes of ads in the development and test sets.
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