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Abstract
This paper proposes an enhancement and evaluates the perfor-
mance of the joint position and pitch estimation (PoPi) algo-
rithm for speaker localization. A modification in the algorithm
is introduced in order to improve the performance under high
reverberation levels. The performance of the proposed method
is evaluated by measuring the correct estimate of position at
a frame level. This evaluation analyzes the algorithm perfor-
mance in highly reverberant room by using real world record-
ings. A comparative analysis of the proposed method with the
original, GCC-PHAT and SRP-PHAT methods is carried out.
The results show that the proposed algorithm gives more con-
sistent location estimates for multi-speaker scenarios.
Index Terms: speaker localization, speech processing, array
signal processing, direction of arrival

1. Introduction
The problem of locating a wideband acoustic source in a multi-
path environment arises in many fields including sonar, seismol-
ogy, and speech. The present paper focuses on speech signals,
where the classical localization algorithms attempt to determine
the current source location making use of the data available at
the current time instant. Different robust real-world methods
for direction of arrival (DoA) estimation have been developed
[1]. These algorithms generally divide the sensors into pairs,
and attempt to find the time delay estimation (TDE) for each
pair of sensors. The well-known TDE techniques are gener-
alised cross-correlation (GCC) function and its variants [2]. In
contrast to the time delay estimation methods, there exist di-
rect methods attempting to estimate the source location with-
out the recourse to pairwise TDEs. The well known example of
the direct localization function is the frequency-averaged output
power of a steered beamformer (SB), this beamformer is used
to scan or steer over a predefined spatial region by adjusting its
steering parameters. This output of a beamformer, when used
in this way is known as the steered response. A new method
which incorporates both features of SB with the ones used for
the Phase Transform (PHAT) weighting of the GCC was pre-
sented in [3]. It incorporates the short-term analysis character-
istics of the steered response power (SRP) approach with the
insensitivity to signal conditions afforded by the PHAT, hence
named as SRP-PHAT. Unfortunately, even these state of the art
source localization methods are unable to produce robust loca-
tion estimates for concurrent speaker scenarios.

This leads to an investigation of an approach, which com-
bines the DoA estimate with speaker dependent features. One
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of the simplest speaker dependent features is the pitch value
that could be extracted from voiced parts of the speech signal.
Recently, a new algorithm incorporating both features has been
proposed [4], which jointly estimates the pitch and the posi-
tion of the active sources from a speech segment referred as
Position-Pitch Estimation (PoPi) algorithm. The method was
further enhanced to represent the multiple speaker scenarios by
inclusion of a pre-processing block inspired by the auditory
model. The preliminary results in real-world scenarios have
been reported in [5].

This paper focuses on the experimental evaluation of the
proposed method for multiple speaker scenarios under high re-
verberation levels with the original algorithm, GCC-PHAT and
SRP-PHAT methods for source localization. The rest of the pa-
per is structured as follows: Section 2 gives an introduction of
the PoPi plane and outlines its enhancements, followed by the
description of the experimental details in Section 3; Section 4
provides results and analysis. Finally, Section 5 draws conclu-
sions.

2. The PoPi Algorithm
2.1. Basic PoPi formulation

The PoPi plane is a representation that samples the cross-
correlation function, which not only holds common periodic-
ities present in multi-channel audio, but also encodes cross-
channel delay related to those periodicities. The algorithm is
a natural combination of mechanisms, which are similar to al-
gorithms that have earlier been designed separately for pitch
and DoA estimation. The parameterized sampling of the cross-
correlation results in the PoPi plane revealing the peaks at lo-
cations that corresponds to joint position-pitch estimates of the
active source in the acoustic scene. For the sake of simplicity,
we will refer to DoA as position for the rest of the paper.

The cross-correlation R(τ ) is computed on a short frame
for a stereophonic audio signal with frames of left and right
channels from an auditory scene. To evaluate the presence of
a periodic signal with unknown fundamental frequency f0, re-
lated to a source at direction ϕ0, the cross correlation is then
sampled accordingly as:

ρ(ϕ0, f0) =
1

2K + 1

KX
k=−K

R(kL(f0) +O(ϕ0)). (1)

In this formulation, L(f0) = Fs
f0
andO(ϕ0) =

d.cos(ϕ0).Fs

c
are

the number of samples of the fundamental period of evaluation
and correlation lag corresponding to DoA of interest respec-
tively. Fs is the sampling frequency, c is the speed of sound
in air and d is the distance between a pair of microphones.
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2K + 1 is the number of correlation peaks considered. In prac-
tice, the PoPi plane is evaluated only for predefined values of
L(f0) and O(ϕ0), which are used as lookup tables for fre-
quencies f0 = [80 . . . 280] Hz and angle-of-arrival candidates
ϕ0 = [0◦ . . . 180◦] with a stepsize of 1◦, while the lookup ta-
ble for f0 is non-linear in order to keep a linear sampling of the
correlation lag. In case of using a circular microphone array,
the PoPi plane is determined by by summing up the response
of pairs of oppositely placed microphones of a circular array.
In order to cover a 360◦ view, the 0◦ − 180◦ response of each
oppositely placed microphone pair was first mirrored around its
axis before the summation.

2.2. Multi-band PoPi algorithm

The basic PoPi formulation performs well for a single source
scenario even at lower SNR; but in case of multiple active
speakers, it tends to show only the dominant speaker. This of-
ten leads to wrong position or pitch estimate even when track-
ing only one target speaker. The reason behind the poor per-
formance of the original PoPi decomposition for multi-speaker
scenarios is that it uses a pure cross-correlation function be-
tween two microphone signals. This “un-weighted” cross-
correlation is not practicable when concurrent sources appear
in the sound field as dominant sources suppress the others on
this representation. To overcome the inability of the algorithm
in visualizing more than one active speaker, an investigation
into the properties of a preprocessing method; which is inspired
by the auditory model have been carried out [5]. This lead to
the introduction of the Multi-band PoPi (M-PoPi) algorithm in-
corporating a pre-processing module using a filterbank consist-
ing of 17 overlapping bandpass gammatone filters, with cen-
tre frequencies spaced uniformly on the equivalent rectangular
bandwidth (ERB) scale between 50 Hz and 8000 Hz [6]. The
cross-correlation of a pair of signals is computed for every filter-
output. These multiple cross-correlations are normalized and
summed up to form a “summary” cross-correlation function.

2.3. The Proposed Enhancement

Recent evaluations showed that although the M-PoPi algorithm
performs really well for low-reverberation (∼ 0.2 sec) con-
ditions but deteriorates under high reverberation (∼ 0.6 sec)
levels. To further improve the M-PoPi algorithm performance
for high reverberation conditions, the PHAT weighting function
was employed for every filterbank. The reason behind using
PHAT weighting function is due to its robustness against multi-
path propagation, which has been proved to improve the perfor-
mance of both GCC and SRPmethods. Unfortunately the PHAT
completely cancels the magnitude of the cross-spectrum, hence
the correlation function loses its periodicity, which holds infor-
mation for the pitch estimation. Although the Phat-weighted
cross-correlation appears to be unsuitable for a joint position-
pitch estimation method like the PoPi, we can benefit from
its advantages by replacing the central part of standard cross-
correlation function carrying the DoA information by the cen-
tral part of the GCC-PHAT, where the correlation lag τ corre-
sponds to 0◦ − 180◦.

R(τ ) =

(
RPHAT (τ ), if τ ε 〈τ0◦ , τ180◦ 〉;
RCC(τ ), otherwise.

(2)

The resulting “hybrid” correlation function includes the ad-
vantages of the GCC-Phat, while maintaining the periodicity.
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Figure 1: PoPi plane decomposition for two concurrent sources
using 16 channel circular microphone array: a) basic PoPi, b)
M-PoPi, c) HM-PoPi.

The modified PoPi method can be expected to give more precise
DoA estimations without any loss of pitch information. Fur-
thermore the Hybrid Multi-band PoPi (HM- PoPi) method can
be expected to be more robust against reverberation for multi-
ple speaker scenarios, since the usage of the PHAT improves
the performance of time-difference of arrival (TDoA) based lo-
calization methods as proved in [7].

The effectiveness of including the PHAT into M-PoPi algo-
rithm can be seen in the Fig.1 by decomposing a voiced speech
frame taken from the recording made in a highly reverberant
room, with concurrent speakers; female and male with corre-
sponding pitch of 215 Hz and 105 Hz coming from 22.5◦ and
315◦ respectively. It is evident from the figures that the pro-
posed HM-PoPi technique makes the speaker position estimates
much sharper and gets rid of the cross-terms, which can be
beneficent under highly reverberation conditions.

3. Experimental Framework
To analyze the algorithm in real acoustic environment, different
set of recordings have been made in a lecture room of dimen-
sions 7.5 × 6 × 3 m using a circular microphone array. The
room layout is shown in Fig. 2. The array has been designed
with 16 omni-directional low-cost electret microphones posi-
tioned equidistantly on a plexi ring with a 40 cm inner diam-
eter. The microphone signals first pass through preamplifiers
mounted directly below the ring, which were in turn attached to
an M-Audio Firewire Audiophile Mobile Recording Interface.

For recording, two kinds of setups were used; the “con-
trolled” and the “real” speakers. The “controlled” recordings
were carried out with Genelec Type 1031A loudspeakers, the
reason behind using loudspeakers was to control the source po-
sition and to repeat the experiment multiple times. The speech
signals were pre-recorded with a high quality microphone in a
noise-free studio, the talkers were male and female uttering dif-
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Figure 2: Seminar room layout.

ferent vowels. The loudspeakers were positioned at height of
1.35 m along an arc, which maintained a constant distance of
2.6 m from the array, at each of the following azimuths: 22.5◦
and −45◦. Whereas for the “real” speakers case, the speakers
were asked to stand in the marked positions facing the array at
all times. The playback and recording process were controlled
by software on two independent laptops and the captured audio
data sampled at a rate of 44.1 kHz and 16 bit resolution was
saved directly to the hard disk of one of the laptop computers.
For evaluation, five second recordings with different combina-
tions of gender, speaker positions were used.

The measured reverberation time of the room was deter-
mined to be 0.56 sec, which is a relatively higher but practical
level expected in lecture rooms. In general, multi-path propa-
gation has significant impact on source localization algorithms
and acts as a challenging problem to resolve. The performance
of algorithms under such adverse conditions will be demon-
strated by performance comparisons.

To evaluate the localization performance of the algorithms,
a metric in [1] was used. The DoA estimates were produced for
each of the sources locations, an RMS DoA error was computed
from

ERMS(θ̂) =

q
(θ̂ − θ)2, (3)

where θ is the true azimuth and θ̂ is it’s estimated counter-
part. The plots show the fraction of DoA estimates in each case
which exceeds a given RMS error threshold. Using this metric,
the comparative analysis was carried out for concurrent speaker
scenarios both for “controlled” and “real” recordings.

4. Results and Analysis
To demonstrate the effectiveness of the proposed method, a
comparative analysis was carried out with three reference meth-
ods: GCC-PHAT, SRP-PHAT and M-PoPi. The methods are
evaluated using a segment length of 2048 samples with a step-
size of 1000 samples for 200 frames. For SRP-PHAT, the func-
tions were computed only for the azimuth over the range of
0◦ − 360◦ with a resolution of 1◦.

Fig. 3 shows the results of the “controlled” speaker sce-
narios with male and a female utterances recorded by playback
through loudspeakers. Using the SRP-PHAT shows an advan-
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Figure 3: The localization error for two controlled speakers; a)
male placed at 22.5◦, b) female placed at −45◦ azimuth.

tage over GCC-PHAT, which behaves most poorly in locating
both speakers simultaneously in the given frame. It also suffers
due to the high reverberation levels, which makes the reverber-
ant component of the received signal comparable or sometimes
greater than the direct path component. Under these conditions,
the single source model assumption present in TDE methods
such as GCC-PHAT is no longer valid. The M-PoPi algorithm
successfully estimates the positions of the two active sources,
the pitch estimate together with the DoA estimate makes the
method more robust and it shows less tendency to deviate to
wrong location estimates in comparison to GCC-PHAT. The ad-
dition of PHAT to M-PoPi algorithm shows an error space that
is superior to the original method. Overall the algorithms de-
termine the location estimate for the female speaker more accu-
rately than the male, as more than 60% of location estimates of
GCC-PHAT had error greater than 30◦, this is a general prob-
lem with TDoA based algorithms as they tend to focus on the
dominant speaker. In this scenarios, SRP-PHAT shows slightly
better results than the others as it combines both the features
of TDoA algorithms and delay and sum beamformer making it
less sensitive to the source location by generating less than 20%
of location estimates with an error of 5◦. The HM-PoPi shows
comparable results to SRP-PHAT, as around 25% of location
estimates for same error threshold but it requires larger error
threshold to converge.

Fig. 4 and Fig. 5 show the relative error curves for “real”
speakers. This presents more challenging scenario than the
“controlled” speaker case as it is very difficult for human speak-
ers to stay stationary at one point, this deviation deteriorate
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Figure 4: The localization error for two human talkers; a) fe-
male standing at 22.5◦, b) male standing at −45◦ azimuth.

the performance of all algorithms. The GCC-PHAT tends to
perform most poorly as it only gives consistent location esti-
mate of one speaker, It shows consistent location estimates for
the male speaker in male/female case and the male speaker 1
in male/male case. In Fig. 4(a), It shows as much as 95%
wrong location estimates with the SRP-PHAT showing signifi-
cant degradation by giving around 60% of the wrong estimates
for an error greater than 30◦. The M-PoPi and HM-PoPi outper-
form the other two methods by generating only 30% and 15%
of estimates at an error threshold of 10◦. Fig. 5(b) illustrates
similar problem mentioned earlier for male speaker 2, the GCC-
PHAT generates 50% estimates with an error greater than 1◦

and takes much longer to converge in comparison to the other
methods, in this case the other three methods produce around
98% correct location estimates for an error threshold of 1◦ with
similar performance from SRP-PHAT and HM-PoPi methods.

The results show the performance advantage of M-PoPi and
HM-PoPi relative to the GCC-PHAT and SRP-PHAT methods.
The Power of the methods lies in successful decomposition of
the active speakers in the auditory scene.

5. Conclusions
An enhancement of PoPi decomposition has been proposed that
boost the performance in real-world, multi-speaker and rever-
berant environments. The method has been tested on multi-
speaker recordings using a circular microphone array in a sem-
inar room with a reverberation time of 0.56 sec. Besides the
power of the method in assigning a pitch value to the position
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Figure 5: The localization error for two male human talkers;
a) speaker 1 standing at 22.5◦ , b) speaker 2 standing at −45◦
azimuth.

of the sources, our experiments clearly show comparable result
with the state of the art SRP-PHAT method in DoA estimation.
The apparent problem is the varying error thresholds of con-
vergence for different speakers, therefore the future work will
focus on further investigation for improvement.
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[4] Képesi, M., Pernkopf, F., and Wohlmayr, M., “Joint position pitch
tracking for 2-channel audio”, Int. Workshop on Content based
Multimedia Indexing, Bourdeaux, France, 2007.
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