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Abstract 
Phonemes in the English language can be represented using 
either parallel or hierarchical distinctive speech features. 
There have been a number of efforts to integrate multiple 
information sources but none of these efforts addressed the 
issue of combining multiple sets of articulatory/linguistic 
features with different organization topologies. In this study, 
we combine a frame-based parallel speech feature detection 
system and a segment-based hierarchical phoneme 
classification system with the goal of improving the overall 
phoneme classification performance. We describe a 
mathematical framework for a unified classification system in 
which frame-based parallel feature detection is incorporated 
into a segment-based hierarchical phoneme classification 
method. Experimental results show that the combined system 
provides improved classification performance for some 
phoneme classes. 
Index Terms: phoneme classification, parallel speech feature 
detection, hierarchical phoneme classification, frame-based, 
segment-based, feature combination 

1. Introduction 
Automatic speech recognition (ASR) based on the use of 
acoustic-phonetic features has been gaining popularity in 
recent years [1, 2, 3, 4, 5]. When representing all the 
phonemes in the English language, the organization of the 
speech features can be either parallel or hierarchical. A 
parallel structure, as used in [1, 6], is a flat representation of 
all speech attributes, and it assumes that all speech features 
are independent, whereas in reality they are not. The flat 
representation avoids the problem of error propagation from 
different levels of a hierarchy, but suffers from the problem of 
not utilizing layers of information about the sound so as to 
reduce the uncertainty as to sound class. A hierarchical 
structure, as used in [2], is more efficient in representing all 
the sounds of a language (the set of spoken phonemes), but 
suffers from the problem of error propagation from higher 
levels to lower levels (i.e., errors made at a high level of the 
hierarchy propagate to lower levels with no clear correction 
mechanism). In this paper, we combine the parallel speech 
feature organization and the hierarchical organization and 
show that this results in an improvement in the overall 
classification performance. 

There have been several research efforts that tried to 
combine different features in order to improve speech 
recognition accuracy. Most of these efforts combined 
articulatory features with standard acoustic features based on 
MFCC, PLP, etc. The MIT SUMMIT system [3] integrated 
landmark-based and segment-based feature streams and the 
recognizer performed segmentation and classification jointly. 
The combination of features can be performed at different 
levels (e.g., frame, phone, word) in the classification system, 

and Kirchhoff et al. discussed a few rules for combination at 
the phone level [4]. In this paper, we tried to merge different 
feature organization topologies at each level of the phoneme 
classification hierarchy including the broad class level and the 
narrow phone level.  

Frame-based methods and segment-based methods are 
two typical approaches to automatic speech recognition. The 
ASAT (Automatic Speech Attribute Transcription) 
methodology uses a detection method based on frame-wise 
speech attributes for phoneme detection. Whenever the 
likelihood of a particular feature or phoneme is above a 
predetermined threshold, the feature or phoneme is detected 
as present. In classification-based methods, the task is to 
classify a segment within a given class of features or 
phonemes. Classification can be performed after 
segmentation (the so-called segmentation and labeling 
approach), or segmentation and classification can be 
performed jointly and suitably optimized [3, 7, 8]. 

In this paper, we combine frame-based methods for 
parallel speech feature detection and segment-based methods 
for hierarchical phoneme classification to improve the overall 
classification performance. In Sections 2 and 3, we describe 
the mathematical formulation for frame-based parallel feature 
detection and for segment-based hierarchical phoneme 
classification. Then in Section 4 we introduce a framework 
that combines the two methods by converting frame-wise 
feature detection into segment-wise phoneme classification 
and then linearly combine the two results (after suitable 
optimization of the weighting coefficients in the linear 
combination). In Section 5 we present a set of classification 
experiments on the TIMIT database using frame-based, 
segment-based and combined methods. Finally in Section 6 
we discuss the results and describe future directions. 

2. Frame-based parallel feature detection 
In frame-based phoneme recognition, given an input frame x,
the process can be viewed as trying to find the best phoneme 
â  within the phoneme alphabet A using the maximum a 
posteriori (MAP) probability rule 

)|(maxargˆ xaPa
Aa�

�  (1) 

where a is a phoneme hypothesis for a given input speech 
frame x, and A is the alphabet consisting of M phonemes of 
the English language. A phoneme is represented by a set of N
parallel binary speech features, i.e., e1,…,eN where 

1 2( , , , ), 0,1, 1, ,
def

N ja e e e e j N� � �� �  (2) 

If we assume that the features are independent of each other, 
P(a|x) in equation (1) can be written as 
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Note that since there are less than 2N phones in the alphabet, 
not all feature value combinations are possible, and some 
feature value combinations do not correspond to any phone 
and will be discarded in the optimization of equation (1). 

The posterior probabilities NjxeP j ,,1),|( ��  denote 

the probability of detection of features Njej ,,1, �� , and 

can be readily estimated using artificial neural networks. To 
this end, we trained 14 frame-based multi-layer perceptrons 
(MLPs) in parallel to detect each of the 14 binary valued 
sound pattern of English (SPE) speech features [9]. In this 
case, N=14, and each MLP estimates one a posteriori
probability NjxeP j ,,1),|( �� .

3. Segment-based hierarchical phoneme 
classification

For hierarchical speech feature classification, given an input 
speech segment x, the goal is to find the class ĉ  within the 
range of C classes with the maximum a posteriori probability  

)|(maxargˆ xcPc
Cc�

�   (4) 

where P(c|x) is the posterior probability of segment x
belonging to class c, where we have used the result that for all 
C classes �

�

�
Cc

xcP 1)|(

We used the Time-Delay Neural Network (TDNN) 
toolbox developed in [10] to estimate the a posteriori
probability )|( xcP . The hierarchical linguistic features used 
in this paper are listed in Table 1. 

Table 1. Hierarchical speech features. 

Feature 
name 

Feature values 

Top class V, Consonant, Silence 
V Vowel, Diphthong, Semivowel 

Vowel-LH high, mid, low 
Vowel-FB front, mid, back 
Diphthong /aw/, /ay/, /ey/, /oy/ 
Semivowel /w/, /l/, /r/, /y/ 
Consonant Nasal, Stop, Fricative, Affricate, 

Whisper (/h/) 
Nasal /m/, /n/, /ng/ 

Stop-place Labial (/p/,/b/), Alveolar (/t/,/d/), Velar 
(/k/,/g/) 

Stop-voicing Voiced (/b/,/d/,/g/), Unvoiced 
(/p/,/t/,/k/) 

Fric-place Labiodental (/f/,/v/), Dental (/th/,/dh/), 
Alveolar (/s/,/z/), Palatal (/sh/,/zh/) 

Fric-voicing Voiced (/v/,/dh/,/z/,/zh/), Unvoiced 
(/f/,/th/,/s/,/sh/) 

Affricate /ch/, /jh/ 

4. Combination of parallel and 
hierarchical phoneme classifications 

The reason for incorporating frame-based feature detection 
into segment-based phoneme classification is that the TDNN 
(operating on segment-length utterances) provides much 

higher classification performance than the MLP (operating on 
single frames). Hence the goal is to improve, whenever 
possible, the TDNN classification performance using parallel 
feature detection. In order to do this we first convert the 
frame-based feature detection method into a segment-based 
feature classification method and then combine the two 
methods. 

4.1. Incorporating frame-based feature detection in 
segment classification 
For the hierarchical classification problem described in (4), 
since the parallel and hierarchical feature organizations are 
quite different, it is likely that we don’t have a common set of 
classes in both methods. In order to calculate the a posteriori
probability )|( xcP  from parallel features for segment x, we 
must decompose the class c into its phoneme constituents 

),,( 21 cNc aaaA ��  (5) 

where class c consists of a subset of all phonemes, denoted by 
Ac. Then the posterior probability P(c|x) can be rewritten as 

���
� ��

�
Cc AaAa cc

xaPxaPxcP )|()|()|(  (6) 

In equation (6), the term P(a|x) is the probability that the 
segment is detected as phoneme a within a class c. The 
denominator is used to ensure that the posterior probabilities 
for each of the C classes, given the segment, sum up to 1. 

In frame-based methods, it is commonly assumed that the 
frames are independent and identically distributed within the 
same phonemic state. Assuming that there are L frames within 
the phoneme segment, we use the average of the frame-wise 
posterior probabilities as the “segment” posterior probability 
of phoneme a given segment x

�
�

�
L

l
lxaP

L
xaP

1
)|(1)|(  (7) 

For one single frame xl within the phoneme segment, 
using the parallel feature representation of (2) and (3), then 
equation (7) can be transformed to the form 

LlxeP
L

xaP
L

l

N

j
lj ,,1)|(1)|(
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��� ��
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 (8) 

In the hierarchical phoneme classification, except for the top 
class, all other classes simply consist of a fraction of all the 
phonemes in the alphabet. When the number of phonemes 
within the C classes to be classified is less than the total 
number of M phonemes in the alphabet, we do not need all of 
the N speech features to determine each phoneme. We denote 
the number of features needed for distinguishing C classes of 
phonemes as NC, where NC�N. Then (8) is further simplified 
as

LlxeP
L

xaP
L

l

N

j
lj

C

,,1)|(1)|(
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� �

 (9) 

For example, the SPE feature values for semivowel 
classification are listed in Table 2. From the table, we can see 
that only features numbered (1), (3), (4), (6), (7) and (8) are 
different for the four semivowels, whereas each of the other 
SPE features has identical values for all four phonemes and 
they don’t provide information for classification, and thus are 
discarded for the semivowel class. NC=6 in this case. 
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Table 2. SPE feature values for semivowels 

SPE
No.

1 2 3 4 5 6 7 8 9 1
0

1
1

1
2

1
3

1
4

l 0 1 1 0 0 1 1 0 0 1 1 0 0 0
r 1 1 0 0 0 0 1 0 0 1 1 0 0 0
w 0 1 1 1 0 0 0 1 0 1 1 0 0 0

V
alues y 0 1 1 0 0 0 0 0 0 1 1 0 0 0

SPE No.1-vocalic, 2-consonantal, 3- high, 4-back, 5-low, 6-
anterior, 7-coronal, 8-round, 9-tense, 10-voice, 11-continuant, 
12-nasal, 13-strident, 14-silence. 

4.2. Combination Method 
Our initial attempt at merging the frame-based results 
(estimated via MLP methods) and the segment-based results 
(estimated via TDNN methods) was to linearly combine the 
two sets of a posteriori probabilities giving 

1 2

1 2 1 2

( | ) ( | ) ( | )
1, 0, 0

TDNN MLPP c x P c x P c x� �
� � � �

� � � �

� � 	 	
 (10) 

where PTDNN(c|x) is the a posteriori probability of class c 
given segment x in equation (4); PMLP(c|x) is the a posteriori
probability of averaged frame-wise scores from equation (6) 
and 1�  and 2�  are appropriate weights. 

Here we sum up the a posteriori probabilities but not the 
log likelihoods that are commonly used in ASR, since we use 
artificial neural networks that directly estimate a posteriori
probabilities. 

5. Experimental Results 
Our experiments consist of 3 parts: the detection of the 14 
parallel SPE features using MLPs, the classification of 
hierarchical speech features and phonemes using TDNNs, and 
finally the combination of the above two approaches. All 
experiments were conducted on the TIMIT database. The 
training set was the TIMIT TRAIN set and the test set was the 
independent TIMIT TEST set. Both training and testing sets 
consist of all the sentences of the 8 dialect regions except for 
the SA sentences. The speech feature vector consisted of 13 
MFCCs along with 13 delta MFCCs and 13 delta delta 
MFCCs for a total feature vector size of 39 components. We 
used 10 msec Hamming windows for the calculation of the 
MFCC parameters, and the frame rate was 200 Hz. Adjacent 
frames were averaged, resulting in a 100 Hz frame rate. 

5.1. Parallel speech feature detection 
We extend our previous work [9] on frame-based feature 
detection in which 14 MLPs were trained to detect each of the 
14 SPE features for the DARPA 61 phoneme alphabet using 
single frames of 13 MFCCs using a balanced training set. We 
compared the performance when using 13 MFCCs only and 
when using MFCC and its delta and delta delta parameters, 
and found that single frame MFCCs performed best in frame-
wise feature detection.  

In this paper, we used a reduced phoneme alphabet 
consisting of 39 phonemes plus silence. Due to memory limits 
and the high correlation between adjacent frames, we sampled 
one out of every four consecutive frames for training and 
testing. Phoneme boundary frames and immediately adjacent 
boundary frames were excluded from both training and 
testing sets. We limited the training data size to 48,000 
frames and the test data size to 33,020 frames. Using balanced 

training data, the feature detection performance for the 14 
SPE features is listed in Table 3. 

Table 3. SPE feature detection performance using 
MLPs (% correct) 

SPE No. 1 2 3 4 5
Performance 96.5 90.3 82.0 78.2 83.1 

SPE No. 6 7 8 9 10 
Performance 90.4 88.8 87.2 85.4 94.6 

SPE No. 11 12 13 14 
Performance 82.8 97.6 96.0 97.5  

From Table 3, we can see that there are 7 SPE features 
whose detection performance was above 90%; 6 SPE features 
with detection performance between 80 and 90%; and one 
between 70 and 80%. Although the individual performance is 
satisfactory for each feature group, when multiplying the a 
posteriori probabilities of all the 14 features together, we get 
rather poor frame-wise phoneme classification results. 

5.2. Hierarchical phoneme classification using 
TDNN 
We used the TDNN toolbox developed in [10] for the 
classification of the features listed in Table 1. We used 15-
frame segments consisting of 13 MFCC plus delta and delta 
delta parameters as input to train the TDNN for all phonemes, 
except for the “V” class classification and diphthong 
classification in which the segment length was raised to 20 
frames. Both training and testing data were pre-segmented 
according to the TIMIT hand labels. The center of the 
phoneme was placed at the center of the segment. Due to 
memory issues, the number of training tokens for each feature 
value was restricted to no more than 5000 tokens. The 
performance for each class is given in the second column of 
Table 4. 

5.3. Use of frame-based MLP detectors in segment-
based phoneme classification 
In this experiment, we chose the phoneme segment consisting 
of all the frames within the duration of the phoneme. When 
the total number of phonemes within a class was less than the 
number of phonemes within the alphabet, not all SPE features 
were needed to distinguish each phoneme. The minimum set 
of SPE features is the set that uniquely distinguishes all 
phonemes within that class. We first chose the minimum 
number of SPE features to use for classification, and then 
gradually added more features to see if performance could be 
improved by adding additional but redundant information. For 
example, for semivowel classification, there are only 4 
phonemes but 6 of the SPE features can be used to distinguish 
them. The feature detection performances for semivowels for 
the 6 features numbered 1,3,4,6,7,8 in Table 2 were 77.15%, 
79.97%, 64.51%, 72.23%, 51.98%, and 59.32% respectively. 
The 6 detector performance scores were sorted from highest 
to lowest and the first 4 features could uniquely determine 
each phoneme. The performance scores obtained by using 4 
of 6 features, 5 out of 6 features, and all 6 features were 
compared, and we determined the best performance achieved 
using 6 features. We applied this strategy to each feature class 
in the hierarchy, and the results are listed in the third column 
in Table 4. If we compare these results with the TDNN 
classification results, we see that TDNNs always performed 
better than MLPs. 
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In our experiments we also noted that the performance 
was better for certain features when the phoneme boundary 
frames were discarded, and for some features the performance 
was better when all frames within the phoneme were 
included. 

5.4. Linear combination of TDNN and MLP 
classification results 
After we obtained the segment-based classification scores 
using TDNN and the frame-based detection scores (using 
MLP) converted to segment scores, we combined the two sets 
of scores using a weighted sum. The combination was 
optimized for each class in the phoneme hierarchy and the 
weights that gave the best classification performance were 
chosen. The results are listed in the rightmost column of 
Table 4. 

Table 4. Classification performance using TDNN, 
MLP, and combination of the two (% correct) 

Feature name TDNN MLP TDNN+MLP 
Top Class 96.4 78.1 96.7 

V 82.4 67.2 86.1 
Vowel-LH 81.9 72.2 83.3 
Vowel-FB 80.1 47.8 80.7 
Diphthong 93.5 66.4 93.6 
Semivowel 90.2 70.4 90.4 
Consonant 88.4 66.0 88.6 

Nasal 79.7 53.2 80.0 
Stop-place 89.6 50.9 89.8 

Stop-voicing 85.5 60.1 85.5 
Fric-place 89.3 77.1 89.8 

Fric-voicing 87.6 79.8 88.0 
Affricate 85.4 74.4 85.6 

From Table 4, we can see that the overall performance 
scores were improved (sometimes only by very small 
amounts) by combining the MLP and TDNN classification 
results. Some classification performance scores improved 
significantly, including “Top Class” (V-Consonant-Silence), 
“V” (Vowels-Diphthongs-Semivowels), “Vowel-LH” (low-
mid-high feature for vowels) and “Vowel-FB” (front-mid-
back). Other classes only improved slightly, and one class 
didn’t improve at all. Small or no improvement occurred 
when the MLP performance was very poor by itself or when 
the MLP didn’t provide complementary information for 
classification. 

To compare our results with other research efforts in 
phoneme classification, we first note that feature definition in 
various research efforts is often quite different from that in 
this paper. With that limitation it can be shown that the results 
in Table 4 compare favorably with results from other recent 
studies, e.g., [2] and [4]. 

6. Conclusion and discussion 
In this paper we described a method for combining a 
posteriori probabilities from frame-based parallel feature 
detection and segment-based hierarchical phoneme 
classification. The mathematical framework for combining 
the a posteriori probability scores was formulated and 
performance scores were obtained on the TIMIT database. 
For the frame-based system, single frame MLPs trained for 
the detection of 14 parallel SPE features were converted to 
segment-based hierarchical phoneme classification 

probabilities. The segment-based TDNN classification 
probabilities were linearly combined (with an optimal set of 
weighting coefficients) with the MLP probabilities giving 
improved classification performance scores for all phoneme 
classes, although the improvement scores were marginal for 
some classes. 

One reason that the performance scores didn’t improve 
much for some classes is that the TDNN segment-based 
classifier is a much better classifier than the traditional frame-
based MLP. Another reason why the segment-based method 
performed better than frame-based method in classification is 
that frame-wise feature detectors use no prior knowledge of 
the sentence and need the entire training data to train the 
detector, while segment-based methods have prior knowledge 
of what group of features or phonemes the current segment 
belongs to and classification can be tailored to fit the specific 
class. The training of a classification-based method only 
needs the speech parameters relevant to a group of features or 
phonemes within a class. In our experiments, we used 
previously trained parallel speech feature detectors and 
transformed them to classify segments. In future studies, to 
refine this procedure, we will re-train each SPE feature 
detector for detection within just the one class that consists of 
only a subset of the complete phoneme alphabet. Since the 
classification problem has more flexible solutions we will 
study the effect of using different acoustic parameters and 
different algorithms for each class. 
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