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Abstract 
This paper describes a framework for improving recognition 
performance and user experience in large scale alphanumeric 
listings commonly used in conversational speech applications 
for enterprise. The performance of these speech recognition 
grammars is severely impacted due to the poor recognition of 
alphabets. We propose a new approach based on augmenting 
performance through redundant semantic information. This 
provides additional acoustic features, which, although is 
redundant in the semantic space, improves performance by  
30% in Canadian postal code application and serial number 
recognition. The additional queries for redundant semantic 
information are asked only when necessary: when the system 
makes false acceptance errors. This ensures that user 
satisfaction is not interrupted through needless questioning. 
Furthermore, we propose a way to compress the listing 
grammar by at least 85% in footprint with minimum 
performance impact due to good performance in digit 
recognition.  This framework can be extended for general 
large scale alphanumeric listing grammars. 
 
Index Terms: speech recognition application, user 
experience, self service application 

1. Introduction 
Many large corporations (Financial, pharmaceutical, telecom, 
information technology, etc.) have deployed conversational 
speech services applications. These applications usually 
contain a gate-keeper in the form of user identification, based 
on which a caller is entitled to the use of the services 
provided by the company. Typically, users are asked to 
provide a unique identifier such as telephone number, account 
number, first and last names, zip code, employee serial 
number, etc. Consider the following illustration: 
 
System:  Please say your serial number 
User:  1A 1284 
System:  Did you say” 1 8 1 2 8 4” 
User:  No 
System:  My mistake. Please say your serial 

number one more time 
User:  1 A 1 2 8 4 
System:  Did you say: 1 A 1 2 A 4 
User:  No 
System:  I am really sorry. Let me transfer you to a 

customer service agent…. 
 
Upon initial entry, the user is asked for their alphanumeric 
serial number. In this illustration, the system makes a mistake 
during recognition of user’s input due to the problem with E-
set alphabets; it goes through a re-try; and eventually bails out 

to the human agent after maximum number of failures is 
reached. Each instance of false accept triggers user 
dissatisfaction which is often reflected in the user’s voice 
quality. This further degrades the system’s accuracy along 
with attendant negative user experience. One manifestation of 
this is hypertalk which exacerbates the recognition problems 
[1] [2]. This often impacts user satisfaction reports because 
the initial interaction goes a long way in establishing user 
expectations [3]. Thus, two critical factors come into play in 
order to ensure an efficient and seamless transition through 
the identification phase: the recognition performance 
(efficiency of the grammar) and the user experience (the 
nature of prompts and information requested).  
 
There are several approaches to solving this problem; some 
address it from a pure recognition perspective and others from 
the user interface (design) angle. We will discuss an instance 
of each of them. In the recognition approach, focusing on a 
special case such as package tracking, the package number 
includes a check-sum. In this case, one can use n-best results 
from speech recognition and select the first result fulfilling 
the check sum rule as the legitimate recognition result. Under 
this approach, the recognition performance can be improved 
substantially. For example, using this approach, our offline 
data shows that with UPS package tracking application, the 
false acceptance rate of 18 alpha-numeric string can be 
reduced from 30% to less than 10%. While this result is very 
encouraging, it has the weakness that it is not general enough. 
Check sum works very well to improve recognition 
performance in applications with well-defined strings 
containing predictable slots such as those in package tracking 
systems. However, for recognition systems based on zip code, 
telephone number, or employee serial number, etc., which are 
the common values used in huge listing recognition 
applications, the check sum is not available.  
Another approach involves tweaking the user interface or 
design such that instead of simply asking for a single user’s 
unique identifier, they are asked for two pieces of 
information. For example, serial number and user’s name; zip 
code and city name, or account number and account name, 
etc. By joining n-best results from these two queries, the 
system’s performance can be improved. However, this 
improvement comes at a significant cost because it increases 
the cognitive load on the user. Instead of just thinking about 
one thing, the user has to worry about two items. For most 
users who already have distrust for automated systems, not 
only do they have security and privacy issues but also simply 
become overwhelmed cognitively leading to poor user 
expectation about the usability of the system. In particular, a 
user may believe that the system is very complex and thus 
simply abandon his call or ask for a live Agent right away. In 
addition, there is a lot of tedium involved in confirming two 
pieces of information, while the chances of error are always 
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lurking. Consequently, we conclude that this approach is also 
insufficient. 

2. Our Approach 
What is required is a systematic engineering that respects the 
user’s desire for low cognitive burden, while using redundant 
semantic information in a context-sensitive manner, i.e., only 
when needed, to improve recognition performance. Our 
approach consists of the following steps: 
 

1. Ask for single unique identifier 
2. If and only if there is an error, then ask for context-

sensitive redundant semantic information    
 
The rational for our approach is based on that fact that simply 
asking for the single unique identifier (step 1) often result in 
the recognition of about 75% of the instances, e.g., Canadian 
zip code system. Therefore, for this majority of instances, 
there is no reason to ask for city name information in the 
initial prompt to the user. This means that for the 25% of 
instances with recognition error (Step 2), only in this context 
would we ask for redundant semantic information such as city 
for zip code, user name for telephone number, and account 
name for account number, making the user interface very 
sensitive to the dialog flow and interaction. This is illustrated 
as follows: 
 
System:  Please say your serial number 
User:  1A 1284 
System:  Did you say” 1 8 1 2 3 4” 
User:  No 
System:  Oh I’m sorry. Let’s try another approach, 

what is your name? 
User:  John Doe 
System: Are you John Doe, with serial number of 

1A1284? 
User: Yes, I am. 
 
This context-sensitive information (in this case, the user’s 
name) can then be used as verification for n-best results. For 
example, for a given serial number, its associated user’s name 
is determined. Then, one can intersect n-best results from 
both serial number and name to get better results for serial 
number recognition. 

3. Experiments and Results 
Two test sets were collected to evaluate the proposed 

approach. The first test set contained 3,330 utterances of the 
Canadian postal code test set, which was collected by a live 
system. The second test set is 5,310 utterances of a 
company’s employee serial number test set, part of which was 
collected by an off-line data collection system and the other 
from live system deployed by IBM Research.  

3.1. The Canadian postal code experiments 
The Canadian postal code is composed of 6 alphanumeric 

strings in the format of “alphabet-digit-alphabet-digit-
alphabet-digit”. The postal code was designed to be 
recognized by Optical Character Recognition, OCR. To avoid 
miss-recognition by OCR equipment, the letters D, F, I, O, Q 
and U were excluded. Today, the complete listing of 
Canadian postal code has approximately 817,000 records. 
Two speech recognition grammars were first developed. The 
first grammar contains complete listing of 817,000 postal 

records. The size of this grammar is approximately 40 MB in 
space. The second one is a generic grammar as followed. 

 
Grammar = alphabet digit alphabet digit alphabet digit 
Where digit = 0 .. 9  
alphabet = A .. Z except D,F,I,O,Q,U 

3.1.1. String error rates and Oracle results  

3310 utterances were collected from a live application of 
Canadian postal code recognition application. These 
utterances were decoded using both full grammar and generic 
grammars. The string error rate for full listing grammar and 
generic grammar was 27.3% and 35.9%, respectively. The 
results in string error rate are listed in Table 1. As expected, 
the full listing grammar yielded better performance than 
generic grammars. The observed weak performance in these 
tasks is due to poor recognition of E-set alphabets. Even with 
the complete listing grammars, the string error rate of 27% 
negatively impacted the user experience and customer 
satisfaction greatly such that users perceived that they were 
bogged down at the identification phase. Moreover, the 
complete listing grammar is approximately 40MB in space. It 
requires a larger memory and CPU resource which leads to 
longer latency and hardware cost. Latency negatively impacts 
the user experience while increased hardware cost affects the 
business case and scalability of these kinds of conversational 
speech applications required by large corporations. 

Table 1. String error rate for generic and full listing 
Canadian postal code grammars 

Grammar Sample 
size 

Number of 
error 

Error rate 

Generic 3285 1151 35.0% 
Full listing 3285 865 26.3% 

 
The n-best decoding experiments from both grammars 

were conducted to explore the possibility of recognition 
performance improvement. The Oracle results yielding the 
best results can be achieved. In Table 2, the Oracle results for 
both grammars are provided.  

Table 2. Oracle string error rates for various n-best 
results for generic, full listing, compressed Canadian 

Postal Code grammars and city grammar 

String 
Error 
Rate 

Canadian Postal Code Grammar City 
name 

grammar 
# of 

nbest 
Generic  Full 

listing 
Compres

sed  
Full 

listing 
1 35.0% 26.3% 26.6% 11.6% 
3 27.0% 18.3% 19.0% 6.5% 
5 24.5% 15.6% 16.8% 5.3% 

10 19.5% 12.5% 13.0% 4.2% 
20 15.0% 10.0% 10.3% 3.8% 
30 13.2% 9.1% 9.2% 3.6% 
50 11.5% 8.6% 8.7% 3.5% 
100 10.7% 8.4% 8.2% 3.5% 

3.1.2. Compression of postal code grammar 

The Canadian postal code is constructed in two parts, e.g., 
H8S 4G6. The first 3 alphanumeric strings are for Forward 
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Sortation Area, which is typically based on geographical 
information. The latter 3 alphanumeric strings are for Local 
Delivery Unit, which has a more flat spectrum [4]. The 
distribution of the last string, which is a digit, is also very flat. 
One can use a generic grammar for the last digit string for the 
Canadian postal code grammar. Since, the word error rate for 
general digit recognition task is less than 1%, this new 
grammar will have at most 1% degradation in performance. 
However, it can reduce the grammar size from 39 MB to 5.1 
MB, approximately 87% in reduction. In addition, most of the 
postal code errors occur in alphabets or digits in the middle of 
the strings. The errors seldom occur in the last digit. The 
performance degradation from using this compression scheme 
should be limited. The smaller grammar size also leads to 
smaller search space, which requires less CPU computation. It 
can reduce the latency substantially. As the data in Table 2 
shows the string error rates for full grammar and compressed 
grammars are 26.3% and 26.6%, respectively. However, what 
is not shown in this table is that the CPU time to decode 3285 
utterances in full grammar and compressed grammars are 
approximately 71 minutes and 17.5 minutes, respectively. 
This is 0.3% of performance degradation with speed up 4 
times with 87% of foot print reduction.  The fourth column of 
Table 2 demonstrates the n-best Oracle results for the 
compressed grammars. It is clear that the compressed 
grammar has more favorable results than full listing grammar. 

 
Additional grammar compression can be achieved by 

using the first alphabet as generic grammar. This approach 
reduces the grammar size by approximately 94%. However, 
due to the nature of the postal code whereby the first 3 letters 
are related to geographical information, the distribution is not 
flat. Also, in the implementation of current speech 
recognition engines, the errors tend to be magnified by small 
errors of initial hypothesis. Our experiment shows substantial 
performance degradation, at least 5% absolute string error 
rate increase. This is not a favorable result. 

3.1.3. Improving performance in full listing grammar 

From the Oracle n-best results, the performance can be 
improved if one can find a strategy to extract the result from 
the n-best listings; thus, one needs to find a check-sum like 
process to extract results from the n-best listing. We propose 
to use the redundant semantic information to construct 
secondary query or third query (as required) in order to cross-
reference these n-best results. In the postal application, the 
city name can be known based on a given postal code. In this 
situation, although, the application designer would usually 
argue not to ask city name from users because the city name 
is redundant to postal code in semantic space, yet these two 
spoken tokens are usually more orthogonal in the acoustic 
space, which is a perfect feature that can serve as check-sum 
like component for cross-referencing n-best results. The joint 
results can be obtained via various approaches. For example, 
it can be a simple addition of scores from both grammars; or 
weighted scores from both grammars. In our experiments, we 
simply added both scores as a joint score. The city name 
utterances were collected and tested. The performance of the 
secondary information, city name, is 11.6% in string error 
rate. Table 2 lists n-best results from city grammar. The city 
grammar contains approximately 6,600 cities. By asking city 
name as secondary query for those string utterances from full 
listing grammar and cross-referencing n-best results from 
both postal code and city name grammars, the error rate was 
reduced from 27% to 18.9%, and 17.6% using the compressed 

postal grammas with n-best = 10 and 30, respectively. Table 3 
lists number of errors for joining various numbers of n-best 
for both queries. Total number of test set for Canadian postal 
code = 3285 utterances. Only the string errors from full listing 
grammars, thus 864 utterances, were used in this study, which 
represents the most difficult scenario. Approximately 30% 
relative performance improvement is achieved. The results of 
Serial number test set will be discussed in the next section.  

Table 3. Joint N-best result of Postal and city 
grammar and Serial number and name grammar 

String 
Error 

Canadian Postal Code Serial number 

N-
best 

Gener
ic 

Full Compr
essed 

Gener
ic 

Full Compr
essed 

1 864 864 864 308 308 308 
3 748 676 703 305 247 281 
5 721 639 675 302 231 265 
10 673 602 621 296 211 243 
20 620 580 592 292 197 217 
30 603 575 579 283 193 207 
50 585 574 578 254 190 198 
100 581 567 573 224 190 189 

 

3.1.4. User Interface to maintain CSAT index 

The string accuracy rate of the postal grammars is 
approximately 75%. It will be a user interface and customer 
satisfaction nightmare to ask 75% of the users to provide a 
secondary query (the city name) in the initial prompt. The 
optimal user experience is to separate the users who fall in the 
25% of misrecognition and ask only this set the secondary 
query when the system makes any false acceptance errors.  
Isolating the users who require secondary prompting, and 
intelligently offering salient information for confirmation, 
introduces a new approach to voice user interface design 
which is quite different from today’s most sophisticated n-
best approach in self service speech recognition applications. 

3.2. The serial number recognition    experiments 
The second set of data was collected from a company’s 
employee serial number recognition task. The total number of 
utterances is 5,310, in which part of them were collected 
through data collection system and the remainder from a live 
system. The serial number is composed mostly of digits and 
some alphabets. However, there are examples like “A11284”, 
in which “A” and “eight” are highly acoustically confusable. 
The majority of the length of the serial number was six, a few 
were five, and fewer still were seven or even eight. The 
listing has approximately 207,000 records. 

A generic grammar with proper weights for various 
lengths and alphabets was constructed for experiments. 
Additionally, a full listing grammar was also developed.  The 
string error rate for generic grammar and full listing 
grammars are 22.8% and 5.8%, respectively. Since the 
majority of the serial numbers are numeric with fixed string 
length of six, the string error rate from full listing grammar is 
much lower than Canadian postal code. The Oracle results for 
n-best decoding are listed in Table 3.  

The compression scheme in Canadian postal code 
grammar was also explored in this employee serial number 
grammar. However, the last element in the employee ID is 
not always a digit; it contains digits and all variety of 
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alphabets. Although, the grammar size can be reduced by 
80%, (from 12MB to 2.3MB), this grammar encounters much 
bigger performance degradation. The string error rate was 
increased from 5.9% to 11.5%. In addition, the serial number 
grammar is much smaller in foot print and easier in perplexity 
than Canadian grammar, 200k listings vs. 800k listings; and 
mostly digit vs. mix of alphabet and digit. There is not much 
latency advantage to be gained from the compressed 
grammars. It takes approximately 10 minutes to decode 5310 
sentences.  

Table 4. Oracle string error rates for various n-best 
results for generic, full listing compressed serial 

number grammars and name grammar. 

String 
Error 
Rate 

Serial Number Grammar Employe
e name 

grammar 
# of 

nbest 
Generic  Full 

listing 
Compres

sed  
Full 

listing 
1 22.8% 5.8% 11.5% 12.8% 
3 19.9% 4.3% 8.7% 10.3% 
5 19.5% 4.0% 7.9% 9.1% 
10 18.9% 3.6% 6.9% 8.4% 
20 17.3% 3.3% 4.8% 8.4% 
30 15.3% 3.1% 3.9% 8.1% 
50 9.3% 3.1% 3.5% 8.1% 

100 5.9% 3.1% 3.4% 8.1% 
By checking the Oracle error rate, we see that there is 

room for improvement for the serial number recognition 
grammar using our approach.  The employee’s first name and 
last name was used for secondary query for these error 
utterances. Total of 308 error utterances in full listing 
grammars were evaluated using this approach and the results, 
number of errors, were shown in Table 3 by joining generic, 
compressed and full listing grammar with name grammar. By 
using nbest=10, this approach improve 30% and 20% relative 
performance in full and compress grammar respectively.  

4. Discussion  
Based on our approach of using secondary query with 

redundant information, we are able to derive many significant 
improvements both in the user experience and the recognition 
results. First, when compared to the traditional two n-best 
approach, our approach offers an enhanced user experience 
whereby secondary query is only used for those instances 
with recognition error. The two n-best does not isolate the 
categories of users between those with error and those 
without Even more profound is the fact that the user only 
needs to confirm with Yes/No when the secondary 
information is provided. This additional questioning has 
minimal cognitive impact on the user and it significantly 
improves the recognition performance. From the recognition 
perspective, this approach in serial number recognition gets a 
30% improvement. The rest of the 70% error is 0% false 
accept and 100% correct reject. This improvement comes 
primarily from the fact that both the name and serial number 
are orthogonal in acoustic space. 

In the Canadian postal code, the false accept is not zero, 
but we also saw a 30% improvement in Correct accept. In our 
opinion, the reason the FA is not zero may be attributed the 
fact that for a given city, e.g. Toronto, the postal code is 
similar in the first 3 letters, which implies that only the latter 

3 letters are different. In fact, there is also the possibility that 
these 3 distinct letters could still be acoustically confusable, 
e.g. 3A2, 3B2, If A1A 3A2 and A1A3B2 point to the same 
city name, then 3A2 and 3B2 are still confusable, implying 
that the secondary query (city) can not help improve the 
performance. 

Furthermore, the traditional approach with two n-best 
when secondary input has no match is almost ineffective. For 
example, if your data set has 5% no match error, you cannot 
get any improvement from combining two n-best because 
there is nothing to base the query on. In this regard, your 
ceiling is set to 95% at best. Moreover, if you use cross-
referencing, you multiply the error and the ceiling is now 
90% 

In our approach in which we only add secondary query 
for those who make a mistake, if you have 80% correct 
recognition, then you only focus on just 20%. In comparison, 
this means that if we have 5% no match, it translates as 1% 
overall no match. By implication, using cross-referencing we 
can, at best, lose only 1% in performance which is 
significantly better than the traditional approach. 

Finally, there are observed latency effects due to the size 
of the grammar taking up to about 40MB of space. In this 
regard, the full grammar can be memory expensive. 
Sometimes, it is even too big to load to a live system. Using 
the compressed grammar for the Canadian postal code yields 
less latency and smaller foot-print without any loss of 
performance. Similarly, with the employee serial number, if 
memory is a major concern, our approach with compressed 
grammars also provides a more much favorable solution. 

5. Conclusion 
In this paper, we presented a framework to improve large 

scale alphanumeric grammar performance. Our approach of 
using redundant semantic information (in a context-sensitive 
manner) as secondary query when the main recognition task 
encounters false acceptance errors improves the performances 
by approximately 30% in both Canadian postcode recognition 
and serial number recognition tasks,. The same approach can 
be extended to other regular and alphanumeric large listing 
grammar applications, e.g. directory assistance application, 
when the secondary query from redundant semantic 
information is available. By implication, a new user interface 
is proposed to improve the user experience and customer 
satisfaction index with minimal cognitive impact on the user 
because they simply are asked to confirm secondary 
information, rather than starting from scratch. A grammar 
compression scheme is also addressed. Finally, this approach 
was also used to reduce the recognition latency without any 
significant performance degradation..  
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