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Abstract
This paper proposes a new F0 model for speech synthesis based
on the parameterization of the logF0 contour of the syllables.
This parameterization consists of the N -order discrete cosine
transform (DCT) plus some additional parameters such as the
gradient of the syllable average pitch. A statistical model of the
syllable pitch contour is then created by clustering the param-
eterized vectors with a decision tree. Similar statistical models
are also created for other linguistic levels other than the syllable.
For synthesis, the statistical model of each level is used to define
a log-likelihood function for the input text. These functions are
then weighted and added into a global log-likelihood function
which is then maximized with respect to the DCT coefficients of
the syllable model. The final logF0 contour is obtained from the
inverse transformation of the syllable DCT coefficients. A sub-
jective test showed a clear preference for the proposed model
against our previous HMM-based baseline.
Index Terms: speech synthesis, HMM-based synthesis,
prosody, discrete cosine transform

1. Introduction
A speech synthesizer can be divided into three modules: a text
analyzer, a prosody model and a waveform generator. The task
of the prosody model is to predict the pitch contour of the utter-
ance and the duration of the units to be concatenated. As such,
it contributes decisively to the overall quality and naturalness of
the synthesizer. Many different techniques to predict the pitch
contour of an utterance have been proposed in the past. Regard-
less of the underlying phonetic model and the linguistic level at
which the pitch contour is estimated, these methods can also be
classified into two families: “static” methods, which produce
a single N-dimensional output for each input; and “dynamic”
methods, which produce an N-dimensional function of possible
outputs for each input, and calculate the final output considering
not only the output function associated with each individual in-
put, but also the effect of the output functions associated with all
the other inputs. Codebook-based [1], and quantification-based
[2] models are examples of the first type of methods; whereas
HMM-based prosody [3] is an example of the second group.

The main problem of “static” methods is how to assem-
ble the pitch segments generated for each unit in such a way
that they form a continuous contour without perceivable gaps
at the joints between units. The standard solution to this prob-
lem consists in applying some form of filtering to the assembled
contour. Although this filter reduces the gaps, it is in most cases
a man-made filter. Therefore it does not necessarily fit well with
the real data. Consequently, the generated prosody does not al-
ways sound natural.

This kind of problems are greatly reduced in the “dynamic”
methods because the interdependency between output values is
integrated in the model. The main problem of dynamic methods

is somehow the opposite: how to define and compute the out-
put functions so that the generated pitch contour does not sound
too flat. A typical solution is to expand the dynamic range of
the estimated pitch contour, i.e., its variance, by means of some
post-processing. In some cases this solution works well. In oth-
ers, it produces the side effect of rising the microprosody vari-
ations to the levels of macroprosody. This results in a bumpy
pitch contour, which is often perceived as trembling and unsta-
ble. An additional problem of standard HMM-based prosody
is the level at which the intonation is modeled. In standard
HMM, logF0 and spectrum parameters are trained and synthe-
sized together [4]. Therefore, the model has to be defined at a
segmental level. Supra-segmental information appears only im-
plicitly in the model clustering and selection. However, pitch is
intrinsically a supra-segmental signal. As a result, it is difficult
to control those speech characteristics which appear mainly at
supra-segmental levels, such as word emphasis, surprise, etc.

In this paper, we propose a “dynamic” prosody prediction
method that can integrate information at multiple segmental and
supra-segmental levels explicitely.

2. Proposed method
The basic idea of our method consists in training “dynamic” sta-
tistical models at one or more linguistic levels. These models
are based on the parameterization of the logF0 segments that
correspond to the units of the considered levels. Possible lin-
guistic levels are syllable, accent phrase, etc. In addition to the
coefficients of the parameterization, some extra parameters are
added to the data vector to model some characteristics not cov-
ered by the primary parameterization, e.g, the gradient of the
average logF0 between units. Using these composed data vec-
tors, an independent statistical model is trained for each level.
At the synthesis stage, the statistical models of each linguis-
tic level l are used to convert the input utterance into a log-
likelihood function F l. These level-dependent log-likelihood
functions are then integrated as a weighted summation into a
global log-likelihood function:

F =
∑

∀l
λlF

l(ol) (1)

where λl and ol are the weight and observation vector of the
l-level respectively. Next, the global log-likelihood function is
maximized with respect to the parameters xm of the m linguis-
tic levels (m ∈ {l}), e.g. the syllable. Finally, the logF0 con-
tour is obtained from the inverse transformation of the estimated
x̂m, taking into account the duration associated with each unit
of the m level.

The usage of an statistical framework facilitates the inte-
gration of models at different linguistic levels. This permits to
control some prosodic effects, such as emphasis or questioning
intonation, at the level where that effect is easier to model. The
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only condition to integrate an additional model is that the pa-
rameters of its composed data vector ol have to be expressible
as a closed differentiable function of the xm primary coeffi-
cients of the main level m.

2.1. Differences with other models

The proposed method shares some characteristics with super-
positional models [5] and with standard HMM-based prosody.
There are however some important differences.

In superpositional models, the integration of pitch contour
factors at different linguistic levels is based on a fixed formula
of the type:

logF0(t) = ⊕c∈C ⊕k∈c fc,k(t) (2)

where c is a particular contour class from the set C, k is a spe-
cific contour and ⊕ is a monotonic commutative operator such
as the addition or the multiplication. In our method, we don’t
apply the superposition directly to the estimation of logF0, but
to its log-likelihood. Thus, the result is not a fixed value but a
function of possible values from which the final logF0(t) are
obtained as those that maximize the total log-likelihood.

Although this idea of maximizing the log-likelihood is also
the basis of standard HMM-based prosody, our proposal differs
from this method in following respects:

a) The duration of the analysis units in our method is
not uniform (syllable, accent group, etc), whereas in standard
HMM-based synthesis the analysis unit is a window with a fixed
number of frames.

b) In order to unify the parameters of non-uniform units, we
apply a parameterization of the logF0 contour. Standard HMM-
based method uses directly the frame by frame logF0.

c) In the standard HMM-based algorithm, the parameter
to be estimated (logF0) and its constraints (∆LogF0 and
∆2LogF0) are defined on the same space. The proposed
method mixes the transformed space of the primary parameters,
with the logF0 space of some of the constraints. The trans-
lation of these constraints into the transformed space is done
taking into account the duration of each unit.

3. Pitch-contour model
In our proposal, the parameterization and training method are
independent for each linguistic level. The synchronization be-
tween levels is achieved by using the same low-level segmen-
tation for all of them. The two levels we have used so far are
the phone and the syllable. By syllable, we understand a group
of one or more phones with the nucleus in a vowel or a syllabic
sound. In our implementation, the syllable is the main linguis-
tic level in which the log-likelihood functions of the other levels
are expressed.

3.1. Pitch contour parameterization at syllable level

For parameterizing the pitch contour of a syllable, we use the
discrete cosine transform (DCT) 1. The DCT is a linear trans-
formation, that can be expressed as:

x = TN×D · logF0 (3)

where x is the N-dimensional transformed vector, logF0 the
original pitch contour segment with duration D, and TN×D the

1Recently, parameterizing the pitch contour with the DCT has been
also proposed by [6], though in a “static” framework and for voiced
segments instead of syllables.

transformation matrix, which depends only on D and N . An
appropriate definition of T yields following properties:

• The mean value and variance of the initial logF0 are:

Mean(logF0) =
√
2 · x[0] (4)

V ar(logF0) = (x> · x− x[0]2) (5)

• Assuming that the error produced by the truncation of
the DCT to N values can be neglected2, the error of sub-
stituting a DCT vector x by another x̂ is:

e = 2 ·D · (x− x̂)> · (x− x̂) (6)

3.1.1. Extracting the DCT parameters

The pitch value of unvoiced frames is not defined. This means
that the logF0 contour is a discontinuous signal. In order to cal-
culate correctly the DCT of the logF0 contour we need a con-
tinous signal. Therefore, we need first to interpolate the unde-
fined values. The interpolation itself presents no difficulty, but
the values to be used for it have to be chosen carefully. Other-
wise the interpolated logF0 might present jumps that are beyond
the modeling capacity of the chosen DCT order. Any pitch ex-
traction program makes errors, especially for aperiodic or very
short signals such as voiced plosives, etc. To avoid selecting
wrong pitch values, we used only those that fulfill following
criteria: a) present an autocorrelation value higher than 80%; b)
belong to phones that present a clear periodicity, i.e. vowels,
semivowels and nasals; and c) have a value that does not ex-
ceed a margin of half an octave around the average logF0 of the
syllable, calculated over the values that already fulfill criteria a)
and b). Once the reliable points are selected, the values of the
intermediate ones are re-created by means of a linear interpola-
tion. This continuous contour is chunked based on the syllable
segmentation. Finally, the N -order DCT of each segment is
calculated.

3.2. Additional parameters

In order to improve the model and guarantee its continuity, some
additional parameters are added to the primary DCT vector.
These parameters can be classified into description parameters
and concatenation parameters. The description parameters pro-
vide additional information about the pitch contour in a sylla-
ble, e.g., its variance. The concatenation parameters describe
the relationship between the DCT vector of one syllable and its
neighbor syllables. The inclusion of the concatenation parame-
ters is motivated by the same reason as the inclusion of ∆ and
∆2 in standard HMM-based speech synthesis [4]. If the models
contain only the statistics of the primary parameters, the likeli-
hood function defined from a sequence of models is maximized
always by the mean value of each model. This result would
be equivalent to a “static” pitch pattern codebook selection al-
gorithm; therefore, the segment concatenation problem would
remain. With the concatenation parameters, the log-likelihood
function of one syllable depends also on the pitch contour vec-
tor of the surrounding syllables. This forces the generation of
the DCT parameters to be optimized globally for the whole ut-
terance and not just for each particular unit. In this way, the
gaps in the pitch contour at the joints between adjacent sylla-
bles can be eliminated. We use three concatenation parameters:

2This assumption is in general realistic. For the utterances of our
database, for example, the average errors for a 5-order and a 10-order
DCT are 0.24 and 0.06 semitones respectively.
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the delta of the 0th DCT coefficient (∆DCT0) and the gradient
of the pitch at the joints between current and previous syllables
(∆LogF0begins ), and current and next syllables (∆LogF0end

s ).
The calculation of the ∆DCT0 parameter is simple. For a

fix window of 2W0 syllables around the current one:

∆DCT0 =

w=W0∑

w=−W0

βwxs+w[0] (7)

with β the weights to be applied to each syllable.
While ∆DCT0 affects only the mean value of the sylla-

ble’s pitch, the pitch gradient at the joints is a constraint that
affects all the DCT coefficients. In the non-transformed logF0
space, the gradient of the pitch between two adjacent syllables
can be expressed as:

∆LogF0begins =

Wj∑

w=0

αw · logF0s[w]

+

−1∑

w=−Wj

αw · logF0s−1[w] (8)

where Wj is the fix window in frames around the syllable
boundary, αw the gradient weights, and negative indexes in-
dicate counting from the end of the vector.

Using the DCT linearity, Eq. (8) becomes:

∆LogF0begins = Hbegin
s · xs +Hend

s−1xs−1 (9)

with Hbegin
s and Hend

s constant vectors defined as:

Hbegin
s =

∑Wj

w=0 αw · T−1
s [w] (10)

Hend
s =

∑0
w=−Wj

αw · T−1
s [−w] (11)

and T−1
s is the inverse DCT matrix associated to syllable s.

Similarly, ∆LogF0end
s is defined as:

∆LogF0end
s = Hend

s · xs +Hbegin
s+1 · xs+1 (12)

3.3. Training of the model

After combining all the parameters, we obtain an observation
vector for each syllable which consists of four factors: the N
order DCT of the pitch contour of each syllable x, the delta
of the 0th DCT coefficient (∆DCT0s), the logF0 gradient
at the joints with previous (∆LogF0begins ) and next syllable
(∆LogF0end

s ), and the variance of the logF0 contour within
the syllable (V ar(logF0s)).

Now, syllables are represented by K-dimensional vectors
(K = N + 4). These vectors are clustered by a decision tree
to create statistical models. The goal of any clustering is to re-
duce the impurity. If our observation vector consisted only of
the DCT vector, this impurity could be expressed as the average
Euclidean distance between the time-domain pitch contours ac-
cording to Eq. (6). In our model however, due to the inclusion
of the additional parameters in the observation vector, we found
an impurity based on the Mahalanobis distance better:

< es >=

∑
∀s Ds · P (s) · (o− o′)>Σ−1(o− o′)∑

∀s DsP (s)
(13)

where P (s) is the probability of having a syllable s, usually a
constant; Ds the duration of s; and Σ is the average covariance
matrix over all the observation vectors.

After the clustering, the final syllable-level statistical model
consists of the splitting tree, the mean vectors, and the covari-
ance matrices of the final leaves.

3.4. Inclusion of a pitch model at phone/frame level

A syllable is a list of phones, and at frame level, a phone can
be represented as a sequence of states. Consequently, the pitch
contour of one syllable at frame level can be represented from
the concatenation of the sequence of states of its phones. For
the integration of the phone level model, we are only inter-
ested in those states where the logF0 has a defined value. Such
voiced-states can be easily identified using multi-space distribu-
tion (MSD) models in the same way as in standard HMM-based
synthesis [3]. In this way, the log-likelihood of the phone-level
model for the pitch contour of syllable s is:

F phone
s =

∑

st∈s

κst

2σst

∑

f∈st

(logF0s[f ]−µst)
2 −Const (14)

where f and st are respectively the indices of the frames and
states that belong to the syllable s; µst and σst the mean and
variance of the st model; κst a weight with value 1, if the state
is a voiced state, and 0 otherwise; and Const the summation of
the constant part of the log-likelihood of the the states’ Gaus-
sians. Using the linear correspondence between the logF0 con-
tour and its DCT, the variable part of Eq. (14) becomes:

F phone
s (xsyl

s ) =
∑

st∈s

κst

2σst

∑

f∈st

(T−1
s [f ] · xsyl

s − µst)
2 (15)

4. Parameter generation
For the synthesis , first we create the sequence of models that
according to the decision tree correspond to the sequence of syl-
lables of the input text. Based on this sequence, a log-likelihood
function F syl is defined. Similarly, a sequence of phone mod-
els is created in parallel, and its corresponding log-likelihood
function F phone is defined.

Second, the observation vectors of both log-likelihood
functions are rewritten in terms of the DCT coefficients of the
syllable pitch contour xsyl. The total log-likelihood is ex-
pressed as a weighted sum of the terms of the syllable-level and
the phone-level models:

F total(xsyl) =
∑

∀i
λsyl
i F syl

i (xsyl)+
∑

∀s
λphone
s F phone

s (xsyl
s )

(16)
where i and λsyl

i are the index and the weight of the factors of
the syllable model observation vector listed in section 3.3, and

λphone
s = λphone( ∑

∀st∈s

∑

∀f∈st

κst

)−1 (17)

where λphone is the global weight applied to the phone-level
model. Finally, the F total is maximized with respect to xsyl,
and the total logF0 contour of the utterance is obtained from
the inverse DCT transformation of the estimated x̂syl. The dif-
ferential of the first term of Eq. (16) with respect to xsyl is
obtained from Eq. (5),(7), (9), and (12). For the second term,
the differential of Eq. (15) with respect to xsyl

s can be expressed
as:

∂F phone
s

∂xsyl
s

= As · xsyl
s − bs (18)

where:

As =
∑

st∈s

(
κst
σst

∑
f∈st T

−1
s [f ]> · T−1

s [f ]
)

(19)

bs =
∑

st∈s

(
κstµst
σst

∑
f∈st T

−1
s [f ]>

)
(20)
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Figure 1: Preference scores of the pair utterances.

Since the variance factor of the syllable model is quadratic with
respect to xsyl, the maximization of F total(xsyl) has to be
calculated by means of an iterative method such as the gradi-
ent algorithm. In our implementation we use a variant of the
steepest-ascent algorithm with backtracking line search for the
step length [7]. As initial value for the algorithm we use the
xsyl part of the Gaussians mean vectors of the syllable models.

5. Experiment
In a previous experiment [8], we found a preference for HMM-
based logF0 against Codebook-based logF0 [1]. Therefore, the
proposed method was compared in a pair test against the HMM-
based model of that previous experiment. The database for both
methods was the same as in [8]. The final waveforms were gen-
erated by Toshiba’s plural unit selection and fusion method [9].
In order to limit the evaluation to the estimation of logF0, the
phone and state duration was generated by the same model for
both systems.

The standard HMM-based prosody model is a phone-level
model that consists of 3-states models. Its observation vector
is formed by three streams:logF0, ∆logF0 and ∆2logF0. It
was trained together with cepstral parameters in the usual way
[3]. No variance enhancement was applied to the pitch contour
generated by the HMM-based model, due to the instability it
produced on the synthesized speech.

The multilevel model consists of two sub-models: a
syllable-level and a phone-level model. The parameters of the
syllable-level model are the 5 first DCT coefficients of the sylla-
ble’s pitch contour and the 4 additional factors listed in section
3.3. The syllable-level model was trained based on Eq. (13).
This equation is basically the same as the one for maximum
likelihood clustering; therefore, we use for it the clustering tools
of HTS [10]. The phone-level submodel was obtained from the
logF0 stream of the standard HMM-based model. For the syn-
thesis, the λphone and λsyl

i weights were set to 1, except for the
∆LogF0begin;end

s factors which was set to 5. These weights
were decided based on an limited preliminary MOS test and are
not necessarily optimal.

5.1. Experimental conditions

For the pair test, 7 subjects evaluated 40 pair utterances with
lengths between 10 and 16 words. Approximately half of the
sentences were from a car-navigation domain and the rest from

newspaper articles. The subjects were native British English
speakers. For each subject, the pairs were shuffled and played
twice with a different order so that at the end each subject eval-
uated a total of 80 pair samples.

5.2. Results

Overall, we found a very significant preference of around 63%
(p ¿ 10−6) in favor of the proposed method, though consider-
ing the limited number of subjects we should be careful about
generalizing this result. Similar preferences were observed for
each subject with a standard deviation of ±6.9%. Figure 1 pro-
vides a more detailed analysis of the results. In the figure, the
x-axis represents the preference score for each pair utterance,
and the y-axis the number of pair utterances for which that score
was found. For example, (70, 7) means that for 7 of the 40 pair
utterances, subjects preferred the proposed method 70% of the
times those pairs were presented.

6. Conclusions
In this paper we have presented a new prosody model based on
the parameterization of the pitch contour. This model allows
an easy integration of models at multiple linguistic levels. A
subjective evaluation has shown a very significant preference
for the proposed method against standard HMM-based prosody.
The reason for this preference is probably the richer dynamic of
the proposed method, which is perceived as more lively than the
HMM one, hence more natural.

Furthermore, the capability of the proposed method to ex-
plicitly include information from multiple supra-segmental lev-
els is translated into higher flexibility to tune the intonation of
an utterance. Such flexibility is specially important if we con-
sider that for each text, there are multiple intonation variations
which are equally acceptable.
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