
An Ellipsoid Constrained Quadratic Programming
Perspective to Discriminative Training of HMMs

Peng Liu, Frank Soong

Microsoft Research Asia, Beijing, China, 100080
{pengliu,frankkps}@microsoft.com

Abstract
In this paper, we reformulate the optimization in discriminative
training (DT) of HMMs as an ellipsoid constrained quadratic pro-
gramming (ECQP) problem, where a second order of the non-
linear space is adopted. We show that the unique optimal solution
of ECQP can be obtained by an efficient line search and no relax-
ation is needed as in a general quadratically constrained quadratic
programming (QCQP). Moreover, a subspace combination condi-
tion is introduced to further simplify it under certain cases. The
concrete ECQP form of DT of HMMs is given based on a local-
ity constraint and reasonable assumptions, and the algorithm can
be conducted to update Gaussians jointly or separately in either
sequential or batch mode. Under the perspective of ECQP, rela-
tionships between various popular DT optimization algorithms are
discussed. Experimental results on two recognition tasks show that
ECQP considerably outperforms other popular algorithms in terms
of final recognition accuracy and convergence speed in iterations.
Index Terms: discriminative training, ellipsoid constrained
quadratic programming, hidden Markov model

1. Introduction
Discriminative training (DT) has been a hot research topic for
improving pattern recognition performance in the past decade
[1, 2, 3], and the technology was proven effective in improving the
recognition accuracy based on hidden Markov models (HMMs).
Besides discriminative criteria, some studies focus on the opti-
mization algorithm in discriminative training [4, 5], which is criti-
cal in making the technology work when facing high dimensional,
complex models.

Research on DT optimization can be categorized into two
groups: One tries to extend the success of EM algorithm to DT
objectives, and derives the extended theoretically and numerically
well-behaved Baum-Welch (EBW) algorithm to DT objectives,
and derives the extended Baum-Welch algorithm [4]; the other
treats DT as a general optimization problem and adopt general op-
timization algorithms. In the second approach, algorithms such as
generalized probabilistic descent (GPD) [1], quick-prop [6], con-
strained line search (CLS)[5] have been proposed and investigated.
In all of them, a critical issue needs to be handled to properly ap-
ply backoff mechanism or cast constraints on the models in each
iteration, which is because we can find a well-behaved auxiliary
function as in maximum likelihood (ML) training. Hence, to keep
all the statistics reliable, we cannot tune the parameters too aggres-
sively. In [5], a Kullback-Leibler divergence (KLD) constraint was
imposed in each iteration, which is statistically sound to guarantee
a stable training process, and provides a new perspective to DT
optimization.

In this study, we adopt an ellipsoid constrained quadratic pro-
gramming (ECQP) framework as a general second order model of
constrained optimization problem of DT. As the algorithms of inte-
rior point [10] mature, many general optimization problems such
as quadratically constrained quadratic programming (QCQP) [7]
can be effectively solved by the relaxation, convex optimization
strategy [10]. Actually, as a special case of QCQP, ECQP can also
be solve by it. However, it has been studied that on discriminative
training of HMMs, the strategy is effective [13] but not so effi-
cient to be scaled up. In this study, we show that by the Lagrange
multiplier method, ECQP can be more efficiently solved by a line
search without relaxation. Furthermore, a subspace combination
condition is derived to make the algorithm simpler in certain cases.
Based on ECQP, we provide the concrete DT forms w.r.t. means
and covariances of HMMs, and the framework is endowed with
the flexibility to deal with various discriminative criteria in either
batch or sequential training mode, and all the Gaussians can be
updated separately or jointly. Under the perspective of ECQP, we
discuss the relations between some DT optimization algorithms,
such as GPD, EBW, CLS, and convex optimization. The effective-
ness of the ECQP approach was verified on two tasks, and con-
siderable improvement was observed compared with popular DT
optimization algorithm such as GPD and EBW.

2. Ellipsoid Constrained Quadratic
Programming (ECQP)

2.1. ECQP definition and solution

To effectively utilize second order information in DT optimization,
it is a natrual choice of the quadratically constrained quadratical
programming (QCQP) problem. In general, such a problem can
be solved by relaxation - convex optimization [10]. However, we
observe that in DT, the trust region for any step size should be
convex, which leads to an ellipsoid constraint which can be rep-
resented in a second order form. Accordingly, we introduce the
following special case termed as ellipsoid constrained quadratic
programming (ECQP) here:

x̂ = argmin
x

(x�Ax + a�x)

s.t. x�Cx ≤ ρ2,C � 0 (1)

We shall see that the problem can be efficiently solved without
relaxation.

Without loss of generality, we further assume that both A and
C are symmetric. By applying Lagrange multiplier, the corre-
sponding objective function of the dual problem is then:

L(x, λ) = x�Ax + a�x + λx�Cx − λρ2, λ ≥ 0 (2)
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Set ∂L/∂x = 0, and ∂L/∂λ = 0, we obtain:

x̂ = −(2C−1A + λ̂I)−1C−1a (3)

where λ̂ = 0 if A � 0, a ∈ span(A) with span(A) denoting the
row space of A, and a�A−1CA−1a < 4ρ2, otherwise it is the
value which satisfies x̂�Cx̂ = ρ2. The solution can be efficiently
found via a line search, and a detailed implementation based on
the Newton method is shown below:

Table 1: A Newton approach to ECQP
set m be the minimum eigenvalue of C−1A
if m > 0, a ∈ span(A), and a�A−1CA−1a < 4ρ2

return x̂ ← A−1a/2
else

λ ← max(−m, 0)+ a minor value
if x�(λ)Cx(λ)− ρ2 > tolerance

λ ← λ− [x�(λ)Cx(λ)− ρ2]/ ∂x�(λ)Cx(λ)
∂λ

return x̂ = x(λ)

2.2. Subspace Combination Condition in ECQP

In finding λ̂ by the algorithm shown in Table 1, we should com-
pare the corresponding x�(λ)Cx(λ) with ρ2 at each step, and the
computational cost is proportional to the dimension of x. We shall
see that in some cases, a part of x̂ is guaranteed to be along a cer-
tain direction in the corresponding subspace, which can be used to
reduce the problem dimension.

If A and C can be decomposed to two parts, and one part of A
is in proportional to the corresponding one in C , or equivalently:

C =

(
C1 0
0 C2

)
,A =

(
κC1 0
0 A2

)
(4)

Accordingly, we can decompose x = (x�
1 ,x

�
2 )

� and a =
(a�

1 ,a
�
2 )

�. Let d = −C−1a1/2, we can prove that the origi-
nal problem is equivalent to the following one:

⎧
⎨
⎩

x̂ = (ε̂d�, x̂�
2 )

�

ε̂, x̂2 = argminε,x2(x
�
2 A2x2 + a�

2 x2 + κpε2 + qε)
s.t. x�

2 C2x2 + pε2 ≤ ρ2

(5)
where p = d�C1d, and q = a�

1 d. Obviously, p ≥ 0, and
the new problem is also an ECQP. Now the subspace related to
x1 is combined to one parameter ε, and the relation of eq.(4) is
termed as the subspace combination condition for ECQP, whose
physical meaning can be clarified as: If the contours of constraint
and objective are similar in a subspace, the final solution in this
subspace is guaranteed to be on the direction towards the critical
point of the objective function in the subspace.

3. ECQP for DT of HMM Paramaters
It has been pointed that various popular DT criteria, such as mini-
mum classification error [1] (MCE), maximum mutual information
(MMI) [2] and minimum phone error (MPE) [3], can be formu-
lated in a unified framework [8, 9], which is adopted here:

F(Λ) = f

{
log

∑

W∈M
P (Wr|oT

1 ,Λ)G(W,Wr)

}
(6)

where Λ is the HMM parameter set, M is the hypothesis space
which is usually represented by a word graph, f is a function to

transform the objective function, and G(W,Wr) is the gain func-
tion to measure the similarity between the reference Wr and a hy-
pothesis W . Both f and G take different functional forms in vari-
ous criteria, as listed in [9].

As shown in [5], imposing a statistically meaningful Kullback-
Leibler divergence (KLD) based locality constraint for DT is prat-
ically helpful, and the corresponding problem is given by:

Λ̂ = argmax
Λ

F(Λ) s.t. D(Λ||Λ0) ≤ ρ2 (7)

where Λ0 is the present model in the current iteration.
To convert it to a quadratic problem, we adopt some approx-

imation since F is usually highly non-linear. Here we adopted
the assumption that f ′ and all the Gaussian kernel posteriors are
invariant in each iteration, which has been widely used and ver-
ified [5, 8]. It is termed as weak sense auxiliary function [3] or
E-approximation [13]. Accordingly, for a given kth Gaussian, we
can define a general statistical operator [8]:

γk[g(o)] = f ′
T∑

t=1

[γnum
k (1)− γden

k (1)] · g(o) (8)

where γnum
k (1) and γden

k (1) represents the kernel posterior in nu-
merator lattice and denominator lattice, respectively [3]. In a multi
utterance training, we can accumulate the statistics sample by sam-
ple and sum them up because γ is linear. Based on the statistics, we
first give the ECQP forms when separately updating all the Gaus-
sians in a batch mode, then discuss how to extend the solution to
jointly update and sequential update.

3.1. Basic ECQP forms for DT of HMM parameters

In this section, we derive the ECQP forms for mean and covariance
in separate update mode. Meanwhile, we omit the index k is to
keep the notation unclutterd, and the subscript 0 is to represent
those values in the present model of the current iteration.

3.1.1. Mean optimization

It is straight-forward to represent the optimization for the mean in
an ECQP:

μ̂ = argmin
μ

[γ(1)μ�Σ−1μ − 2γ�(o)Σ−1μ]

s.t. (μ − μ0)
�Σ−1(μ − μ0) ≤ ρ2 (9)

The subspace combination condition is satisfied in the whole
space, and the problem can be solved in a closed form:

μ̂ = μ0 + η̂d,d = γ(o)− γ(1)μ0 (10)

where η̂ =

{
1/γ(1), γ(1) > 0,d�Σ−1d < ρ2

ρ/
√
d�Σ−1d, otherwise

.

3.1.2. Covariance optimization

The covariance update can be derived as:

Σ̂ = argmin
Σ

[γ(o�Σ−1o)− 2γ�(o)Σ−1μ

+γ(1)μ�Σ−1μ − γ(1) log |Σ−1|]
s.t. Trace(ΣΣ−1

0 ) + log |Σ0Σ
−1| −M ≤ ρ2 (11)

where M is the dimensionality of observation o. In practice, it is
advisable to only update eigen-values of the covariance matrix, or
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variances in a diagonal covariance. Let Σ−1 = V exp(σ)V �

be the eigen-decomposition of the covariance, where σ =
(σ1, · · · , σM ) represent all the eigenvalues (inverse variances) in
the logarithm, we can denote μ′ = V �μ, o′ = V �o and con-
vert it into a new optimization problem w.r.t. exp(σ), but it is
still not an ECQP problem. However, grounded by the locality
constraint, we can approximate the objective function and KLD
by Taylor series expansion and obtain the following approximated
ECQP problem:

σ̂ = argmin
σ

(σ�Gσ + h�σ)

s.t. (σ − σ0)
�(σ − σ0) ≤ 2ρ2 (12)

where G = diag[γ(o′2) − 2γ(o′) 	 μ′ + γ(1)μ′2], and h =
2γ(o′2)− 4γ(o′)	μ′ +2γ(1)μ′2 − 2γ(1) · 1 and denotes 	 as
the element-wise product of two vectors. Since the optimization is
conducted in logarithm, the covariance matrix is guaranteed to be
always positive-definite.

3.2. Joint Update

The ECQP framework provides the flexibility of updating all the
Gaussian kernels jointly, when the parameters to be solved can be
represented as μ = (μ�

1 , · · · ,μ�
K)� , σ = (σ�

1 , · · · ,σ�
K)�.

It is easy to prove that under the E-approximation, we have
∂2F

/
∂θj∂θ

�
k �=j = 0, where θ represents μ or σ here. Accord-

ingly, we can simply concatenate the statistics of all the Gaussians
to solve the joint update problem by ECQP. Remarkably, the sub-
space combination condition no longer holds for the whole space.
However, when updating means, the subspaces corresponding to
each Gaussian kernel can still be combined due according to the
condition. Correspondingly, a K dimensional and a K × M di-
mensional ECQP can be derived and for the joint mean and the
joint covariance eigenvalues, respectively.

3.3. Sequential update

Sequential update was its successfully demonstrated in MCE train-
ing [1]. The ECQP solution for HMMs can be directly updated
sequentially or in a block-sequential mode. The difference from
batch mode is that the statistics is collected on the current sample
or the current block instead of the whole training set.

4. Links to and Other DT Algorithms
Under the perspective of ECQP, we discuss the relationship be-
tween various popular DT optimization algorithms. All the dis-
cussions in this section are only valid for mean update, and figure
1 is to illustrate the relations discussed below.

A general QCQP can be solved by convex optimization after
properly relaxed. As a special case of QCQP, ECQP can also be
solved by this approach. However, by the line search algorithm
in section 2.1, it can be precisely and efficiently solved without
relaxation.

When updating Gaussian means separately by ECQP, as the
space combination conditions holds, we obtain a closed form so-
lution of eq.(10), which is the same as CLS approach [5] in non-
linear case. Alternatively, let η̂ = 1/(D + 1), the solution be-
comes μ̂ = [γ(o) + Dμ0]/[γ(1) + D], which is the EBW so-
lution. Hence, the major deference between them is how to set
the backoff mechanism. Hopefully, the KLD locality constraint in
ECQP can be helpful because it is statistically grounded. Remark-
ably, in joint update, ECQP can not be degenerated to the CLS or
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Figure 1: A comparison between DT algorithms (for mean only)
EBW approach because we can not combine the whole space in
the optimization.

When updating the models sequentially by ECQP, both the
first and second order derivatives are used. If setting second order
derivatives to 0, we come up with μ̂ = μ0+ η̂[2γ(1)oΣ−1]. Note
that the E-approximation is first order precise, and the gradient is
2γ(1)oΣ−1, if we set a constant η̂ across kernels, the approach
become GPD with η̂ as the current learning rate.

5. Experiments
To verify the effectiveness of the ECQP approach, we conduct ex-
periments on a Chinese handwriting recognition task on Microsoft
East-Asian Character database, and a speech recognition task on
the Wall Street Journal (WSJ) database.

5.1. Microsoft East-Asian Character (EAC) Recognition

In online handwritten character modeling, we build a Gaussian
model, which can be viewed as a degenerated HMM, for each char-
acter, and each covariance is modeled by the approach of modified
quadratic discriminative function (MQDF) [11], where those small
eigen-values are averaged for a reliable estimation, and the corre-
sponding eigen-vectors can then be discarded to save memory. In
our implementation, 192-dimensional directional features [12] are
used, and the first 10 eigen-values for each Gaussian are reserved.
Although it is not a typical HMM application as in speech recogni-
tion, it is a good test case because of its model structure complexity
and high feature dimension.

In this task, there are 150 training samples and 15 testing sam-
ples for each one in the 3,755 character set. The MCE criterion is
adopted for its success on this task, and only mean vectors are
updated. In MCE, the parameters of η, α, β [1] was set to be
0.2, 0.022 and 0, and the baseline GPD method was compared
with sequential ECQP. A hurdle to ECQP now is that covariances
are only partially recorded. As discussed in section 3.2, we can
apply the subspace combination for the mean vector of each Gaus-
sian and update it along a certain direction, and the corresponding
pj and qj (see eq. (5)) of the j th Gaussian can be calculated as:

pj =
qj
2

=
‖x − μj0‖2

δj
+

K∑

l=1

(
1

λjl
− 1

δj
)〈x−μj0, vjl〉2 (13)

where μj is the mean, {λjl}Kl=1 are the first K leading eigenvalues
of Σj and {vjl}Kl=1 are the corresponding eigenvectors, and δj is
the average of (K + 1)th to Dth eigenvalues.

In GPD, the learning rates were set to ε = 0.05(1− i
Nepoch×R

) ,

while in ECQP, the trust region parameters were set to ρ2 =
0.01(1 − i

Nepoch×R
), where i is the training sample index, Nepoch

is the number of epochs, and R is the size of training set. Both of
them are fine tuned for a fair comparison.

We tried sequential ECQP on this task and compared it with
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Figure 2: GPD vs. ECQP on EAC
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Figure 3: EBW vs. ECQP on WSJ
GPD figure 2. We observe that ECQP performs better than GPD in
terms of both the converged accuracy and the convergence speed.

5.2. Wall Street Journal (WSJ)

In the WSJ speech recognition task, we trained ML models using
the SI-284 data from both WSJ0 and WSJ1 (37,407 utterances),
and the Nov’92 set (333 sentences) was used for testing. In de-
coding, a vocabulary with 20,000 entries and a tri-gram language
model are adopted. 39 dimensional MFCCs are adopted as the
acoustic features, and a 3-state HMM was trained for each of the
1500 physical tri-phones. Gaussian mixture model composed of 6
kernels was adopted as the output distribution for each state.

In DT, the MMI criteria was adopted, and the acoustic scaling
factor [3] it set to 1/15. EBW, separate ECQP, and joint ECQP
(all of them are in a batch mode) are compared. In EBW, Gaussian
specific Dj was set to 2γden

j (1) as suggested in [3]. In ECQP, ρ2 is
set to 0.05/n for nth iteration for Gaussian means or variances in
separate update, and set to 0.05× #Gaussian /n in joint update.

The results are shown in figure 3. Again, it is observed that
ECQP considerably outperforms EBW. Also, we find that jointly
updating all the Gaussian kernels leads to a slightly better perfor-
mance, which is because by setting the locality constraint on the
whole parameter set, the algorithm can pay more attention to those

more relevant parameters.

6. Conclusions
In this study, we address the DT optimization problem from the
perspective of ECQP. An efficient line search solution of ECQP
is first derived, and a subspace combination method is proposed
to simplify the algorithm under certain conditions. It is shown
that KLD constrained discriminative training can be represented
as ECQP with reasonable assumptions. Moreover, the relation-
ship between various optimization algorithms in DT is analyzed.
Also, the ECQP framework provide the flexibility of HMM pa-
rameters jointly or separately in either sequential or batch mode.
Experimental results show that the ECQP algorithm considerably
outperforms other optimization algorithms on two tasks.
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