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Abstract
Dialect differences within a given language represent major 
challenges for sustained speech system performance. For 
speech recognition, little if any knowledge exists on 
differences between dialects (e.g. vocabulary, grammar, 
prosody, etc.). Effective dialect classification can contribute 
to improved ASR, speaker ID, and spoken document 
retrieval. This study, presents an approach to establish a 
metric to estimate the separation between dialects, and to 
provide some sense of expected speech system performance. 
The proposed approach compares dialects based on their log-
likelihood score distributions. From the score distributions, a 
numerical measure is obtained to assess the separation 
between resulting GMM dialect models. The proposed 
scheme is evaluated on a corpus of Arabic dialects. The 
sensitivity of the dialect separation score is also quantified 
based on controlled mixing of dialect data for the case of 
measuring dialect training data purity. The resulting scheme 
is shown to be effective in measuring dialect distance, and 
represents an important objective way of assessing dialect 
differences within a common language.
Index Terms: dialect classification, distance metric, 
separation measure, expected performance 

1. Introduction
Dialect/accent is a pattern of pronunciation that includes 

the vocabulary of a language used by the community of 
native/non-native speakers belonging to some geographical 
region. Dialect is a characteristic of the speech which 
considerably influences the performance of automatic speech 
recognition (ASR) systems [1]. Therefore, automatic dialect 
classification is important for improving performance of ASR 
as well as characterizing speaker traits. There are several 
potential approaches towards dialect classification. The 
simplest one for unsupervised classification is a GMM-based 
classification algorithm, in which each GMM is trained for a 
single dialect, and in the test phase each dialect model is 
evaluated using a maximum likelihood criterion with the 
highest probable model selected [2]. Previous studies have 
focused on improving GMM systems through enhancing the 
classification algorithms [3]. Our focus in this study is to 
assess the data intended for training the dialect models. 
Having accurate dialect models is essential for achieving high 
classification performance. Training a dialect classification 
system requires the availability of data representing the 
unique properties of each dialect (pure data). The purity of 
the training data significantly impacts model/classification 
accuracies. However, it is often difficult to identify the pure 
dialect representatives among the training data since the 

supposed speakers of a given dialect may have different 
origins or may be influenced by exposure to other dialects of 
the same language. In this paper, we take an initial step 
towards dialect purity assessment by proposing a distance 
metric between dialects’ data. The distance measure compares 
data from three different dialects on the level of their log-
likelihood score distributions obtained from closed-set 
testing. First, using the train data for testing, statistical models 
for closed test scores are formulated. Next, comparing the 
score distributions in a pair-wise manner, the distance 
between two dialects is introduced. At the final step, we 
develop the measure of separation for three dialects.

The paper is organized as follows: Sec. 2 discusses the 
fundamental differences between language, accent, and 
dialect classification. In Sec. 3 we introduce the algorithm 
estimating the distance (separation) between a 3-way dialect 
set. Sec. 4 presents experimental results from three Arabic 
dialects, as well as evaluation of the results. Finally, 
conclusions are drawn in Sec. 5. 

2. Problem Motivation 
The problems of language, accent, and dialect identification 
systems are related but different in many ways. In language 
identification, languages are distinguished based on models 
that characterize their phonemes, grammar, and words. So, 
the problem of language identification is well defined, since 
there is a known dictionary and set of language rules which 
are known/established. Listeners generally have an 
understanding of languages when performing perceptual 
language ID. In the study by Zissman and Berkling [4] they 
reviewed a number of methods for language identification 
based on spectral-similarity, prosody, phone-recognition, 
multilingual speech units, word level methods, and large 
vocabulary schemes. Lexical knowledge has also been 
employed [5].  Accent identification is focused on 
differentiating between speakers of a language (L2) who have 
different native languages (L1), taking advantage of the fact 
that speakers tend to use rules (phonemes, grammar, words) 
of L1 when speaking the less familiar language L2. As such, 
analysis of speech features is important in formulating 
effective accent classification systems [6]. Accent 
classification algorithms can then be formulated to take 
advantage of production differences [7]. Accent classification 
can also be useful in helping improve ASR systems as well 
[8]. Accent ID is more difficult than language ID, but still 
well defined. The fundamental advantage for algorithm 
development in accent classification is that for train and test, 
we generally know L1 and L2 for the speaker group, and it is 
almost exclusively only two languages. The most difficult 
classification task of the three is dialect identification, where 
the purpose is to separate speakers of the same language who 
speak based on dialect regions. Fig. 1 shows an example of 
the English dialect tree. Distinguishing between the first 
branches of the tree (e.g., family tree branches) is much easier 
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than sub-class partitioning of British English dialects such as 
Belfast, Bradford, and Cambridge. Therefore, we could say 
that the distance between American English and British 
English is bigger than that of Belfast and Bradford.

English 

           American                U.K. British                  Australian  
            English                       English                        English 

                         Belfast        Bradford      Cambridge 

Figure 1: English dialect tree. 

One of the fundamental challenges in dialect classification 
is that there is much less formal knowledge available such as 
dictionaries, or formal grammar definitions. Listeners who are 
speakers of American English have some perceived 
understanding of what differences exist between U.S., U.K., 
and Australian English “family tree” dialects. However, if 
you ask an English speaker to explain/identify the difference 
between Belfast, Bradford, and Cambridge English dialects, 
they would have significant problems. In fact, a recent study 
by Ikeno and Hansen [9] showed that native U.K. speakers 
were much more successful in identifying U.K. dialects than 
U.S. speakers, or non-native speakers of English; though both 
U.S. and U.K. listeners could identify the subjects as U.K. 
dialects, U.S. listeners were much less successful in saying 
which U.K. dialect.   

Developing dialect ID systems also becomes difficult 
because there may not be exact ground truth knowledge of a 
speaker’s dialect. Therefore, fundamental research is needed 
to establish a means of assessing the separation of dialects, 
given that speech data is available for a set of 3 dialects. Such 
assessment will allow any dialect ID system to predict dialect 
ID performance by estimating how close the 3 dialects are in 
the given language space. If the three dialect data pools are 
not “pure” (i.e., there is some cross-mixing of dialect data), 
the proposed framework could be used to assess dialect purity 
and perhaps set aside mismatched dialect data.  

3. Proposed Distance Measurement 
Algorithm

As mentioned previously, our method is based on finding the 
acoustic differences between data from different dialects, in 
other words we find the dialect distances in the acoustic 
space. Gaussian Mixture Models (GMMs) are used to model 
the individual dialects.

3.1. Comparing Score Distributions 

Score distributions which are derived from the score 
histograms are the basis for the proposed distance measure. 
To find the score histograms for two dialects D1, D2, a single 
GMM is trained for each dialect. Our focus here is to keep the 
training data balanced (i.e., the two training sets have the 
same amount of data, number of speakers, and same gender 
balance). Next, we perform a closed-set test (i.e., we test each 
of the above GMMs with the training data from D1 and D2;
note, we wish to accomplish the dialect assessment with only 
the available input training data). As a result, we obtain four 
sets of log-likelihood scores. Next, we formulate four 
histograms and approximate them by distribution functions. 

The function that is used is a three parameter distribution 
function called the Generalized Extreme Value distribution. 
Let us call the scores of testing D1 data against D1 and D2
models, S11, S12 respectively. In a similar manner, we obtain 
S22, S21 scores. The idea is that the more S11 and S12 are 
separable, the better the classification accuracies between the 
two dialects. This should be the same for S22, S21. It is 
interesting to note that the distance from D1 to D2 is not the 
same as the distance from D2 to D1. Comparing S11, S12 score 
distributions we obtain the distance between D1, D2 which we 
call d(D1,D2), and comparing S22, S21 score distributions we 
find d(D2,D1). The average of d(D1,D2), d(D2,D1) yields a 
separation measure between the two dialects. To compare the 
distributions, the Mean Square Error criterion is used. Fig. 2 
shows two distributions of S11 and S12 when D1 and D2
represent two of Arabic dialects, AE (United Arab Emirates) 
and EG (Egypt) respectively. 

Figure 2: Comparison between two score distributions when 
testing dialects of Arabic: AE data vs. AE and EG GMMs.

Our experience shows that when the two score 
distributions are separable, the corresponding dialects are far 
apart as well, and also can be well classified, but the inverse 
is not always true. In other words, there are cases, where the 
two distributions have measurable overlap, but the 
classification accuracies are high. The reason is that here we 
are comparing the whole score distributions, but in a 
classification task only two scores at a time are compared 
which are related to the same test stream. The solution to this 
problem is to move the analysis from a 2-Dim. surface to a 3-
Dim space which is explained in the next subsection. 

3.2. 3-Dim. Score Distributions 
In the previous subsection, we showed how to find both S11
and S12 score distributions. Now, instead of comparing them 
on a 2-Dim. surface, we draw the first on an XZ plane in 3-
Dim. space and the second on the YZ plane. Let us call S11
distribution, f1 and S12 distribution, f2. Next, the 3-Dim. score 
distribution which is a 3-Dim. Generalized Extreme Value 
distribution is calculated as follows: 

                                                                                             (1)

Next, we find the portion of volume under this distribution 
which is between the XZ plane and the (X=Y)Z plane. This 
volume represents the correctly classified tokens, and is 
compared (divided) to the whole volume under the 
distribution to yield the estimation of separation between D1
and D2 or d(D1,D2). The same method is used to find 
d(D2,D1), and finally they are averaged and the resulting 
number is multiplied by 10, in order to obtain a working 
range for the dialect separation score. The range of the 
proposed distance is (5, 10). The lowest distance between two 
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mismatch = 0 % 
D = 6.0533 

mismatch = 20 % 
D = 5.8941 

mismatch = 40 % 
D = 5.8139 

EG

SY AE

5.70

5.93

5.80

EG

SY AE

5.81

6.26

6.10

EG

SY AE

5.75

6.02

5.91

dialects which can be represented as the distance between a 
dialect and itself is 5 (i.e., volume in 3-Dim. Space is 0.5 of 
total, and becomes 5 when scaled by 10), and the highest 
distance is 10 (when the two dialects are completely 
separable). Fig. 3 shows the 3-Dim. score distribution for AE 
and EG Arabic dialects. 

To conclude this section, we introduce the distance 
between three dialects, or D(D1,D2,D3) as:

                                                                                        (2) 

4. Experimental Results and Evaluation 

4.1. Distance Measures for Three Arabic Dialects 
In this section, we investigate the use of the distance 

assessment scheme for a corpus of three Arabic dialects: AE 
(United Arab Emirates), EG (Egypt), and SY (Syria). 
Individuals unfamiliar with the Arabic language would 
generally assume that since these three regions are well 
separated geographically, their dialects would also be well 
separated. The numbers of speakers for each dialect are 
respectively 38, 41, and 37, and the training data is 4-5 hours 
per dialect. Only male speakers are chosen, in order to 
remove gender as another variable. Each trained dialect 
employed 64 mixtures and 12-dimensional MFCC features. 
The pair-wise dialect distances are as follows: d(AE, SY) = 
6.26, d(SY, EG) = 5.81, d(EG, AE) = 6.10, and the combined 
distance is D(AE, EG, SY) = 6.05. 

The distances show that AE and SY have the widest 
separation, while EG and SY has the smallest. Table 1 shows 
the confusion rates of running a three way classification on 
the same three dialects. For this classification task, we used a 
fully functional system with 600 mixtures and 26-dimensional 
MFCC features, while the previous 64-mixture, 12-
dimensional MFCC system for separation assessment is more 
flexible with low perplexity. We also note that for the 
purposes of establishing these classification results, the values 
in Table 1 are from an open set test (i.e., the test data is 
different from train data).  

Table 1. Confusion table for open-set classification of 
AE, EG, SY (rates are in %). 

The open set classification results show that EG and SY, 
which had the smallest separation are more confusable, 
whereas AE and SY with the largest distance are less 
confusable. To be specific, we establish a confusion score as: 
CONF(EG, SY) as the sum of the percentage of SY classified 
as EG, and EG classified as SY.  With this, we find 
CONF(EG, SY) = 32.6, CONF(AE, EG) = 22.7, CONF(AE, 
SY) = 19.4. These combined confusion rates are in line with 
the dialect separation distances assessed from the GMMs, 
where the smaller the distance the larger the confusion. We 
note here that the goal of this study is to obtain an assessment 
scheme for dialect separation. Therefore, it is necessary to 
determine how consistent the 3-way separation score would 
be in other dialect combinations/scenarios. 

4.2. Evaluation 
To evaluate the consistency of the dialect separation 

distance D(., ., .), we consider two scenarios: (i) we employ 
three separate languages (which should provide an upper 
bound on separation), and (ii) we introduce a controlled level 
of mixing between the 3 dialects. We consider each scenario 
in this section. In Scenario 1, the proposed separation scheme 
is applied to assess distances between three languages from 
the OGI corpus: French, Hindi, and Japanese. The number of 
speakers for each language is 40, in order to be similar in 
speaker size with the dialect scenario. Separation distances 
are as follows: d(French, Hindi) = 6.56, d(Hindi, Japanese) = 
6.44, d(Japanese, French) = 6.59. The pair-wise separation 
scores are all larger than the corresponding scores seen for 
dialect pairs (5.81-6.26 for dialects; 6.44-6.59 for languages). 
This shows that the method can be used for languages as well. 

In the second scenario, the data from dialects are 
intentionally mixed, and the separation distances are 
recalculated to show that the distances decrease as the dialects 
are blended closer together. More specifically, we add the 
same percentage of mismatch from each dialect to the other 
two, and generate three virtual dialects that we know should 
be more similar with smaller distances than the actual 
dialects. This controlled blending of the training data allows 
us to gradually cause the models to migrate inward towards a 
common dialect model. Fig. 4 shows the structure of the three 
virtual dialects D1, D2, D3 which are used to train three GMM 
models to obtain the dialect separation distances. Each virtual 
dialect has mismatched dialects with 20% mismatched data 
(10% mismatch from each of the other two). 

Figure 4: Virtual dialect set 1 (20% even mismatch).

Figure 5: Distance between dialects decrease by 
introducing controlled data mismatch.

       Train 
Test AE EG SY 

AE 82.6 14.1 3.1 
EG 8.6 82.0 9.2 
SY 16.3 23.4 60.1 
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Figure 3: 3-Dim. score distribution.
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The same experiment is performed for an even 40% 
mismatch as well. Since the dialect acoustic space is 
gradually being blended from 0% to 40% mismatch, we 
expect the resulting dialect separation scores to decrease as 
mixing increases. Fig. 5 shows the 3-way dialect assessment 
measures from 0-40% mismatch. As expected, the pair-wise 
separation scores become progressively smaller. The overall 
dialect separation distance D decreases, and using the pair-
wise measure, it is possible to see where larger confusion will 
result.

In a third scenario, we consider the idea that if we mix the 
data from the dialects with the largest separation distance, it 
will affect the separation distances more than the case when 
data from the closer dialects is mixed. To accomplish this, we 
blend AE and SY dialects, with 40% mismatch between both, 
since they have a larger dialect separation. Fig. 6 shows the 
structure of the training dialect mixture data. Once the 
training data is organized, new dialect GMMs are trained and 
pair-wise dialect separation distances obtained (distances are 
shown in Fig. 7a). Fig. 7a shows that by introducing 
mismatch for AE, SY models, all three dialect separation 
distances are affected, since their separation is always relative 
to the remaining GMM dialect models. 

Figure 6: Target 40% dialect mismatch set.

Figure 7: Dialect distances with 40% mismatch between 
AE, SY (a) and EG, SY (b).

If we compare the 3 scores for 0% mismatch (5.8, 6.1, 
6.26), with 40% target mismatch for (AE, SY) with (5.74, 
5.76, 5.89), we see that the (AE, SY) dialect pair had the 
largest separation distance drop-off (0.5 change). 

If instead of a target mismatch data swap from AE and 
SY, we perform this for EG and SY, we would expect less of 
a change in the pair-wise distances as well as in overall 
distance D, since these two dialects are already more 
confusable.

So, the final experiment performs a target 40% mismatch 
between EG and SY, with AE training data kept at 100% 
pure. The resulting GMMs are again assessed with the 
resulting dialect separation distances summarized in Fig. 7b. 

The pair-wise dialect model distances are all impacted by 
this mismatch. Using the original 0% mismatch for 
comparison, we see that the d(EG, SY) drops to the smallest 
value so far (5.67), while (EG,AE) pair was not impacted and 
(AE, SY) had a drop-off. Comparison between Fig. 7a and 
Fig. 7b also shows that the average relative distance change 
(each separation distance change from the original distances 
divided by the original distances) in the first experiment is 
4.2%, whereas that of the second experiment is 1.8%. 

5. Conclusions
In this study, the goal of assessing dialect separation in a 

3-way set was considered. A method to measure the acoustic 
dialect separation distance was proposed based on GMM 
output score distributions. Using the available training data, a 
closed-set evaluation process was established based on the 
resulting log-likelihood scores in a 3-Dim. model. The dialect 
separation measure D was obtained using the 3-Dim. volume 
space analysis. The proposed framework was evaluated on a 
corpus of three dialects of Arabic. Since it is difficult to know 
ground truth for the true separation of those three dialects, 
virtual dialects were obtained using a controlled level of 
mixing of the train data from the three dialect data pools. The 
resulting dialect distance D can vary between (5-10). Using 
controlled levels of mixing of their data, we showed a 
corresponding shift in 3-way distance sets. The sensitivity of 
those dialect distances were also confirmed with an 
independent evaluation of dialect classification for Arabic 
data, as well as a separation assessment using languages from 
the OGI multilingual corpus. 

The results here suggest a viable way to assess dialect 
separation for any 3-way dialect classification task. It would 
allow one to determine how separable the dialects are, as well 
as which pairs are more confusable. The method could also be 
used to assess training data purity if the dialects are known to 
be well separated. Finally, the scores give the user some idea 
of how separated the dialects might be (e.g., we expect 
English dialects from Brisbane (Aus.), Dallas (TX, U.S.A), 
and Belfast (U.K.) to be more separable than Brooklyn 
(NYC), central New Jersey, and Philadelphia (PA). Future 
advances could consider including (i) word selection, (ii) 
prosodic structure, (iii) phoneme usage as determining factors 
for assessing separation. Also, further human perceptual 
evaluations [9] both for classification and recognizablility, 
could be performed to provide supporting evidence. 
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