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Abstract 
Lip synchronization is the process of generating natural lip 
movements from a speech signal. In this work we address the 
lip-sync problem using an automatic phone recognizer that 
generates a phone lattice carrying posterior probabilities. The 
acoustic feature vector contains the posterior probabilities of 
all the phones over a time window centered at the current 
time point. Hence this representation characterizes the phone 
recognition output including the confusion patterns caused by 
its limited accuracy. A 3D face model with varying texture is 
computed by analyzing a video recording of the speaker using 
a 3D morphable model. Training a neural network using 
30 000 data vectors from an audiovisual recording in Dutch 
resulted in a very good simulation of the face on independent 
data sets of the same or of a different speaker. 
Index Terms: lip synchronization, speech recognition, phone 
lattice, 3D morphable models, principal component analysis, 
audio visual speech. 

1. Introduction 
Facial and visual information is in many situations an 
invaluable complement to the acoustic speech signal, 
especially in environments where the speech signal could be 
disturbed by noise [1]. A fundamental component of 
audiovisual interaction is the visual motion of the lips 
according to the accompanying speech.

Some approaches to lip synchronization are based on 
visemes, which are the visual counterpart of the phone. The 
approach of mapping phones to visemes has been tried [2,3], 
where every phone was mapped to one or more 
representations of the viseme and morph-smoothing 
techniques were applied on the output vectors. This method 
has failed simulating the viseme–viseme transitions, and co-
articulation. Other approaches used neural networks to map 
basic speech features to face parameters. For example in [4], 
a neural network was used to map cepstral vectors to face 
parameters.  

We are tackling the lip-sync problem from a new corner. 
At the speech end, an Automatic Phone Recognizer (APR) 
was used, and a phone transition lattice was extracted. This 
architecture has the advantage that know-how for obtaining 
characteristics such as noise robustness and speaker 
independence can be reused straightforwardly from automatic 
speech recognition technology. Additionally, lexical and 
language constraints can be imposed on the lattice [5], [6]. 
The use of a lattice instead of a single recognition result 
allows taking the uncertainty of the APR into account. At the 
facial end, we present an approach which requires re-training 
for each new speaker, but results in a highly accurate  

Figure 1: Data flow of lip synchronization. 

representation. The talking head is a detailed 3D 
reconstruction of the speaker's face, and the animation mimics 
his personal talking style. 

2. Speech processing  
Figure 1 shows the architecture of our system. For extracting 
features from the speech signal, the phone recognizer of [5] is 
applied, a state-of-the-art LVCSR (large vocabulary 
continuous speech recognizer) that gives around 75% phone 
recognition accuracy using only phone-level N-grams  as a 
language model. An MLP-based mapper will subsequently 
transform the speech feature vector into the facial parameters. 

2.1. Phone lattice recognition 
The HMM-based phone recognizer produces what is called a 
phone lattice or a phone probability network (Figure 2) and 
uses context-dependent phone models [6]. In a phone lattice, 
the sum of all arc probabilities at each time point equals one. 
Every arc represents a phone, and carries the probability of 
the occurrence of this phone between two time points 
specified by the start node and end node of the arc. 

In this experiment, we did not search for the best path in 
the lattice to recognize a phone string (using Dynamic 
Programming or the Viterbi algorithm), but we introduced the 
whole phone lattice as a speech feature. This representation 
enabled us to represent the uncertainty of the recognizer and 
use it as speech features, instead of taking the best path and 
losing the information which doesn’t fit with the best path. 
The phone lattice holds on its arcs the posterior probabilities 
[7] of the phones they represent. In order to reduce the 
dimension of the feature vectors to make the processing 
faster, enable real-time simulation and reduce the data 
requirements to model the mapper, all silence rows are 
summed up to one silence row, as well as all phones that map 
to the same visual articulation (viseme), a many-to-one 
mapping similar to the one in [8] was applied. This reduces 
the size of the feature vector up to 50%. 
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Figure 2: A phone lattice – every arc represents a 
phone, and carries a posterior probability of this 
phone between the start and end time of this arc. The 
sum of all the arc probabilities at each time point is 
one. 

To extract time-point feature vectors, the lattice was 
transformed to a matrix, where every column contains the 
probabilities of every phone at that time point (Figure 3). The 
resulting matrix is sparse, since the output of the recognizer 
gives zeros to most of the probabilities of the phones at every 
time point. 

2.2. Language model 
For speech recognition, we only used an Automatic Phone 
Recognizer (APR). Other than a phone level trigram, no 
Language Model (LM) was used to enhance the recognition 
accuracy. 

The main reasons for not using a word-level LM are the 
following. 
1) The lip movements do not depend on the language or the 
words the speaker is uttering, but mainly on the sounds. Even 
if the speaker is pronouncing Out Of Vocabulary (OOV) 
words, the lips should move in the right way for the observer. 
2) Language models are domain dependent. If we want to 
benefit from using the LM, we have to constrain the 
framework only to the domains those LMs are trained to 
cover. 
3) Without language models, recognition errors stay 
localized. When a phone is recognized wrongly, the lips will 
move in the wrong way only for this phone trajectory length. 
LMs would result in incorrectly recognized words, hence 
making the error at the phone level visually spread to a whole 
word or even beyond. 

In case the language domain can be restricted, it might be 
interesting to constrain the phone lattice lexically and with a 
language model, but our tests do not include such constraints. 

2.3. Context dependent articulation 
Face articulation does not only depend on the phone or 

the viseme being uttered, but also on transitions between a 
phone and the phones before and after it,. We therefore 
predict the current mouth position based on the past, present 
and future speech. Hence, the feature vector at the kth frame 
should include the N previous frames (history) and the M next 
frames (future) i.e. it spans the speech range [k-N, k+M]. 
Therefore, we represent the current speech frame by 
concatenating all the feature vectors in that range. In this 
representation, if P is the number of the phones in a language, 
then the size of the vector for each frame is P * (1+M+N) and 
the sum over all components in the input vector at any time 
point is 1+M+N.

Figure 3: Matrix form of a lattice shown as a gray-
scale image.  A column is a time point, and each row 
is a phone identity; black cells are zero probabilities 
and white cells are one. 

3. Video processing 
For generating realistic lip movements of a speaker, 2D 
(image based) methods as well as 3D (model based) methods 
have been proposed. The main advantage of the 2D approach 
[9] is that it can be trained using only a video of the person 
speaking. However, this constrains the artificially generated 
lip movements to the same viewpoint and illumination as seen 
in the training video. The 3D approach [3] on the other hand, 
is able to reproduce lip movements under arbitrary pose and 
lighting conditions. The drawback is that for realistic, person-
specific lip movements, 3D recordings of the face during 
speech are required. We present a texture based approach, 
which combines the ease of training of 2D with the versatility 
of 3D. 

3.1. Analysis of the speaker’s face 
Our method requires a static 3D model of the face in a neutral 
expression (mouth closed). This could be obtained using a 3D 
scanning device, but such equipment is expensive and usually 
not available. We therefore employ the technique of [10], 
which generates a 3D model of the speaker's face by fitting a 
3D Morphable Model (3DMM) to one or more images. The 
images used for generating the 3D model were eight frames 
taken from a training video. In addition to computing the 3D 
shape of the face, texture extraction techniques are employed 
to generate a combined texture map for the neutral face 
(Figure 4). 

Once the geometry and texture of the neutral face are 
obtained, we use this model as a template to track the 3D 
rigid motion and illumination of the speaker's face throughout 
the training video. The process is complicated by the presence 
of non-rigid motion in the eyebrows, eyes, mouth, lower jaw 
and neck region. Instead of manually defining the regions of 
the face where non-rigid motion occurs as in [9], we adopt the 
strategy of [11], which automatically identifies regions that 
do not correspond well with the model as outliers. This also 
provides robustness in the presence of occlusions, such as a 
sheet of paper moving in front of the speaker's face, which 
occurred several times during the training video. 
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Figure 4: 3D model of the speaker’s face obtained by 
fitting a 3DMM to eight frames of a training video. 
The texture on the right is the result of texture 
extraction. 

3.2. Texture analysis of the lip movements 
After tracking, we apply texture extraction to each video 
frame. This results in a representation that is almost 
insensitive to changes in viewpoint and illumination 
(Figure 5). Since we are only interested in changes in 
appearance that are due to speech, we discard the forehead, 
the eyes, the ears, and part of the cheeks. The remaining 
region is analyzed using PCA, yielding a mean texture and 
several eigentextures. After projection onto the PCA 
eigenspace, each texture can be represented by a feature 
vector containing its eigencoefficients, which will be 
predicted from the audio. Using the feature vectors at each 
time point, the original texture animation can be reconstructed 
to an arbitrary degree of accuracy depending on the number 
of principal components retained. A complete face texture can 
be generated by combining the animated PCA region with the 
eyes, forehead and ears using straightforward blending 
techniques. 

4. Data recordings 
The complexity of function estimation depends mainly on the 
type of data supplied, the generality, the size, and the 
accuracy. 

An audiovisual recording of 20 minutes of read Dutch 
speech was made by a speaker not included in the acoustic 
database used for training the APR. The video sampling rate 
was 25 fps (frames per second), and the audio was 100 fps. 
The speech was analyzed and the feature vectors were 
extracted with a variable context window size ranging from 
zero frames up to N=M=5. Since the video sampling rate was 
different from that of the speech, the speech lattice was 
subsampled to match the video sampling rate. The video was 
analyzed according to the method described in Section 3, 
resulting in a vector of texture coefficients for each frame. 

5. Training 
We trained a Multi Layer Perceptron (MLP) as a general 
function approximator to predict the face texture 
eigencoefficients from the digitized matrix of the phone 
lattice. Assuming that there is no discontinuity in the face 
parameters we want to estimate (the changes on the face are 
continuous), an MLP (multilayer perceptron) with one hidden 
layer should be adequate to estimate the targets. 

Figure 5: The texture representation shows a high 
degree of invariance w.r.t. changes in viewpoint and 
illumination. Top row: clips from the original video. 
Bottom row: corresponding results of texture 
extraction. For ease of interpretation, the extracted 
textures have been rendered according to a frontal 
view of the face model. 

6. Experiments and results 
Different neural networks were trained to predict the 10 
texture eigencoefficients from the K*(1+M+N) inputs, with 
the number of neurons in the hidden layer ranging from 10 to 
50, with a step size of 10. From the recorded data, 60% was 
used for training, 20% for validation, and 20% for testing. As 
a result of the training, increasing the number of hidden 
neurons from 10 to 20 and then to 30, decreased the Mean 
Square Error (MSE) on the validation set for every 10 
neurons added. When increasing the number of neurons 
beyond 30, the training became slow, and the gain in terms of 
MSE became unrecognizable. 

As for the context window size shown in Table 1, the 
MSE  decreased (slightly) when increasing the context 
window size from zero to three (history and future). For 
larger windows, the size of the training set became too small 
to enable the network to generalize. 

Visually, the test data showed an improving estimation of 
parameters with increasing context size, and became jerky 
with a context of five. The quality of lip synchronization was 
very good with silence, as well as long vowels and 
consonants (Figure 6). 

New test data was introduced to the network, a recording 
of a female voice at a lower signal-to-noise ratio than for the 
male speech. The framework was able to generalize to give a 
very similar quality compared to the test over the original 
recording conditions.  

7. Discussion 
Using the proposed speech feature vectors, we expect that 
with longer recordings, covering all tri-phone sequences, and 
by applying smoothing techniques on the output vectors of 
the network, the accuracy of the output can be improved 
further.
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Context Size MSE 

0 0.074 

1 0.075 

2 0.063 

3 0.063 

4 0.075 

5 0.090 

Table 1: The mean square error on the development set while 
training a 30 hidden neurons MLP as a function of the 
context window size (in both directions), with 300 epochs of 
training as a maximum. 

On the other hand, the proposed parameterization of the 
texture as linear combinations of eigentextures complicates 
the function estimation problem. This is because a 
straightforward linear interpolation between mouth 
configurations in texture space does not produce realistic 
results for intermediate mouth shapes. Hence, plausible paths 
between visemes are inherently nonlinear in our 
parameterization. We suspect that applying optical flow based 
techniques to the texture component may significantly 
improve the quality of the results. Such an approach may also 
reduce the amount of training material that is required for 
adapting the model to a new speaker's face. 

It is worth mentioning here that even in its current form, 
our system can be automated enough to enable training at the 
user end, using only one camera and a user manual. 

8. Conclusions 
Using an MLP, we were able to predict PCA eigen-
coefficients of the texture of a 3D face model from posterior 
phone probabilities generated by an automatic speech 
recognizer using a trigram phone model. Using the right 
parameters, network size, context size, and data size, this 
approach can offer very good lip-sync quality using real 
faces. Using this method, people can build their own 3D 
model at home, with textures simulating the user’s own face 
and articulation style. 
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