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Abstract
Acoustic-to-articulatory inversion for vowels is performed by
cepstral analysis-by-synthesis, using chain-matrix calculation
of vocal tract (VT) acoustics and the Maeda articulatory model.
The derivative of the VT chain matrix with respect to the area
function was calculated in a novel efficient manner, and used in
the BFGS quasi-Newton method for optimizing a distance mea-
sure between input and synthesized cepstral features over the
entire articulatory trajectory. The optimization is initialized by
a fast search of an articulatory codebook with a bin structure in
formant space and the cost function also includes regularization
and continuity terms to obtain realistic inverted VT shapes and
smooth articulatory trajectories. Inversion is evaluated on the
three diphthongs /ai/, /oi/ and /au/ of two speakers, one male
and one female, from the University of Wisconsin X-ray mi-
crobeam (XRMB) database, and good agreement was achieved
between inverted midsagittal vocal tract outlines and measured
XRMB tongue and lip pellet positions, with an average relative
error of less than 3% in the first three formants.
Index Terms: Acoustic-to-articulatory inversion, Analysis-by-
Synthesis, chain matrix, Maeda articulatory model.

1. Introduction
Acoustic-to-articulatory inversion or vocal tract (VT) inversion
is the problem of obtaining the VT shapes that produced a given
speech signal. Potential benefits include the use of inverted ar-
ticulatory parameters for efficient speech coding and improved
speech recognition, and aided language learning. Data-driven
inversion methods based on Artificial Neural Networks, Mix-
ture Density Networks, or Kalman filters, have become popu-
lar in recent years [1]. Here we focus instead on analysis-by-
synthesis methods where inversion is performed by adjusting
the parameters of an articulatory synthesizer to match acoustic
features computed from the input speech [2, 3, 5].
For vowels, the first three formant frequencies are important for
the perception of vowel quality, and acoustic distance measures
between natural and synthesized formants are often minimized
[7, 8]. Among a set of spectral distance measures, a cepstral dis-
tance was found, in [3], to give best performance when inverted
articulatory parameters were used for vowel recognition.
The two main difficulties in acoustic-to-articulatory inversion
are the well-known non-unique nature of the mapping [6, 2] and
local minima in the optimization. The non-uniqueness is usu-
ally resolved by including regularization and continuity terms in
the optimization cost function and by using articulatory models
to constrain the VT area function [7, 5]. The problem of local
optima is addressed by using articulatory codebooks to provide
good initial points for the optimization [2, 5]. Further optimiza-
tion has been performed by methods such as direct search [5, 7],
gradient based [3], and variational [8] methods.
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Figure 1: VT inversion using analysis-by-synthesis.

In this paper, we perform VT inversion for vowels by cep-
stral analysis-by-synthesis using chain-matrix calculation of VT
acoustics [12] and the Maeda articulatory model [10]. We de-
velop efficient methods for codebook search and subsequent op-
timization, and investigate the form of the cost function needed
to balance the desired simultaneous goals of good match be-
tween input and synthesized acoustic features, realistic inverted
VT configurations, and smooth articulatory trajectories. The in-
version method is evaluated on two speakers from the X-Ray
Microbeam Database [11], and speaker adaptation of the artic-
ulatory model is addressed.

In Sec. 2 we describe the different components of our inversion
method including articulatory-to-acoustic mapping using chain
matrices, the cost function to be minimized, and fast codebook
search, and derive the gradient of the cost function for efficient
optimization. We present inversion results in Sec. 3 and con-
clusions and directions for future work in Sec. 4.

2. The Inversion Method
2.1. VT Inversion by Analysis-by-Synthesis

Fig. 1 shows a block diagram of the different steps typically
involved in VT inversion using analysis-by-synthesis.

For vowels, the first three formants would be good acoustic fea-
tures for inversion since they are important for the perception
of vowel quality. However, formant estimation can be difficult
for high-pitched talkers, consonants and semi-vowels. We per-
form VT inversion by matching the truncated cepstrum, which
is equivalent to matching the smoothed log spectral envelope.
The first 20 cepstral coefficients were used, excluding the ze-
roth cepstral coefficient as it is only related to signal energy.
De-emphasis of spectral tilt and formant bandwidths, log spec-
tral weighting, and Mel frequency warping can all be captured
in a linear weighting matrix on cepstra [4, 3]. By minimizing
the cepstral distance measure, given in Sec. 2.3, formant peaks
in the spectrum are effectively matched and explicit formant es-
timation is not necessary. Computationally too, DFT cepstra are
more efficiently calculated and optimized than formants.
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Figure 2: Articulatory-to-acoustic mapping
2.2. The Articulatory-to-Acoustic Mapping
Fig. 2 shows the block diagram of the articulatory-to-acoustic
mapping using the Maeda articulatory model where the VT
area function is described using seven parameters: jaw position,
tongue body shape and position, tongue tip position, lip height
and width, and larynx height [10].
In the chain matrix method for computing VT acoustics, the
Laplace/Fourier transforms of pressure, P , and volume velocity,
U , at the input and output of an acoustic tube, for a linear wave,
are related by [12]:(

Pout

Uout

)
=

(
A B
C D

)(
Pin

Uin

)
(1)

where the matrix formed by A, B, C and D is called the chain
matrix (CM), with a transfer function:

H(s) =
Uout(s)

Uin(s)
=

1

(A− CZL)
(2)

whereZL is the output radiation impedance. For a vowel sound,
the VT is approximated as the concatenation of N uniform
cylindrical tubes starting at the glottis and ending at the lips
and the overall CM is:

K = KN ·KN−1 · · · · ·K1 (3)
where Kn is the CM of the nth tube. For the Sondhi lossy VT
model, the elements of Kn at a given angular frequency ω are
given by ([12]):
An = cosh

σLn

c
Bn = −ρcγ

An
sinh

σLn

c
(4)

Cn = − An

ρcγ
sinh

σLn

c
Dn = cosh

σLn

c
(5)

whereAn (not to be confused with the CM parameterAn) is the
area and Ln is the length of the nth tube, ρ is the density of air,
c is the speed of sound in air, and γ and σ are only functions of
ω and do not depend on An and Ln. Formulae for calculating
γ and σ and other details are found in [12].
The magnitude of the VT transfer function is:

T (f) = |H(f)| (6)
Let T = [T (f0) T (f1) . . . T (fNf )]

T , where fi = i · Fmax
Nf

,
i = 0, 1, . . . , Nf with Fmax = fs/2. The formants of the
VT can be computed from the roots of the LP polynomial fitted
to the T (fi). If we denote T̂ = log(T), with elementwise
logarithm of the vector T, then the DFT cepstrum x̂ of T (f)
can be expressed as a DCT because of the symmetry of T (f):

x̂ = C · T̂ (7)
where C is a DCT matrix.
Since the shape of the computed transfer function for vowels
is very well fitted by an LP all-pole model, the synthesized
LPC cepstrum is very well approximated by the above DFT
cepstrum. The difference between log spectra described by
liftered LPC and DFT cepstra was verified to be negligible for
fs = 8000Hz and a DFT size as low as 64 (Nf = 33). There-
fore, the synthesized DFT cepstrummay be used to match either
DFT or LPC natural cepstra for vowels.
The most computationally intensive step in the synthesis is the
calculation of the VT chain matrix using Equations 3 to 5 since
there may be up to N = 30 sections in the area function, and
T (f) may be desired at Nf = 30 or more frequency points
depending on the sampling rate and frequency resolution.

2.3. The Optimization Cost Function
The objective function to be minimized (E) is the sum of
acoustic (Eacou), regularization (Ereg) and geometric continu-
ity (Egeo) terms [7, 5, 8]:

E = Eacou + cregEreg + cgeoEgeo (8)
where creg and cgeo are weights. We use:

Eacou =

T∑

t=1

(
[x̂(t)− x̂in(t)]

TWcep[x̂(t)− x̂in(t)]
)γ

(9)

Ereg =

T∑

t=1

[p(t)− p0(t)]
TWpar[p(t)− p0(t)] (10)

Egeo =

T−1∑

t=1

||p(t+ 1)− p(t)||2η (11)

where {p(t), 1 ≤ t ≤ T} is the articulatory vector sequence
being optimized, {x̂in(t), 1 ≤ t ≤ T} and {x̂(t), 1 ≤ t ≤ T}
are the target and synthesized cepstral sequences, Wcep is the
cepstral weighting matrix, γ and η are exponents, {p0(t), 1 ≤
t ≤ T} is a “regularizing” sequence, and Wpar is an artic-
ulatory parameter weighting matrix. As discussed in Sec. 2.1,
Wcep incorporates the operations of liftering (we used the raised
sine lifter, given in Eq. (3) of [4] for example), log-spectral em-
phasis between 250 Hz and 3000 Hz, and Mel warping.
The values of creg , cgeo, γ, p0(t),Wpar and η may be chosen
to better achieve the competing goals of acoustic match, realis-
tic VT shapes and smooth articulatory trajectories. Increasing
values of γ and η result in lower maximum values across frames
of the acoustic and geometric distances respectively. We used
γ = 3 and η = 2. Ereg helps in eliminating unrealistic VT
shapes during codebook search by discouraging VT configura-
tions farther from the mean position (nominally p0(t) = 0 for
the Maeda model), which are less likely to occur. In the sub-
sequent optimization we use p0(t) = pinit(t), the initial se-
quence obtained from the codebook search, since we are more
interested in improving the acoustic match close to the initial
sequence. Wpar and p0(t) may be used to place constraints on
the articulatory parameters, either based on phonetic considera-
tions or to improve results for a specific speaker.
2.4. Codebook construction and fast search
We followed the method of codebook construction using log
formant bins described in [4]. Using 2 × 106 random pairs of
articulatory and acoustic vectors, a minimum log formant dis-
tance corresponding to 20% relative error, and an ∞-norm of
1 in articulatory space, we arrived at a codebook with around
82,000 vectors. The bin structure of the codebook in the for-
mant domain can also be exploited for efficient search since it is
equivalent to a (non-binary) tree organization in acoustic space.
The cepstral centroids of the bins are used to first identify the
bin containing an input cepstral vector x̂in(t), and the search at
time t then continues only in it and neighbouring bins. Since
the cepstral centroids were observed to retain formant peak in-
formation clearly, and there is some redundancy in articulatory
space between adjacent bins in the codebook, further refinement
of cepstral clusters was not considered necessary, and search re-
sults were satisfactory. Since the cost function includes Egeo,
the codebook search involves dynamic programming (DP) [5].
For the DP search, we used two kinds of pruning. At each time
t, from the identified bins for x̂in(t), only the best n1 code-
vectors according to Eacou +Ereg were considered for the DP
iteration, and after the iteration, only n2 codevectors were re-
tained for the next iteration. Good search results were obtained
even with n1 = 200 and n2 = 20, for a fraction of the original
search time.
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Further optimization is needed after codebook initialization to
obtain both a better acoustic match with the input speech, and
smoother articulatory trajectories, since there is a trade-off be-
tween the acoustic and articulatory resolutions and the size of
the codebook.
2.5. Convex optimization of the cost function
We developed an efficient way of calculating the derivative of
the CM of the VT with respect to the area function, since the
computation of the VT CM is the most expensive step in syn-
thesis as noted at the end of Sec. 2.2. This was then used in the
BFGS quasi-Newton method to optimize the cost function [13].
The BFGS method has better (superlinear) asymptotic conver-
gence than some other methods used in the past for optimization
of area functions. The direct search methods of [5, 7] and the
iteration in the variational approach of [8] which appears to be a
type of fixed point method, have linear convergence. The BFGS
method requires ∂E

∂p
, the gradient of the cost function with re-

spect to articulatory parameters (time dependence is ignored for
the sake of clarity). ∂Ereg

∂p
and ∂Egeo

∂p
can easily be calculated

from Equations 10 and 11. The functional dependencies in com-
puting Eacou are: p→ {A,L} → T→ x̂→ Eacou. ∂Eacou

∂p

can be computed by applying the chain rule. ∂Eacou
∂x̂

and ∂x̂
∂T

are relatively straightforward to calculate from Equations 9 and
7, and ∂A

∂p
and ∂L

∂p
can be calculated from the equations of the

Maeda model (where the notation ∂x
∂y
is used to denote the ma-

trix of partial derivatives
[
∂x(i)
∂y(j)

]
when x and y are both vec-

tors). We focus on the step {A,L} → T.
2.6. Chain matrix derivatives with respect to area function
By Equations 2 and 6, T depends on the CM parameters A
and C of the VT and the radiation impedance ZL. Therefore,
to compute ∂T

∂A
and ∂T

∂L
, we need to compute the derivatives of

A and C, which are given by Equations 3 to 5, with respect to
{A,L}. The CM of each section depends only on its own area
and length, and not on those of other sections. This simplifies
the derivative calculation from Equation 3:

∂K

∂An
= [KN · · ·Kn+1] · ∂Kn

∂An
· [Kn−1 · · ·K1] (12)

If we define:
Pn = Kn−1Kn−2 · · ·K1, 2 ≤ n ≤ N (13)

Qn = KNKN−1 · · ·Kn+1, 1 ≤ n ≤ N − 1 (14)
and let: P1 = QN = I =

(
1 0
0 1

)
(15)

then: ∂K(A)

∂An
= Qn · ∂Kn

∂An
· Pn, 1 ≤ n ≤ N (16)

From Equations 4 and 5, we can show:
∂An

∂An
= 0

∂Bn

∂An
= − 1

An
· Bn (17)

∂Cn
∂An

=
1

An
· Cn ∂Dn

∂An
= 0 (18)

Therefore, ∂Kn
∂An

is very easily obtained from the elements of
Kn. Similarly, many of the quantities involved in the calcula-
tion of ∂Kn

∂Ln
are already available from the calculation ofKn.

Computational efficiency: A count of the real multiplications
involved shows that computation of ∂Eacou

∂p
using the above an-

alytical calculation of ∂T
∂A

and ∂T
∂L
is around 2.4 times as effi-

cient as a finite-difference approximation for the 7 parameter
Maeda model. If the analytical calculation was used in con-
junction with an articulatory model with more parameters (like
the Mermelstein model [9]), the advantage in efficiency would
be higher.

3. Results
The inversion method was evaluated on two speakers, one
female and one male, from the X-ray microbeam (XRMB)
database [11]. For the female speaker (“JW46”) the VT ex-
ternal outline (palate and rear pharyngeal wall) was similar in
scale and shape to that of the Maeda model, and the model was
used without any adaptation. For the male speaker (“JW11”),
limited adaptation of the Maeda model was performed by over-
all scaling of the VT, and modifying the palate and pharyn-
geal wall outlines according to the measured outlines provided
in the database. A speaker-specific codebook was therefore
constructed. Detailed adaptation of the Maeda model would
also involve separate scaling factors for the oral and pharyn-
geal regions and modifying the coefficients used to convert mid-
sagittal widths to cross-sectional areas and the basis vectors
used to compute the tongue outline from the jaw and tongue
parameters [14, 10]. This would be a topic of future work.
We evaluated the inversion on three diphthongs: /ai/, /au/ and
/oi/, taken from words of the form /sVd/ where V is the vowel,
as contained in task #13 of the XRMB database. We downsam-
pled speech signals to 8kHz, and computed 20 linear prediction
cepstral coefficients (LPCCs) from 20ms frames with an LPC
order of 10, for inversion. Frames were centered around times
at which XRMB pellet positions were measured, with a frame
rate around 146Hz. A lower frame rate would probably suf-
fice and will be explored in the future. Synthetic cepstra were
computed using the transfer function at 33 frequency points be-
tween 0 and 4kHz (included). Natural formants were manually
extracted using the LPC analysis, for acoustic evaluation of in-
version results.
The values of creg , cgeo, p0(t), and Wpar in the cost func-
tion were carefully chosen, as discussed in Sec. 2.3, to achieve
a balance between the simultaneous goals of acoustic match
(Eacou), realistic inverted VT shapes (Ereg) and smooth ar-
ticulatory trajectories (Egeo). Egeo alone was found to be
insufficient to resolve the non-uniqueness of the acoustic-to-
articulatory mapping for /au/ and /oi/, where more than one
articulatory trajectory was observed to correspond to the same
trajectories for the first three formants. The codebook search
often selected VT configurations with an elongated larynx and
wide open mouth where lip-rounding was expected. A mini-
mum value of creg , along with greater penalty weight (between
5 and 10) on the larynx height parameter relative to other pa-
rameters inWpar was found to be necessary to obtain alternate,
more realistic articulatory trajectories with lip rounding, which
are closer to the measured pellet positions. Adding a bias to
the larynx height regularization parameter to shorten the larynx
was also found to be necessary for JW11 and useful for JW46.
Increasing the penalty on the jaw parameter (to 3) inWpar also
improved results for JW11.
The strategy for improving acoustic match and smoothening
articulatory trajectories after codebook search was as follows.
The parameter trajectories obtained from codebook lookup are
first smoothed using a short hamming window as this helps to
reduce Egeo without affecting Eacou much. In the BFGS op-
timization, a smaller value of creg and a larger value of cgeo
were used compared to their corresponding values in codebook
search, and the articulatory parameter sequence after codebook
search and smoothing was used for regularization as mentioned
in Sec. 2.3. The BFGS iterations were stopped when the de-
crease in acoustic cost fell below a threshold (1%). The total
inversion time for a speaker, with 3 diphthongs of around 30
frames each, was around 45-55 seconds in Matlab running on
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Figure 3: Speaker JW46, /oi/ from ‘soyed’ - Measured XRMB tongue (solid circles) and shifted lip (empty circles) pellet positions
plotted against inverted VT outlines (solid lines). Measured palate and pharyngeal outlines are plotted using dotted lines.
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Figure 4: Speaker JW11, (a) /oi/ from ’soyed’ (b) /au/ from
‘saud’ - Measured XRMB tongue (solid circles) and shifted lip
(empty circles) pellet positions plotted against inverted VT out-
lines (solid lines) for three frames.
an AMD Athlon 4.2GHz processor, with each codebook search
taking around 1 second for n1 = 500 and n2 = 50. After op-
timization, inverted articulatory trajectories varied smoothly as
would be expected for a human talker, and the average relative
errors in the first three formants for the three diphthongs were
around 3% and 2% for JW46 and JW11 respectively.
Measured XRMB gold pellet positions are plotted against the
VT outlines obtained from inversion and shown for five evenly
spaced frames from /oi/ of JW46 in Fig. 3 and for three evenly
spaced frames from /oi/ and /au/ of JW11 in Fig. 4. For the
comparison, the model outlines were shifted so that the model
and measured palate ends behind the teeth are aligned. Lip pel-
lets were shifted vertically by the approximate height between
them during a token of /m/ for the speaker, and horizontally av-
eraged and shifted by an ad hoc speaker-specific distance. The
match between inverted VT outlines and measured pellet posi-
tions is observed to be good for JW46. For JW11, although the
acoustic match was excellent and the inverted VT outline ap-
proximately followed the curve of tongue pellet positions, the
pellets were found to lie slightly away from the inverted outline
for all three diphthongs. This could be due to lack of appropri-
ate constraints in the regularization or inadequate adaptation of
the Maeda model to the speaker, and needs to be investigated.
Another direction for future work would be towards a mapping
from XRMB pellet positions to articulatory parameters, so that
better constraints could be easier learned and inverted articula-
tory parameter trajectories could be compared with actual ones.

4. Conclusions
VT inversion was performed for vowels by cepstral analysis-
by-synthesis using chain matrices and the Maeda articulatory
model. The contribution of this paper is in developing efficient
techniques for the codebook search and convex optimization
stages, using respectively, the bin structure of the codebook in
log-formant space, and an analytical calculation of the deriva-
tive of the VT chain matrix with respect to the area function.
The form of the optimization cost function was carefully chosen

to obtain a balance between acoustic match, realistic VT shapes,
and smooth articulatory trajectories. The inversion method was
evaluated on diphthongs of two speakers from the X-ray mi-
crobeam database and limited adaptation of the Maeda model
was performed for one speaker. A minimum weight on the
regularization term, and related constraints on the articulatory
parameters were found to be necessary to obtain realistic VT
shapes for /au/ and /oi/. Good geometric match was achieved
between inverted midsagittal VT outlines and measured XRMB
tongue and lip pellet positions, with an average relative error of
less than 3% between the first three synthesized and natural for-
mants. Future work would be aimed at extending the inversion
method to other speech sounds such as fricatives, and detailed
adaptation of the articulatory model to different speakers.
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