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Abstract
In this paper we investigate the use of voice activity detec-
tion (VAD) for improving noise models used for cepstral do-
main minimum mean squared error (MMSE) filtering of noisy
speech. Due to the popularity of MFCC features for speech
recognition, it is useful to have VAD methods and MMSE fil-
tering algorithms that both work in the MFCC domain. We pro-
pose a method for VAD based on the likelihood ratio test (LRT)
that works directly on MFCC feature vectors. Detected noise-
only frames are collected and used for creating a noise model
which is then used for MMSE filtering. Finally, speech recog-
nition is run using models trained in clean conditions. Exper-
iments on AURORA2 show that our approach is successful in
improving the noise model compared to the common approach
of simply using the first few frames of each file for noise model-
ing, and that the proposed VAD method has performance com-
parable to a well-known LRT-based VAD algorithm that works
in the DFT domain.
Index Terms: Speech recognition, robustness, voice activity
detection

1. Introduction
It is well known that the performance of automatic speech
recognition (ASR) systems degrades rapidly in the presence of
additive background noise. However, many possible applica-
tions for ASR require the systems to maintain an acceptable
level of performance under noisy conditions in order to be use-
ful in practice. Thus, noise robustness is an important issue for
ASR.

One approach to the noise robustness problem is MMSE fil-
tering of noisy speech feature vectors. Some of the most recent
MMSE techniques require prior knowledge about speech and
noise [1, 2]. For speech such knowledge is usually available in
the form of clean speech training data used for training the ASR
models. For noise, however, there is usually no training data
available, since in most cases one does not know in advance the
exact environmental conditions that will be encountered during
practical use of the ASR system. Thus, it is usually necessary to
extract noise parameters from the utterance that is to be recog-
nized. One can then either try to extract noise parameters from
the whole utterance by tracking the noise during speech activity
[3, 4, 5] or one can perform voice activity detection to iden-
tify speech-free regions that can be used for estimating noise
parameters. In this paper the latter approach is taken.

Lately, several VAD methods based on the likelihood ratio
test have emerged [6, 7, 8]. However, these approaches work in
the discrete Fourier transform (DFT) domain. We propose an
approach that works in the same domain as most speech recog-

nizers, i.e., the MFCC domain. This strategy is beneficial for
several reasons. Examples include distributed systems where
the ASR server only has access to the MFCC feature vectors,
and systems using a standarized front-end with MFCCs as out-
put.

We consider a system consisting of three stages:
1. Voice activity detection to identify noise-only frames
2. MMSE filtering of noisy speech using the noise-only

frames obtained in step 1 for noise modeling
3. Speech recognition based on the MMSE-filtered feature

vectors from step 2 using recognizer models trained in
clean conditions

A block diagram of the system is shown in Figure 1. Perform-
ing all steps (after feature extraction) in the MFCC domain has
the advantages that no feature vector transformations are neces-
sary between each stage, and we do not need access to features
in the frequency domain as is required by many VAD and noise
tracking algorithms. The VAD in stage 1 is based on the like-
lihood ratio test and takes advantage of prior knowledge about
speech in the form of a Gaussian mixture model (GMM) in the
same way as the MMSE filtering in stage 2. Note that the VAD
method in stage 1 needs an initial crude estimate of the noise
parameters. In practice this can be obtained by using an initial
silence detector to extract a few noise-only frames.

The main novelties of this paper are the VAD method in
stage 1, and its application to cepstral domain MMSE filtering.
The MMSE filtering approach used in this paper is a simplified
version of model-based feature enhancement (MBFE) [9, 2].
The MBFE approach is based on the HMM, but it was shown
in [2] that good results can also be obtained by simply using a
GMM. Hence, our implementation of MBFE uses a GMM.

The rest of this paper is organized as follows. Section 2 de-
scribes the proposed cepstral domain approach to voice activity
detection. Then, Section 3 describes the MMSE filtering stage.
In Section 4 we will briefly review the DFT-based method pro-
posed by Sohn et al. in [6], which will be used for comparison
when describing experiments and results in Section 5. Finally,
conclusions are drawn in Section 6.

2. Cepstral Domain VAD Based on the LRT
Voice activity detection is a binary classification problem, con-
sisting of the classes

Ω0 : speech absent
Ω1 : speech present.

Given an observation y this problem can be formulated as a
statistical hypothesis test where the null hypothesis (H0) is that
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Figure 1: Block diagram of the system.

y belongs to Ω0 and the alternative hypothesis (H1) is that y
belongs to Ω1. According to the Neyman-Pearson Lemma, an
optimal hypothesis test is obtained by using the likelihood ratio
test. The likelihood ratio is given by

LR(y) =
L(y|H0)

L(y|H1)
=

p(y|Ω0)

p(y|Ω1)
(1)

where L(y|·) denotes the likelihood of the given hypothesis and
p(y|·) denotes the probability density function of an observa-
tion from the given class. The likelihood ratio test is performed
by comparing the likelihood ratio to a threshold τ and making
a decision, i.e.,

Accept H0 if LR(y) ≥ τ

Reject H0 if LR(y) < τ.

When using this test for VAD, y is a frame from a noisy
speech signal. Thus, the frame will be classified as only noise if
LR(y) ≥ τ , and as a mixture of noise and speech if LR(y) <
τ .

In practice, the LRT is usually performed in the log domain
by defining a log likelihood ratio, i.e.,

LLR(y) = log
p(y|Ω0)

p(y|Ω1)
(2)

= log p(y|Ω0)− log p(y|Ω1). (3)

It has been shown [7] that for VAD it can be beneficial to
use an LRT that takes into account several consecutive obser-
vations. More specifically, for a frame l, this is done by sum-
ming up the log likelihood ratios for the current frame and for
m frames in both directions. Thus, for frame l we evaluate the
sum of LLRs on the set Yl+m

l−m = {yl−m, . . . ,yl, . . . ,yl+m}

and get the following

LLRm(Yl+m
l−m) =

l+mX
k=l−m

log
p(yk|Ω0)

p(yk|Ω1)

=

l+mX
k=l−m

log p(yk|Ω0)−
l+mX

k=l−m

log p(yk|Ω1).

(4)

In order to use this test, models for noisy speech and noise are
needed. We assume that we have access to a small number of
noise-only frames {n1,n2, . . . ,nN}1. These frames are used
to estimate an initial (single component) Gaussian noise model
with mean μn and covariance matrix Σn. In addition, we make
use of a GMM for clean speech. In our system this clean speech
GMM is the same model that is used for MMSE filtering in the
next stage of processing. Letting s denote a clean speech feature
vector, a GMM for clean speech with J mixture components
can be written as

p(s) =
JX

j=1

wjN (s;μs,j ,Σs,j). (5)

Here, wj , μs,j , and Σs,j denote the mixture weight, mean, and
covariance matrix of component j respectively.

Using the known statistical parameters of clean speech and
noise, we can approximate a GMM for noisy speech. However,
when working in the cepstral domain (or log spectral domain),
the relationship between clean speech, noise, and noisy speech
is non-linear. The cepstral domain relationship is given by

y = s+C log
ˆ
1+ exp(C−1[n− s])

˜
. (6)

In this equation, C is the discrete cosine transform (DCT) ma-
trix. Since this matrix is usually rectangular in practice, its in-
verse C−1 will be a Moore-Penrose pseudoinverse. Note also
that the log(·) and exp(·) functions operate element-wise on
vectors, and that in (6) we have ignored the so-called phase-
term, which is zero in an expected sense (see e.g. [10] for details
on this term).

In order to determine the statistical parameters of noisy
speech, we can use vector Taylor series (VTS) [11, 12] to lin-
earize the relationship in (6). A first-order VTS approximation
is given by

y ≈ s+C log
ˆ
1+ exp(C−1[n0 − s0])

˜
+ F(s− s0) +G(n− n0), (7)

where

F = C diag
„

1

1+ exp(C−1(n0 − s0))

«
C−1 (8)

G = I− F. (9)

In these equations, I is the identity matrix, and diag(v) denotes
a matrix having zeros off the diagonal and the elements of the
vector v on the diagonal. The constant vectors s0 and n0 con-
stitute the expansion point of the Taylor series, and when cal-
culating the parameters of the noisy speech GMM component

1Note that LRT-based VAD methods working in the DFT domain
usually assume a known initial noise variance, which in practice means
that one needs some data to estimate it from. Therefore, this is basically
the same as our assumption.

1013



corresponding to the clean speech GMM component j, these
are typically set to s0 = μs,j and n0 = μn.

Using first-order VTS, the mean and covariance matrix of
mixture component j of the noisy speech GMM are given by

μy,j = μs,j +C log[1+ exp(C−1(μn − μs,j))] (10)

Σy,j = FjΣs,jF
T
j +GjΣnG

T
j (11)

where

Fj = C diag
„

1

1+ exp(C−1(μn − μs,j))

«
C−1 (12)

Gj = I− Fj . (13)

Then, using these models we can write the resulting LLR
as

LLRm(Yl+m
l−m) =

l+mX
k=l−m

log
N (yk;μn,Σn)PJ

j=1 wjN (yk;μy,j ,Σy,j)
.

(14)

3. Noise Modeling and MMSE Filtering
The detected noise frames from the VAD stage are used for
estimating a new mean vector μn and covariance matrix Σn

for the noise. This noise model is then used in a simpli-
fied GMM-based version of model-based feature enhancement
[2]. This algorithm also approximates the noisy speech GMM
by using VTS through (10) and (11). For a given frame t,
the algorithm then continues by finding component-conditional
clean speech estimates for each mixture component of the noisy
speech GMM

ŝtj = μs,j +Σs,jF
T
j (Σy,j)

−1(yt − μy,j) (15)

where yt is the noisy speech feature vector at frame t. The final
clean speech estimate is then obtained as a weighted sum of the
component-conditional estimates

ŝt =
JX

j=1

ρj ŝ
t
j (16)

where ρj is the posterior probability given by

ρj =
wjN (yk;μy,j ,Σy,j)PJ
i=1 wiN (yk;μy,i,Σy,i)

. (17)

4. Sohn et al.’s DFT-Based Method
In the experimental section we will compare our VAD method
to a well known DFT-based approach proposed by Sohn et al.
in [6]. In this section we will briefly review this method.

Let S̃, Ñ, and Ỹ denote the DFTs of clean speech, noise,
and noisy speech respectively. Moreover, let S̃k, Ñk, and Ỹk

denote the kth elements of the respective DFTs. Sohn et al.’s
method is based on a statistical model where the DFT coeffi-
cients are assumed to be asymptotically independent complex
Gaussian random variables [13]. Then, the probability densities
of the classes Ω0 and Ω1 are given by

p(Ỹ|Ω0) =
KY

k=1

1

πλN (k)
exp

j−|Ỹk|2
λN (k)

ff
(18)

p(Ỹ|Ω1) =
KY

k=1

1

π[λN (k) + λS(k)]
exp

j −|Ỹk|2
λN (k) + λS(k)

ff
,

(19)

where λN (k) and λS(k) denote the variances of Ñk and S̃k

respectively, and K is the dimension of the DFT vectors. Note
that since this method operates in the DFT domain, it avoids
having to deal with the non-linear relationship in (6). For the
kth DFT coefficient, the likelihood ratio can be written as2

Λk =
p(Ỹk|Ω0)

p(Ỹk|Ω1)
= (1 + ξk) exp

j
− γkξk
1 + ξk

ff
, (20)

where ξk = λS(k)/λN (k) and γk = |Ỹk|2/λN (k) are the so-
called a priori and a posteriori signal to noise ratios [13]. The
LLR for one frame is then calculated as the geometric mean of
LLRs for each DFT coefficient, i.e.,

log Λ =
1

K

KX
k=1

log Λk. (21)

In order to avoid clipping of weak speech tails, Sohn et al.’s
method uses a HMM-based hang-over scheme. For more details
on this see [6].

5. Experimental Results
To evaluate the proposed approach, we run speech recognition
experiments on the AURORA2 database [14]. When testing
MMSE filtering algorithms on this database, it is quite com-
mon to simply estimate the noise model parameters from the
first 20 frames of each utterance, which are assumed to consist
only of noise. Therefore, we have chosen to use the same strat-
egy for initializing the VAD algorithm. More specifically, the
first 20 frames of each utterance are used as the N noise-only
frames we have assumed are available. After performing VAD,
we will have additional frames that are used for noise model-
ing. The recognition performance of the VAD approach will be
compared to the recognition performance when only using the
first 20 frames for noise modeling. We will also compare the ef-
fectiveness of our VAD approach to Sohn et al.’s method which
was briefly reviewed in Section 4. Note that this method works
in the DFT domain and hence does not fit directly into the block
diagram in Figure 1. In addition, we will compare the results
to an approximate upper bound for the VAD method, which has
been generated by running forced alignment on the clean speech
data using the clean speech recognizer models. This method
gives a close to optimal speech activity labeling.

The proposed algorithm was tested using a clean speech
GMM with 32 mixture components. The value of m in (4)
was set to 4. For both the proposed approach and Sohn et al.’s
method we have optimized the thresholds to give the best per-
formance when averaging over all SNRs and noise types.

Experiments are run on test set A of the AURORA2
database, which consists of the noise types subway, babble,
car, and exhibition. The feature vectors used during VAD and
MMSE filtering are 13-dimensional MFCCs with C0 as energy.
During recognition the feature vectors are 39-dimensional, con-
sisting of static, delta and acceleration coefficients.

We use the simple version of the backend recognizer. This
recognizer uses one whole-word HMM for each of 11 English
digits, including “oh”. Each HMM has 16 states and uses a sim-
ple left-to-right model structure with no skips, and each state
uses a 3 component GMM with diagonal covariance matrices.
There is also a silence model, as well as a model for short pause.

2Note that we have defined this LR as the inverse of the LR used in
[6] in order to match our definition in (1).
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Table 1: Word accuracies (%) on AURORA2

Noise SNR First20 Sohn Proposed FrcAlgn

20 96.75 97.05 96.90 97.91

15 93.89 94.75 94.72 96.22

subway 10 86.34 89.07 89.41 92.63

5 75.50 80.44 80.32 85.82

0 56.16 61.01 59.87 67.92

20 96.61 97.19 97.49 98.25

15 93.74 94.74 95.77 97.58

babble 10 85.97 88.97 90.81 94.47

5 72.52 77.75 79.78 84.73

0 44.53 48.64 46.49 54.20

20 98.33 98.51 98.57 98.60

15 97.44 97.88 97.70 98.03

car 10 94.78 95.76 95.17 95.76

5 87.21 88.67 87.92 89.20

0 66.84 64.06 60.01 65.85

20 97.69 97.81 97.72 98.21

15 95.00 95.80 95.96 96.54

exhib. 10 90.25 91.02 91.98 92.69

5 79.91 82.17 83.52 84.60

0 61.59 65.17 66.52 66.65

Avg. 83.55 85.32 85.33 87.79

The silence model has three states with 6 mixture components
in each state, while the model for short pause only has a single
state that is tied to the middle state of the silence model. The
acoustic models have been trained on 8440 utterances of clean
speech training data. The average word accuracy for SNRs from
0dB to 20dB obtained using this recognizer with no feature en-
hancement is 56.19%.

Now, we compare the results to only using the first 20
frames and Sohn et al.’s method, as well as the close to opti-
mal labeling obtained from forced alignment (FrcAlgn). The
results are given in Table 1.

The proposed approach outperforms the use of only the
first 20 frames for noise modeling. When comparing our VAD
method to Sohn et al.’s method, we can see that the proposed
approach on average performs better on babble and exhibition
noise. On the other hand, Sohn et al.’s method performs bet-
ter on subway and car noise. When averaging over all SNRs
and noise types the performance of these two methods is very
similar.

The gap in recognition accuracy between using only the
first 20 frames and the forced alignment is 4.24% absolute. The
improvement of our approach versus only the first 20 frames is
1.78% absolute. This means that we are able to close about 40%
of the gap.

6. Conclusion
This paper investigated the use of voice activity detection for
obtaining improved noise models for use in MMSE feature en-
hancement. An LRT-based method for VAD working directly
on MFCC features was proposed. The VAD method was in-

cluded in a system where, in addition to VAD, both MMSE
filtering and speech recognition was performed in the MFCC
domain. Noise modeling based on the proposed VAD algorithm
was shown to give improved recognition performance compared
to simply using the assumed speech-free regions from the be-
ginning of each utterance. In addition, the VAD approach gave
performance comparable to that of Sohn et al.’s LRT-based ap-
proach working in the discrete Fourier transform domain.
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