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Abstract
This paper describes an HMM-based speech synthesis sys-
tem that utilizes glottal inverse filtering for generating natural
sounding synthetic speech. In the proposed system, speech is
first parametrized into spectral and excitation features using a
glottal inverse filtering based method. The parameters are fed
into an HMM system for training and then generated from the
trained HMM according to text input. Glottal flow pulses ex-
tracted from real speech are used as a voice source, and the
voice source is further modified according to the all-pole model
parameters generated by the HMM. Preliminary experiments
show that the proposed system is capable of generating natural
sounding speech, and the quality is clearly better compared to a
system utilizing a conventional impulse train excitation model.
Index Terms: speech synthesis, glottal inverse filtering, HMM

1. Introduction
The ultimate goal of text-to-speech synthesis (TTS) is to enable
creating natural sounding speech from arbitrary text. More-
over, the current trend in TTS research calls for systems that
enable producing speech in different speaking styles with dif-
ferent speaker characteristics and even emotions. In order to
fulfill these stringent general requirements, two major synthe-
sis techniques have attracted increasing interest in the speech
research community during the past decade. These two alter-
natives are (1) the unit selection technique and (2) the hidden
Markov model (HMM) based approach. The former has been
shown to yield synthetic speech of highly natural quality. How-
ever, unit selection techniques do not allow for easy adaptation
of the TTS system to different speaking styles and speaker char-
acteristics. In addition, their implementation requires databases
of extensive sizes, which severely limit the use of this TTS tech-
nique, for example, in mobile terminals. HMM-based tech-
niques, in turn, benefit from better adaptability and a clearly
smaller memory requirement. However, the current HMM sys-
tems often suffer from degraded naturalness in quality. It can
be argued that a potential reason for the reduced naturalness in
the current HMM-based TTS systems can be explained by the
use of signal generation techniques which are oversimplified to
properly mimic natural speech pressure waveforms.

A large part of what can be characterized as naturalness
in speech emerges from different voice characteristics as well
as their context dependent changes. Therefore, it is justified
in speech synthesis to search for methods aiming at accurate
modeling of different voice characteristics as well as prosodic
features of speech. Towards these goals, HMM-based synthe-
sizers have been developed with special emphasis on voice char-

acteristics such as speaker individualities, speaking styles, and
emotions [1]. Moreover, some recent studies have introduced
improvements to the parametric HMM systems’ signal genera-
tion techniques by utilizing, for example, mixed excitation [2]
and residual modeling [3]. These techniques have been shown
to improve the quality of synthetic speech compared to systems
utilizing a traditional impulse train excitation model. However,
the quality of the systems using these techniques still remains
far from the quality of natural speech.

In the real human voice production mechanism, the excita-
tion of (voiced) speech is represented by the glottal volume ve-
locity waveform generated by the vibrating vocal folds. This ex-
citation signal, the glottal source, has naturally attracted interest
in speech synthesis and many techniques have been proposed to
mimic the glottal source of natural speech. One such technique
is the Liljencrants-Fant (LF) model of the differentiated glottal
source that has been used both in traditional rule-based synthe-
sis [4, 5] as well as within an HMM-based speech synthesizer
[6]. However, the use of artificial glottal flow pulses usually
results in a somewhat buzzy quality due to a strong harmonic
structure at higher frequencies. To overcome this problem, the
idea of utilizing glottal flow pulses extracted from real speech
with the help of glottal inverse filtering has been proposed [7, 8].
However, previous studies based on glottal flow pulses extracted
from natural speech are limited to special purposes such as the
generation of isolated vowels, and the benefits from combining
automatic glottal inverse filtering with an HMM-based speech
synthesizer have not been utilized.

In this paper, a novel HMM-based speech synthesis sys-
tem that utilizes glottal inverse filtering for generating natural
sounding synthetic speech is presented. The rest of the paper is
organized as follows: Section 2 describes the proposed speech
synthesis system. The results of the experiments with the new
synthesizer are presented in Section 3. Discussion on the pro-
posed speech synthesis system and future plans are presented in
Section 4, and final conclusions are presented in Section 5.

2. HMM-based Speech Synthesis System
The proposed new TTS system aims to produce natural sound-
ing synthetic speech capable of conveying different styles of
speaking as well as emotions. In order to achieve this goal, the
function of the real human voice production apparatus is mod-
eled with the help of glottal inverse filtering embedded in an
HMM framework. Automatic glottal inverse filtering is used
in the parametrization stage in order to compute a parametric
feature expression for the voice source and the vocal tract trans-
fer function. In the synthesis stage, natural glottal pulses are
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Figure 1: System overview.

used for generating the source signal for voiced sounds and the
spectral envelope of this glottal excitation waveform is modified
with an adaptive IIR filter to imitate the time-varying changes
in the real voice source. The current implementation of the sys-
tem is applied for Finnish, but, in principle, it can be extended
to other languages as any data driven synthesizer.

The overview of the system is shown in Figure 1. The sys-
tem consists of two major parts: training and synthesis. In the
training part, speech parameters computed by glottal inverse fil-
tering are extracted from sentences of a speech database. This
parametrization stage is a major innovation in the proposed TTS
system in comparison to previous HMM-based synthesizers and
therefore it is explained in detail below in Section 2.1. The ob-
tained speech parameters are then modeled in the framework of
the HMM. In the synthesis part, the HMMs are concatenated
according to the analyzed input text and speech parameters are
generated from the HMM. The parameters are then fed into the
synthesis module for creating the speech waveform.

2.1. Speech Parametrization

The parametrization stage tries to compress the information of
the speech signal into a few parameters which would describe
the essential characteristics of the original speech signal as ac-
curately as possible. The flow chart of the parametrization stage
is shown in Figure 2. First, the speech signal is high-pass fil-
tered with a cut-off frequency of 60 Hz in order to remove any
distorting low-frequency fluctuations. The high-pass filtering
is especially important for glottal inverse filtering, where even
weak low-frequency components may cause extensive fluctua-
tions in the estimated glottal flow. The signal is windowed with
a rectangular window to 25-ms frames at 5-ms intervals. The
parameters are then extracted from each frame.

The extracted features are presented in Table 1. The core of
the parametrization stage is the glottal inverse filtering that es-
timates the glottal volume velocity waveform from the speech
pressure signal. An automatic inverse filtering method, Itera-
tive Adaptive Inverse Filtering (IAIF) [9, 7], is utilized in the
system. IAIF iteratively cancels the effects of the vocal tract
and the lip radiation from the speech signal using adaptive all-
pole modeling. The outputs of the inverse filtering block are
the estimated glottal flow signal and the LPC (Linear Predic-
tive Coding) model of the vocal tract (denoted by Voiced spec-
trum in Table 1). The spectral envelope of the glottal flow is
parametrized with LPC (denoted by Voice source spectrum in

Figure 2: Flow chart of the parametrization stage.

Table 1). Additionally, an LPC model (denoted by Unvoiced
spectrum in Table 1) is computed for unvoiced speech sounds
directly from the speech frame. All the obtained LPC mod-
els are converted to Line Spectral Frequencies (LSF) [10], a
parametric representation of LPC information well-suited to be
used in a statistical HMM system. LSFs of voiced and unvoiced
spectrum are further converted to the mel scale.

The fundamental frequency is determined from the glot-
tal flow with the autocorrelation method, and the energy of the
frame is computed. In addition, the spectral energy of five bands
(0–1000 Hz, 1000–2000 Hz, 2000–4000 Hz, 4000–6000 Hz,
and 6000–8000 Hz) is calculated from the speech frame with
FFT for determining the unvoiced excitation.

2.2. Synthesis

The flow chart of the synthesis stage is presented in Figure 3.
The excitation signal consists of voiced and unvoiced sound
sources. The basis of the voiced sound source is a glottal
flow pulse extracted from a natural vowel produced by a male
speaker. In comparison to artificial glottal flow pulses one may
argue that the use of a real glottal pulse helps in preserving the
naturalness and quality of the synthetic speech. By interpolat-
ing and scaling in magnitude this real glottal flow pulse, a pulse
train comprising a series of individual glottal pulses with vary-
ing period lengths and energies is generated. In order to mimic
the natural variations in the voice source, the desired voice
source all-pole spectrum (Horig(z)) generated by the HMM is
applied to the pulse train. This is achieved by first evaluating
the LPC spectrum of the generated pulse train (Hsynth(z)), and

Table 1: Speech features and the number of parameters.

Feature Parameters per frame
Fundamental frequency 1
Energy 1
Spectral energy 5
Voice source spectrum 10
Voiced spectrum 20
Unvoiced spectrum 20
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Figure 3: Flow chart of the synthesis stage.

then filtering the pulse train with an IIR filter

Hmatch(z) =
Horig(z)

Hsynth(z)
, (1)

which first flattens the spectrum of the pulse train and then ap-
plies the desired spectrum. The unvoiced sound source is repre-
sented by white noise which is weighted according to the ener-
gies of the five frequency bands.

Separate spectra for voiced and unvoiced excitation are
used since the vocal tract transfer function does not apply
for unvoiced speech sounds. In order to incorporate an un-
voiced component also when the speech sounds are voiced
(e.g. breathy sounds), both streams are produced concurrently
throughout the frame. A formant enhancement procedure [12]
is applied to the LSFs gerenated by the HMM to compensate for
the averaging effect of the statistical modeling. The voiced and
unvoiced LSFs are then interpolated and converted to LPC coef-
ficients, and used for filtering the excitation signals. For voiced
excitation, the lip radiation effect [11] is modeled as a first-order
differentiation operation. Finally the gain of the combined sig-
nal is matched according to the energy measure generated by
the HMM.

3. Experiments
The proposed method was tested by training the system with a
prosodically annotated database of 600 phonetically rich sen-
tences spoken by a 39-year-old Finnish male speaker, compris-
ing approximately one hour of speech material. The speech was
sampled at 16 kHz. 20th-order LPC was used in parametriz-
ing the spectra of voiced and unvoiced speech, and 10th-order
LPC was used in parametrizing the voice source spectrum. Fea-
tures described in previous section were extracted together with
their delta and delta-delta features. A 7-state left-to-right model
structure with 5 emitting states was used. Each new feature
type was assigned to an individual stream, resulting in a model
of 8 streams with a feature order of 171 in total. In the cur-
rent system, all streams except the fundamental frequency were
modeled by a single Gaussian distribution with a diagonal co-
variance matrix.

For evaluation purposes, a de facto standard HTS model
structure described in [1] was used as a baseline system. This
previously developed HHM system uses the mel-cepstral anal-
ysis technique [13] for spectrum modeling and a simple im-
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Figure 4: Ranking of the CCR test for the following speech
samples: natural speech (natural), proposed system (proposed),
baseline system with an impulse train excitation model (base-
line) [1]. The mean score has no explicit meaning, but the dis-
tances between the scores are essential. The 95 % confidence
intervals are presented for each score.

pulse train excitation model for excitation generation. Instead
of using more sophisticated excitation models, the simple one
was selected for the comparison because its quality is generally
known in the field of speech synthesis.

The training procedure for both systems was similar to that
described in [1]. First, monophone models were trained and
then converted to context dependent models. In order to ro-
bustly estimate the model parameters, decision tree state-tying
was performed for each stream. For decision tree clustering,
a rich set of contextual features was extracted by a proprietary
front-end, ranging from phone level to higher-level phonologi-
cal features such as word prominence, clause type, and whether
the sentence starts a new topic.

3.1. Subjective Evaluation

Two subjective listening tests were conducted to evaluate the
quality of the proposed TTS system. First, a Comparison Cate-
gory Rating (CCR) test [14] was used to assess the quality of the
proposed method in comparison to natural speech and synthetic
speech generated by the baseline system. In the CCR test, the
listeners were presented with a pair of speech samples on each
trial, and they were asked to assess the quality of the second
sample compared to the quality of the first one on the Compar-
ison Mean Opinion Score (CMOS) scale. Although the CCR
test is designed for slightly different purposes, the test was con-
sidered suitable for obtaining preliminary data. Ten randomly
chosen sentences from held-out data were used for generating
the test samples for each method. Eleven Finnish naive listen-
ers (9 men and 2 women) compared a total of 70 speech sample
pairs. The ranking of the methods was evaluated by averaging
the scores of the CCR test for each method. The ranking of the
three methods with 95 % confidence intervals according to the
CCR test are shown in Figure 4.

In the second test, only the synthetic sounds generated by
the two HMM-based TTS systems were involved. A pair com-
parison test method was used, where subjects listened to sam-
ples A and B, and selected the one they would rather listen
to. They were also given an option to choose that the samples
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Figure 5: Results of the pair comparison test applied for the
proposed system (proposed) and the baseline system with an
impulse train excitation model (baseline) [1]. The bars indicate
the percentage of the total number of answers to the question
”Which one would you rather listen to”. The center bar (no
pref.) indicates no preference for either of the methods. The 95
% confidence intervals are presented for each bar.

sounded about the same, indicating no preference between the
two samples. Ten randomly chosen sentences from held-out
data (different from the ones used in the CCR test) were used
for generating the test samples for each method. Eleven Finnish
naive listeners (9 men and 2 women) compared a total of 24
speech sample pairs. The results of the second test with 95 %
confidence intervals are shown in Figure 5.

The results of the first test show that the proposed new TTS
system utilizing glottal inverse filtering has a considerably bet-
ter quality than the previously developed HHM-based method.
Compared to natural speech, the quality of the proposed sys-
tem is clearly worse. However, since the prosodic features of
the synthetic speech were generated directly from the HMM,
the evaluated degradation in quality may partly result from the
prosodic discrepancies between the synthetic and natural speech
samples. The second test shows that the proposed system is al-
most always preferred over the baseline system.

4. Discussion
The experimental results show that the proposed system is able
to generate natural sounding speech. However, the full potential
of the proposed system is not entirely used in the current imple-
mentation. For example, the interpolation of the glottal pulse
according to the fundamental frequency is far from the natural
behavior of the glottal flow, and the use of a single glottal library
pulse is unable to mimic the dynamics of glottal flow pulses that
exist in natural continuous speech. Experiments made with the
system show that the selection of the library pulse and the tech-
nique used for changing the fundamental frequency of the voice
source have significant effects on the quality of the synthesized
speech. Some problems were also discovered in the learning
process of the voice source spectrum parameters indicating that
they became somewhat oversmoothed and resulted in a lack of
desired variation in the voice source characteristics. This may
arise from too small training material, or from problems in con-
text clustering.

The development of the presented system continues, and fu-
ture work will be focused on improving the use and shaping of

the natural glottal pulses, and enhancing the use of voice source
characteristics obtained by glottal inverse filtering in the syn-
thesis module.

5. Conclusions
In this study, a new HMM-based text-to-speech system utilizing
glottal inverse filtering was described. Subjective listening tests
showed that the quality of the proposed system was consider-
ably better when compared to an HTS system with a traditional
impulse train excitation model. The utilization of glottal in-
verse filtering in an HMM-based TTS system is justified since a
large part of what can be characterized as naturalness in speech
emerges from the voice source. Thus, utilizing knowledge that
describes the functioning of the real excitation of the human
voice production mechanism might lead to improved natural-
ness of synthetic speech.
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