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Abstract
This paper presents several new confidence measures with the
major advantage that they can be evaluated as soon as possible
without having to wait for the recognition process to be com-
pleted. We have defined two kinds of confidence measures. The
first one can be computed synchronously with the frame pro-
cessed by the engine and the second one with a slight delay.

Such measures are useful for driving the recognition pro-
cess by modifying the likelihood score or for validating recog-
nised words in on-the-fly applications such as keyword spotting
task and on-line automatic speech transcription for deaf people.

The EER evaluation on a French broadcast news corpus
shows a performance close to the batch version of these mea-
sures (23.0% against 22.0% of EER) with only 0.84s of data
before and after the word to be analysed.
Index Terms: speech recognition, confidence measures, likeli-
hood ratio, posterior probability.

1. Introduction
With many problems a decision must be taken according to a
given result. It is important to know with which confidence
level we can trust this result. Designing confidence measures is
a solution for the following problem: estimating the probabil-
ity of a result being correct. In automatic speech recognition,
confidence measures may help to decide if a recognised word
is the right one. This information can be used for tasks such as
unsupervised training, detection of out of vocabulary words or
keyword detection.

In this paper, we will focus on defining confidence mea-
sures that can be used for on-the-fly applications such as au-
tomatic transcription of live programs as well as for lessons in
a classroom. We will define measures that can be computed
as soon as possible during the recognition process, and overall,
without waiting for the full recognition of the whole sentence.

In the state of the art, several different criteria have been
proposed and studied in order to define confidence measures:
heuristic criteria [1, 2], linguistic [2, 3] or probabilistic [4, 5, 6].
However, most of these confidence measures can be used only
for small vocabulary tasks or need the recognition of the whole
sentence, and some of them require running several recogni-
tions.

We have defined two kinds of confidence measures, frame-
synchronous and local, which can be used in the framework of
applications working on live programs and requesting a large
vocabulary recognition system.

This paper first introduces our two kinds of confidence mea-
sures, then describes the experimental conditions before pre-

senting the assessment of our measures on a broadcast news
corpus.

2. Confidence Measures
2.1. Frame-Synchronous Measures

Our frame-synchronous confidence measures use only the data
available up to the frame currently being processed by the
recognition engine. Thus, as soon as a frame of signal is pro-
cessed by the engine, a confidence value can be computed for
all the words ending at this frame.

Let [w, τ, t] be the word w which starts at frame τ and ends
at frame t.

Our confidence measures are based on the likelihood ratio
between the word w for which we want to evaluate the con-
fidence (named current word in the following) and a set E of
competing words belonging to the word graph. The following
equation defines this generic likelihood ratio:

C([w, τ, t]) =
P (O|w)P (w)P

w′∈E

P (O|w′)P (w′)

P (O|w) is the acoustic probability of the observation sequence
O given the wordw and P (w) is the linguistic probability ofw.

We defined E as the set of words competing with w during
the decoding step of the speech recognition engine and having
a time position close to w. For that, we introduced a relaxation
rate ε such as a word [w′, τ ′, t′] of duration d′ belongs to E if
it satisfies the following constraints: τ − ε d ≤ τ ′ ≤ τ + ε d ,
t− ε d ≤ t′ ≤ t and (1− ε) d ≤ d′ ≤ (1 + ε) d

The confidence measures specified from this generic likeli-
hood ratio differ by the order of the model used for the linguistic
probability (unigram, bigram or trigram) but also by the direc-
tion of this model (forward or reverse), the choice of the words
preceding w and the way to manage the multiple occurrences of
a word. The following equation defines the frame-synchronous
measure in the bigram case:

C([w, τ, t]) =

p(otτ |w)α
P
wp

`
p(w|wp)p(wp)

´β
P

[w′,τ ′,t′]∈E

p(ot
′
τ ′ |w′)α

P
w′

p

`
p(w′|w′

p)p(w′
p)
´β

In this equation, otτ stands for the observation sequence between
frames τ and t. wp is a word preceding w. Moreover, two scal-
ing factors α and β were introduced for respectively the acous-
tic and the linguistic probabilities. Indeed, the acoustic scores
vary in a very large dynamic range of value. If the scores are
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not scaled appropriately, the sums could be dominated by only
a few word hypotheses.

2.2. Local Measures

Our local measures are based on the estimation of the posterior
probability of words. The local confidence measures can use
data slightly posterior to the word being analysed. However
this data is limited to the local neighbourhood of this word and
the confidence estimation does not need the recognition of the
whole sentence. Thus, a short delay is introduced to allow the
data to be available for computing the measures.

The idea of the local measure is to define a neighbourhood
around the analysed word [w, τ, t] by taking into account a fixed
number of frames before and after the word. Thus, the total size
of the neighbourhood V of a word w is defined by the sum of
the length of w and the length of both past and future neigh-
bourhoods. Figure 1 shows such a neighbourhood V of w with
a past neighbourhood of length x and a future neighbourhood of
length y. The durations of the past and future neighbourhoods

� � � �x y

� �

�

� �

t

V

w

Figure 1: Neighbourhood V used for the computation of the
confidence measure of w.

are independent. This allows us to use more data from the past
(already processed, so available) without increasing the delay
introduced by the future neighbourhood.

From the word graph generated by the recognition engine,
we extracted the sub-graph corresponding to V and computed
the estimation of the posterior probability of w. This estima-
tion is obtained by the word level forward-backward method
summarised by the following equations, for a bigram language
model.

Let Φ([w, τ, t]) and Ψ([w, τ, t]) denote respectively the
forward and backward probabilities of the word [w, τ, t]:

Φ([w, τ, t]) = p(otτ |w)α
X
wp

X
τ ′

Φ([wp, τ
′, τ − 1]) p(w|wp)

β

Ψ([w, τ, t]) = p(otτ |w)α
X
wn

X
t′

Ψ([wn, t+ 1, t′]) p(wn|w)β

In these equations, otτ stands for the observation sequence be-
tween frames τ and t, wp for a word preceding w and wn for a
word following w.

The posterior probability of w is then computed as:

p([w, τ, t]|oT1 ) =
Φ([w, τ, t])Ψ([w, τ, t])

p(oT1 )p(o
t
τ |w)α

Knowing that the probability of the whole observation sequence
p(oT1 ) can be computed as:

p(oT1 ) =
X
w

X
τ

Φ([w, τ, T ])

In the extracted sub-graph associated with V , several occur-
rences of the analysed word may occur at similar but different
temporal positions. The forward-backward method computes

the posterior probability of each of these occurrences. Keeping
only one occurrence under-estimates the true posterior proba-
bility of the word. In order to manage this problem, a flexibility
factor η was introduced and the posterior probability of each oc-
currence of the analysed word satisfying several criteria accord-
ing to η were added. Let d denote the length of the word w and
[ ew, τ̃ , t̃] an occurrence of w that belongs to the sub-graph. The
three criteria are: τ −η d ≤ τ̃ ≤ τ +η d , t−η d ≤ t̃ ≤ t+η d
and (1− η) d ≤ d̃ ≤ (1 + η) d

LetF stand for the set of the occurrences ofw satisfying the
previous constraints, the confidence C([w, τ, t]) of w is defined
by the following equation:

C([w, τ, t]) =
X

[ ew,τ̃,t̃]∈F

p([ ew, τ̃ , t̃]|oeb)

oeb denotes the observation sequence corresponding to the word
sub-graph associated with [w, τ, t] and its neighbourhood V .

We can note that ε and η play a different role: the relax-
ation rate ε is used to define the set of the competing words for
calculating the likelihood ratio whereas the flexibility factor η
is used to take into account the different occurrences of the cur-
rent word in the neighbourhood V for estimating the posterior
probability.

3. Experimental Conditions
3.1. Recognition Engine

For our study, we used our large vocabulary speech recogni-
tion system ANTS [7]. This system is based on Julius, devel-
oped by researchers at the Kyoto University [8]. This engine
has several advantages: open-source software, a good compro-
mise between time-memory-accuracy, highly parameterisable,
and compatible with our acoustic and linguistic models.

During the recognition process, Julius builds a word graph
frame-synchronously from which the confidence value of a
word is computed.

3.2. Acoustic and Linguistic Models, Lexicon

The acoustic parameterisation was based on MFCC by applying
an MCR (Mean Cepstral Removal) normalisation.

The monophone models were based on three state Hidden
Markov Models with a left to right topology. These models
were trained with HTK on a transcribed broadcast news corpus
of around 40 hours. This corpus was extracted from a larger
broadcast news corpus provided by the ESTER evaluation cam-
paign in French in 2006 [9].

The language model was trained on 16 years of the French
newspaper Le Monde and on manual transcription of broadcast
news. The lexicon contains around 55,000 different words and
the language model is composed of 2.5M of bigrams and 6M of
trigrams.

3.3. Development and Test Corpora

The development and test corpora were extracted from the ES-
TER corpus. The duration of each corpus was about one hour.
Both corpora were independent from the one used for training
the acoustic models. Purely musical or narrow band parts of the
signal were removed. However, several sentences have back-
ground noise or background music. Both corpora contained
about 11,000 words with 11.5 words per sentence on average.
The word error rate was 31% on the development corpus and
33% on the test corpus.
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According to the corpora size, the different results will be
given to a significance confidence of around 0.8% at the 0.95
level of significance.

4. Results
4.1. Evaluation Methods

We assessed and compared our confidence measures according
to the Equal Error Rate (EER) criterion. Each recognised word
was tagged as accepted or rejected by comparing its confidence
value to a decision threshold. Then, two rates could be com-
puted, false acceptance (FA) and false rejection (FR):

FA=
number of incorrect words labelled as accepted

num. of incorrect words

FR=
number of correct words labelled as rejected

num. of correct words

By varying the decision threshold value, we can find a particular
operating point for which both acceptance and rejection rates
are equal: the EER.

The set of parameters (ε, η, α, β) and the threshold value
associated with the EER were tuned on the development corpus.
Then their tuned values were used for computing both the FA
and the FR rates on the test corpus.

The EER evaluation method allows to compare perfor-
mance of our confidence measures regardless of the task. This
method is not focused on minimising the false acceptance rate
more than the false rejection rate.

Table 1 sums up the performance according to EER on the
development corpus and according to FA, FR on the test corpus.
In order to have one value for the experiment on the test corpus,
we computed the average of FA and FR, even if the decision
threshold was not tuned for this rate.

4.2. Reference Measure

In this work, we assessed and compared our confidence mea-
sures with each other as well as with a reference measure. This
measure was based on the estimation of the posterior probabil-
ity computed on the whole signal once the speech recognition
engine had processed the whole sentence. This reference mea-
sure is currently known to be one of the most accurate [6]. As
our confidence measures had only a partial knowledge of the au-
dio signal, the performance obtained by this reference measure
could be considered as a limit for our measures.

On the development corpus, this measure obtained 22.0%
of EER.

Table 1: Results obtained by several of our confidence measures
and by the reference measure on both the development and the
test corpora.

Type of Develop. Test
measure EER FR FA (FR+FA)/2
reference 22.0% 21.2% 24.4% 22.8%
local start-60 23.2% 23.1% 23.2% 23.2%
local 84-84 23.0% 23.7% 24.5% 24.1%
local start-0 30.1% 30.3% 27.9% 29.1%
trigram 37.1% 34.5% 35.4% 35.0%

trigram reverse 37.1% 35.1% 37.4% 36.3%
bigram reverse 37.0% 35.1% 37.2% 36.2%
bigram 37.4% 36.6% 35.8% 36.2%
unigram 37.6% 38.8% 33.9% 36.4%

4.3. Frame-Synchronous Measures

On the development corpus, the first evaluations of the frame-
synchronous measures showed that the higher the order of the
language model, the better the measures performed (37.6% of
EER for the unigram measure, 37.1% for the trigram one). This
result could be explained by the broader linguistic information
taken into account in the computation of the measure.

We also tested the use of a reverse language model in-
stead of a forward model. For example, for the word sequence
w1w2w3, P (w1|w2w3) was used instead of P (w3|w1w2) in
the trigram measure. This modification showed a slight im-
provement in the accuracy for the bigram measure but not for
the trigram one (Table 1). This difference could be explained by
the fact that the forward bigram language probability is utilised
by the recognition engine to build the word graph and thus to
select the set of words competing with w. Switching to the re-
verse bigram in the likelihood ratio brought additional informa-
tion. As the trigram model was not utilised by the recognition
engine, switching to the reverse trigram model had no effect.

As the n-gram language models take into account the pre-
ceding words, there are several ways to choose these words.
We tested two methods: the unique previous word in the Viterbi
path, or, for a word [w, τ, t], all the previous words [wp, τp, tp]
of the word graph, such as tp = τ − 1 (default method). Re-
stricting the previous words to only the one from Viterbi pro-
vided the worst results, with an increasing EER of 3 to 4% in
the absolute.

We also studied several other modifications of the compu-
tation in the likelihood ratio. Introducing the relaxation factor
implies managing multiple occurrences of a word w with sim-
ilar time position in the word graph. Taking into account the
likelihood of every occurrence or only the one with maximal
acoustic score provided the same EER.

4.4. Local Measures

Our local confidence measures were computed on a neighbour-
hood V of a word w defined by a past and a future neighbour-
hood (see section 2.2). We assessed the influence of the dura-
tion of both neighbourhoods on the accuracy of the confidence
measure. Figure 2 shows the EER of several local measures ac-
cording to the duration of the past neighbourhood. Four curves
are plotted, corresponding to the duration of the future neigh-
bourhood: 0, 40, 60 or 84 frames (with a 10ms frameshift).

As expected, we can note that the larger the neighbourhoods
are, the better the local measures perform. In particular, for a
given duration of the future neighbourhood, increasing the dura-
tion of the past neighbourhood up to 84 frames dramatically im-
proved the EER. After 84 frames, the improvement was slighter.
The 84 frames correspond to the average duration of two con-
secutive words in the development corpus.

Overall, what we can mainly observe is that some local
measures performed closely to the reference measure. Indeed,
with a past and a future neighbourhood of 84 frames, the ob-
tained EER was 23%, whereas it was 22% for the reference
measure.

When the past neighbourhood was extended up to the start
of the sentence and the future neighbourhood limited to 60
frames, the performance achieved was 23.2%, a value close to
the reference one.

Moreover, when we set the future neighbourhood to a null
size, the defined local measure became frame-synchronous.
With a past neighbourhood from the beginning of the sentence,
this measure obtained an EER of 30.1%. This is an interme-
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diate value between the performance of our best local measure
(22%) and best frame-synchronous measure (37.0%). This im-
provement regarding frame-synchronous measures could be ex-
plained by:

• more data is taken into account by the measure based on
posterior probability,

• the likelihood ratio criterion is less accurate because the
acoustic likelihood estimation is limited to one word.

 22
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 34

start200120100846040

E
E

R
 [%

]

Past neighborhood size in frame

Future neighborhood size
0 frame

40 frames
60 frames
84 frames

Figure 2: EER of the local confidence measure according to the
duration in frames of both past and future neighbourhoods.

Moreover, we can note that our confidence measures had
the same behaviour on the development corpus and on the test
corpus (Table1).

4.5. Confidence Value vs. Correct Word Rate

It would be interesting to study the correlation between the com-
puted confidence values and the results provided by the recog-
nition system. The mean confidence value should be close to
the correctly recognised words rate, otherwise the confidence
measure will over- or underestimate the reliability of the words.

To analyse this correlation, we defined a method based on
the following step:

• computing the confidence value of the recognised words
of the development corpus,

• sorting the words according to their confidence value,
• splitting the sorted words in N sets of the same size,
• for each set, computing the mean confidence values and
the correct word rate (CWR).

For N = 20 sets, figure 3 shows the evolutions of the con-
fidence value and of the CWR on the development corpus for
both bigram and local 84-84 measures. The plain lines show
the mean confidence values for both measures. The dashed lines
plot the CWR computed for each set.

As all the curves increase, we can conclude that our confi-
dence measures have succeeded in capturing confidence infor-
mation. The correlation is higher for the local measure than
for the frame-synchronous one. But, the figure also shows that
both measures globally overestimate the confidence of words
for which the confidence value is less than 0.5.

5. Conclusion
We have designed confidence measures that can be computed
as soon as a frame of the signal is processed by the recognition
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Figure 3: Evolution of the mean correct words rate (CWR) and
of the mean confidence value on the development corpus for
both the local measure 84-84 and the bigram measure.

engine or after a relatively short delay. Thus, these measures
can be used for on-the-fly applications and without waiting for
the end of the recognition process.
Our local measures achieved a performance very close to that
of the most accurate state-of-the-art measures which need the
recognition of the whole sentence. The measure using a past
and a future neighbourhood of 84 frames obtained an EER of
23%. The measures based on the posterior probability were
more accurate than those based on a likelihood ratio. It could
be expected because likelihood ratio is a too rough approxima-
tion of posterior probability.
Moreover, the behaviour of our measures was stable between
development and test corpora.
The proposed measures can be incorporated directly into the
recognition engine or, for example, used to improve the com-
prehension of live automatic transcriptions by the hard of hear-
ing.
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