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Abstract 
CircumReality is an experimental massively multiplayer 

online role-playing game (MMORPG) that relies on text-to-
speech for both narration and non-player character speech. A 
game-oriented text-to-speech engine differs significantly from 
a text-to-speech engine targeted at telephony or mobile 
devices. This paper discusses some of the differences, such 
memory and download-size requirements, voice-
transformation requirements, voices with personality, 
licensing fees, and player-created voices. 

 
Index Terms: speech synthesis, games, characters 

1. Introduction 
CircumReality [1] is a massively multiplayer online role-

playing game (MMORPG [2]) begun in 2003. Players enter a 
shared world populated by non-player characters (NPCs), 
monsters, and puzzles. Working together, players explore the 
world, overcoming obstacles posed by the NPCs, monsters, 
and puzzles. 

NPCs in contemporary MMORPGs are character-shaped 
vending machines that sell equipment and dispense quests.[3] 
Quests are small goals for the players, such as to kill ten rats 
in a farmer’s field, and often come with a short back-story 
displayed as text. NPCs rarely speak in existing games. A few 
games, such as Everquest II, use recorded speech, but are 
limited by its expense and constraints. [4] 

CircumReality has “intelligent” NPCs that are capable of 
limited conversations. Players can “ask” the NPC questions 
by typing in English questions, like “What do you do?” 
“Where does George live?” and “Does he have any friends?” 
The number and variety of NPC responses is so great that 
recording spoken responses is impractical. 

CircumReality is a low-budget independently-produced 
game. To save on animation expenses, TTS narrates many 
actions. A line of TTS narration, “George quaffs a mug of ale 
and wipes the foam off his beard with his grimy sleeve,” takes 
only seconds to write, versus days to model and animate. Big-
budget MMORPGs can’t even afford to animate such actions, 
nor do they employ spoken narration. They avoid the problem 
by having NPCs stand erect and occasionally loop a generic 
“idle” animation, such as shifting a character’s weight from 
the left to right foot. Such idle animations are adequate for 
vending-machine NPCs, but not for NPCs that are supposed 
to be intelligent and integral to the game. 

Contemporary text-to-speech (TTS) is geared towards 
applications other than games, such as telephony, 
accessibility, and handheld devices. When CircumReality was 
begun in 2003, existing TTS engines didn’t meet the specific 
needs of games, such as fitting a hundred voices in limited 
memory, voices with “personality”, and licensing designed 
for games. They still don’t, except for the specially-designed 
CircumReality engine. 

This paper describes the features that a game-oriented 
TTS engine requires, covers some implementation specifics 
used in the CircumReality engine, and finishes with some 
thoughts about the future of TTS and games. 

2. TTS engine requirements 
Contemporary TTS engines are targeted at telephony, 

accessibility, and handheld devices, not games. The non-game 
orientation affects the engine’s resource requirements, 
acoustic feature design, prosody design, licensing, and tools. 

2.1. Resource requirements 
MMORPG worlds are filled with thousands of NPCs. 

Ideally, each NPC would have his/her own unique voice, but 
financial and computer-resource limitations make this 
impossible. Nor is it necessary, since players seem willing to 
accept NPCs with the same voice so long as they’re not 
encountered next to one another. 

CircumReality strives to have around one hundred 
different voices. Commercially available off-the-shelf PC 
TTS voices are around 50-100[5] megabytes each. At 50 
megabytes, 100 voices total 5 gigabytes, far too large. Even 
with 5 megabyte voices, a 500 megabyte aggregate size is still 
too large for low-end PCs. 

CircumReality’s minimum system requirements are a 1 
GHz single-core processor with 512 MB of RAM, and a 
download size of around 100 MB. The CPU and memory 
requirements are chosen so that CircumReality will work on 
computers up to seven years old, the typical lifespan of a PC, 
and on new mini-notebooks and ultra-mobile PCs (UMPCs) 
like the Asus Eee. [6] 

The 100 MB download-size target is a tradeoff between 
data requirements for the game (mainly from TTS), and how 
much players are willing to download. Non-scientific 
evidence from 2006 shows that as downloads increase in size, 
a larger percentage of downloads are cancelled midway, 
probably because people get tired of waiting. [7] An 
incomplete download is a lost customer. 

Due to resource constraints, 100 voices need to be 
squeezed into 200 MB of RAM and 100 MB of download. Of 
course, constraints ease annually as computers and broadband 
become more powerful. CircumReality’s approach to fitting 
100 voices into 200 MB of RAM and 100 MB of download 
include: 
� Begin with ten original TTS voices generated from 

different speakers, each with approximately 10 MB of 
download size, and 20 MB memory footprint. 

� Employ voice transformation to generate approximately 
ten different variations from each original voice. 

� Each original voice has its own prosody model that is 
procedurally altered to further vary the derived voices. 

� Use a customizable lexicon, and pronunciation post-
processing to fake accents, such as changing the 
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pronunciation of “-ing” to “-een” or “-in” at the end 
words to simulate different regional accents. 

� Effects can be employed to produce monster voices. 
� A larger download is available for players with higher-

end computers. 

2.2. Making “interesting” voices 
A major goal of contemporary TTS systems is to produce 

the most intelligible voice possible given resource and 
technology constraints. Consequently, when voice talent is 
instructed to record the prompts used to generate TTS, they’re 
told to speak clearly, slowly, and with neutral prosody. When 
the voice is synthesized, it speaks clearly, slowly, and with 
neutral prosody. In other words: it sounds like a “bored 
telephone operator”. 

In a game, voices need personality in order to differentiate 
NPCs and make them sound “alive” – as opposed to 
permanently bored. Intelligibility is important, but in a 
tradeoff between personality and intelligibility, personality 
often wins; this also holds true for TV, where Bugs Bunny, 
Elmer Fudd, and Pepe le Pew have low-intelligibility voices 
with high personality. 

CircumReality uses several techniques to produce more 
interesting voices: 

� Prosody is learned from the voice prompts; if the voice 
talent speaks with interesting prosody, that TTS voice 
speaks with the same interesting prosody, to an extent. 

� Prosody can be transferred from one voice to another. 
� Some voices are spoken by non-American speakers, 

adding extra personality. 
� As mentioned above, an accent can be procedurally 

applied by altering the lexicon or post-processing 
pronunciations. 

� The game’s author tags sentences to be spoken by NPCs 
with basic emotions, which are then procedurally 
synthesized. “Whisper” and “half-whisper” affect 
breathiness. “Quiet” reduces the overall voice energy, 
especially in the higher formants, while “shout” 
increases the overall voice energy, especially in the 
higher formants, and also affects prosody. “Drunk” and 
“sad” also exist. 

2.3. Transplanted prosody 
Unfortunately, even today’s best prosody synthesis only 

produces neutral prosody that causes NPCs sound like bored 
telephone operators. Given the amount of context 
understanding and natural language understanding required to 
produce actor-quality prosody, synthesized emotional prosody 
won’t be acceptable for decades. 

Synthesized prosody is necessary: Approximately half of 
the sentences that a NPC speaks are constructed with the 
equivalent of a C++ printf() function, such as: “I don’t know 
where %s lives.”, where “%s” is replaced by another NPC’s 
name. 

The other sentences are fixed strings that don’t need 
synthesized prosody at all. An example from the game is the 
rumor: “I’ve heard that smuggler’s cove should be renamed to 
SNUGGLER’S cove.” 

When the content author types in the line of text, he has 
an idea about how it should sound, but needs to convey those 
nuances to the TTS engine. Several approaches are possible: 

� Words are emphasized by typing them in capital letters. 
While a friendly user-interface design, “all caps” can’t 

produce the subtle prosody for “snuggler’s” since the 
word isn’t emphasized in the normal way: louder and 
longer. Instead, “snuggler’s” includes a pitch sweep for 
innuendo, and an extension of the “n” to emphasize the 
difference between “snuggler’s” and “smuggler’s”. 

� A “tones and breaks” notation would work better, but 
speaking from the experience of authoring, it’s too 
much work. It’s also far too specialized for untrained 
authors to understand. 

� Transplanted prosody is the approach used by 
CircumReality. 

 
When an author uses transplanted prosody, he types in the 

sentence that TTS will speak, such as “I’ve heard that 
smuggler’s cove should be renamed to snuggler’s cove.” The 
author then speaks the sentence into a microphone, using the 
prosody he wishes TTS to mimic. Automatic speech 
recognition (ASR) performs phoneme segmentation. The 
phonemes, along with three F0 points per phoneme and 
duration, are written into an XML file. Per-phoneme energy 
can also be stored, but usually isn’t necessary. 

When the sentence is spoken by the TTS engine, its string 
is matched up against the XML transplanted-prosody entries 
in a database. The phonemes, F0, and duration are extracted 
from the XML, and used by the TTS engine instead of 
synthesized prosody. 

Transplanted prosody algorithms are only half the 
solution: What makes transplanted prosody successful is not 
just the underlying speech technology, but integration with 
the game’s world-editing toolkit. The same dialogue box that 
lets authors type in the text to speak also provides an easy-to-
use transplanted prosody user-interface. Without this 
integration, transplanted prosody becomes too bothersome for 
authors, and won’t be used. 

Unfortunately, current transplanted prosody techniques 
aren’t good enough. Per-phoneme F0, energy, and duration 
aren’t flexible enough to represent the variety of ways a NPC 
can speak a sentence. Sarcasm or sexy, for example, can’t be 
transplanted because they involve subtle changes to the 
voice’s tone. Future transplanted prosody work requires 
speech recognition perceptive enough to recognize subtle 
changes in tone, and TTS capable of procedurally 
synthesizing it. 

2.4. Licensing fees 
Even though this paper is targeted at TTS researchers, 

business considerations are so critical that they warrant 
discussion. 

Broadly speaking, two types of game business models 
exist: Retail and download. 

2.4.1. Retail games 

Retail games sell for USD $50-$60. By the time 
middlemen take their cut, the game’s developer gets paid 
about $15[8] per copy. 

Retail games often license technology, the most important 
technology for a game being the 3D engine, such as the 
CryEngine, Unreal engine, or Hero engine. Primary 
technologies like 3D are either licensed on a per-copy royalty, 
or with a flat fee, sometimes running into six figures. 

Less-critical secondary technologies, such as tree 
rendering and audio subsystems, are also licensed, but usually 
on a flat-fee license. SpeedTree, for example, is an $8495 
one-time fee. [9] 
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For the foreseeable future, retail game-developers will 
consider TTS to be secondary technology and pay accordingly 
– a small flat-rate fee. The sales and marketing departments of 
TTS engine companies will balk at such low fees, especially 
when telephony licensees, who pay high per-unit royalties, 
hear of the low fixed fee and demand the same pricing. 

2.4.2. Downloaded games 

Downloaded games are niche-market games willing to 
experiment, and may even be willing to pay a per-copy TTS 
royalty of a few dollars. They present other problems though: 

On average, only 1%[10] of all game downloads result in a 
sale. Even if game developers are willing to pay per-unit 
royalties for TTS, they won’t be willing to pay for the 99% of 
people who are just trying out the game (browsing) or who 
have pirated it. Contractually differentiating players from 
browsers and pirates is difficult, particularly since some 
games let all players play for free, but charge avid players real 
money for extras, like more powerful weapons. 

Niche download games also have low sales, often selling 
less than 10,000 copies. [10] The royalty income from a single 
game might not even cover the legal fees incurred by 
authoring and monitoring the license. 

2.4.3. Changing the business model 

Game-oriented TTS engines will need to be licensed 
differently than engines targeted at telephony, accessibility, or 
handheld devices. Either the engines will charge a flat fee, or 
the low-quality voices will be given away with the hope of 
up-selling higher-quality voices directly to end users. 

2.5. User-created content 
Many games, CircumReality included, provide tools that 

let players modify the game’s content and produce their own 
worlds. These are called “mods”.[11] The most common mods 
let players create new gameplay areas, change the textures on 
3D models, and create new characters with a 3D model editor. 

Approximately 0.1% to 1% of players will try creating 
their own mod. Most players will give up, but a fair number 
produce content that they upload to the Internet for other 
people to play. [12] 

Players will want to create their own text-to-speech voice 
using their own voice. Recording 1000 to 10,000 prompts is 
less difficult and less work than most mods. It also provides a 
level of fame and immortality that may be attractive to some 
people. 

CircumReality includes a tool that lets players record their 
own prompts and create their own voice. 

Due to budget constraints, CircumReality relies on the 
“infinite monkey theorem” [13] to acquire better voice 
recordings for TTS. To rephrase the theorem: An infinite 
number of players with an infinite number of microphones 
will eventually produce more professional-sounding voices 
than all the TTS companies in the world… and due to the 
players’ charity, many of the voices will be free. 

An infinite number of players will also wish to produce 
their infinite amount of content in an infinite number of 
languages. While localization of a TTS engine is considerably 
more work than producing a single voice, eventually a skilled 
player (or players) proficient in a language will surface and 
gather the information needed to produce a new language. 

Localization to less-common languages is particularly 
important for downloadable games since they target niche 
markets (with retail games being mass-market). There aren’t 
any Swahili MMORPGs, so any niche-market MMORPG 

written in Swahili with Swahili cultural themes will attract a 
large portion of the relatively-small Swahili MMORPG 
market. 

CircumReality makes it as easy as possible for players to 
localize TTS to their own language. All that’s required is a 
lexicon and sample texts in the language. Letter-to-sound 
rules are learned. Prosody is learned. (A few elements, like 
text normalization and word breaking, aren’t yet publicly 
modifiable, but they will be soon.)  

3. Conclusions 
Approximately one hundred people have play-tested 

CircumReality so far. Their feedback about TTS has been 
minimal – which is good, because players complain loudly 
about features that don’t work. Of the negative TTS feedback, 
most of it is from players who don’t want to hear any speech, 
even professionally recorded speech; this was expected, since 
all games that use recorded speech instead of displaying a 
silent text transcript receive feedback from a vocal group of 
players complaining that the spoken dialogue slows down 
gameplay. Talkies (movies with sound) received the same 
reception from silent-movie fans. 

When I discuss TTS with other game designers, their 
overwhelming response was: “It’s not good enough yet”, even 
after listening to the best voices from the Blizzard Challenge 
2008. I expect that this opinion will gradually reverse over the 
next 20 years. I’ll use a historical analogy to explain my 
reasoning: 

In 1980, most 3D graphics R&D efforts were geared 
towards CAD/CAM, military flight simulators, and TV 
commercials. [15] 3D movies were still a glint in the 
researchers’ eyes (soon to be dashed by “Tron” [16]). 3D 
computer games were a pipe dream. 

Most of the games in 1980 used sprites. The only major 
game to use 3D was Battlezone[17]. As is usual in any market, 
most game designers were trying to clone the most popular 
games of the day, Pac Man[18] and Galaxian[19] (itself a clone 
of Space Invaders[20]), neither of which used 3D. 

I suspect that if the 1980’s game designers were asked if 
they’d like to use 3D graphics for their game, most would say, 
“Vector graphics aren’t good enough.” Many would say, 
“Why should I? I can do everything I need with sprites.” – 
After all, most game designers were (and still are) trying to 
clone the popular games, not invent new ones. 

Contemporary TTS is at the stage that 3D was in 1979. 
Not only is it not good enough for mass-market games, but 
there aren’t any popular mass-market games that use it, so 
game designers don’t want to take the risk and be the first. 
Today’s game designers likewise want to create clones, but 
now they clone World of Warcraft[21] instead of Pac Man. 

Just as Pac Man and Galaxian were (un)intentionally 
designed not to require 3D, modern games are designed not to 
require TTS. A consequence of this design is that NPCs are 
vending machines, nothing more. 

3D didn’t become desirable until Doom[22] came out in 
1993, and the “first person shooter” (FPS) was born. An FPS 
requires 3D as an integral part of the gameplay, and cannot be 
implemented with sprites. Not coincidentally, Doom was 
written by an independent game designer and distributed by 
download. Major retail games at the time used sprites or pre-
rendered 3D scenes, such as in Myst. 

In 2008, almost all professional games use 3D. No longer 
trendy, sprites are limited to low-budget indie games. With a 
3D accelerator in every game console and almost every PC, 
the amount of processing power and R&D dedicated to 3D 
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gameplay dwarfs the once-dominant CAD/CAM, military 
flight simulators, and TV commercials. 

How long before gameplay-oriented TTS overshadows 
TTS for telephony, accessibility, and handheld devices?  
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