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Abstract
In this study, we investigate the capability of phonological fea-
tures (PFs) in capturing the fine variational structure in speech
which arise due to natural phenomenon such as coarticulation.
The PF theory provides a framework in which a far more richer
description of speech is possible when compared to traditional
phonetic representations. However, current approaches toward
training PF detectors do not explicitly expose the statistical sys-
tem to patterns of coarticulation. The analysis presented here
shows that despite this handicap, our PF system still learns to
capture these variants in speech. In fact, it is noted that the use of
phone-based transcriptions to judge the performance of PF sys-
tems erroneously labels such variants as errors. Our result show
that a large proportion of speech frames that are deemed errors by
phone-transcriptions are actually coarticulated as is evidenced by
their phonetic context. These findings offer important knowledge
in analyzing and improving the utility of PFs in ASR (automatic
speech recognition) for spontaneous conversational speech.
Index Terms: phonological features, speech recognition

1. Introduction
Traditional speech recognition systems consider phones to be the
core building blocks of conversational speech. Each word in the
system lexicon maps to a most likely phone sequence. The no-
tion of a well defined map between words and phones is unre-
alistic where phones are known to be continuously modified by
their contextual and phonetic context. The phenomenon which al-
lows phones to influence, and be influenced by, adjacent phonetic
content is known as coarticulation. While coarticulation is well-
researched in linguistics, it is not well represented in contempo-
rary speech systems models/design. Towards this, the advent of
phonological features (PFs) based speech recognition provides
an interesting departure from conventional models, and attempts
to move the issue into the direction of reconciling coarticulation
with speech recognition [1].

In general, the phonological theory suggests a framework
within which all possible phones in spoken languages can be ar-
ticulated. The strength of the PF framework lies within its in-
herent capability of rendering lucid and concise description to
phonological phenomenon which would otherwise require com-
plex rules [1]. In traditional speech systems, words are broken
into a sequence of phones, and a statistical system learns the map-
ping between acoustic observations and articulated phones. Since
it is impossible to separate speech from its context, or its speaker
dependent traits like accent, dialect, gender, emotional state etc.
the statistical system must learn all possible variants of an artic-
ulated phone as belonging to the same phone class. The use of
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phonological systems seems to break down this rigid structure
as it allows phonetic variants to exist in their manifested forms.
However, speech recognition must ultimately deal in words to be
useful and for this reason, forward and inverse mappings of words
and their phonological realizations becomes critical. Unfortu-
nately, while training phonological feature (PF) based speech sys-
tems researchers are forced to map phones to their most likely
phonological sequences along the lines of strict word-phone map-
pings owing to the lack of relevant transcriptions. While the use
of strict phone to phonological map in the training process of PFs
seems to stifle the existence of phonetic variants, the framework
itself allows for their existence. However, it is still necessary
to ascertain if the system has generalized its learning to a de-
gree where it captures these fine variations. In a PF system that
uses word or phone based transcriptions as ground truth, the pho-
netic variants would be incorrectly judged as errors. Surely such
decision-making is counter-productive and undermines the moti-
vation for employing PF based systems. Furthermore, if phonetic
variants are indeed captured by PF systems, then a more critical
matter of mapping these variants back to their intended phone or
word sequence needs to be addressed.

In this paper, we attempt to investigate some of the above
noted issues. In particular, we analyze the errors of a government
phonology (GP) based PF system. Our analysis reveals that a
major proportion of frames that are otherwise deemed as “errors”
based on the transcription can actually be easily explained as nat-
ural coarticulation effects that one would expect to see in con-
tinuous speech. For example, among all frames that were falsely
judged as nasalized or rounded in our experiments, more than half
were articulated in a nasalized or rounded context, (i.e., an im-
mediate predecessor or successor phone was a nasal or rounded
phone). In the English language, it is well known that nasal-
ization and rounding extend their influence on adjacent phones
and this is observed in the decoded PF sequences of our GP sys-
tem [2]. In the following sections, we describe many such ob-
servations that show strong evidence for the ability of PF sys-
tems to capture fine variations in continuous speech. Interest-
ingly enough, the ability of PF systems to observe variants in
articulated phones does not naturally translate into better speech
systems. It is necessary that systems be designed that view coar-
ticulation as a desirable phenomenon which allows phonetic in-
formation to transcend beyond the articulation boundaries of a
phone. In this paper, we attempt to gather sufficient evidence and
motivate the use of PF systems as an effective tool in capturing
variations in speech.

2. Government Phonology
In this section, we briefly review the basics of GP theory within
the scope of this paper. The GP theory is built on a small set of
primes, and rules that govern their interactions [3]. A GP prime
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Table 1: Government Phonology
Property Attributes Examples

Resonance A, I, E, U A=/ae/, I=/ih/, A+I=/eh/
Primes Manner S, h, N A+S+N=/n/, E+h=/z/

Source H E+h+H=/s/
Headedness a, i, u A+a=/aa/,A+I+a+i=/ay/

produces phones in speech by operating in isolation or in com-
bination with other primes. The primes are broadly categorized
into three groups, namely, resonance, manner and source primes.
In general, resonance primes govern vowels, manner primes gov-
ern articulation of consonants and source prime dictates voicing
in speech. Table 1 lists the GP primes along with examples of
how the primes generate phonemes. The property of “headed-
ness” asserts the dominance of one prime over the other during
combination of primes. For example, the combination of A and I
primes can generate /ay/ and /ey/ where both primes are equally
dominant for the former and only I dominates in the latter com-
bination.

For the purpose of automatic speech recognition (ASR), the
GP system seems to provide several benefits over a phone based
system, namely, (i) the element set is much smaller (11 compared
to typical 42 phones in American English), (ii) phonetic variants
are a natural part of the GP representation (since A produces /ae/
then A+N produces the nasalized version of /ae/), and (iii) GP
elements are universal unlike phones which are language depen-
dent [3].

3. Experiment
The GP based PF (phonological features) system used for the
analysis presented in this paper was trained and tested on the
TIMIT corpus. The TIMIT utterances were pre-emphasized with
a factor of 0.97, and subsequent frame analysis using 25ms win-
dows with 15ms overlap. Thereafter, 13 dimensional MFCC (mel
frequency cepstral coefficients) vectors were extracted using a
set of 40 triangular filters to simulate the Mel-scale, and delta,
and delta-delta MFCCs were concatenated to the static vector to
form a 39-dimensional feature vector. Cepstral mean substraction
(CMS) and automatic gain control (AGC) were also employed as
part of the overall system. The features were used to train an
HMM (hidden Markov model) based classification system. Con-
tent dependent modeling with diagonal covariance matrices were
used to model the evolution of the PFs in the signal. Furthermore,
the HMM topology used for modeling was a 3-state left-to-right
model with no state skipping. The training transcriptions for each
PF type was directly obtained by mapping the phone sequence for
each TIMIT sentence to its equivalent PF sequence using a pre-
defined map [1]. In our experiments, a simple bi-gram phono-
tactic language model is trained for each PF type and used for
decoding the PF sequence for each test utterance.

4. Results and Discussion
The performance of the GP system in descending order of frame
level detection accuracy is shown in Table 2. Here onwards, we
collectively refer to the GP primes and heads as GP elements.
Since each GP element can only have a binary value of “present”
or “absent” for each frame, the detection errors can be conve-
niently classified into false-alarms or misses. The “false-alarm”
and “miss” correspond to the event that a GP element was er-
roneously detected as present when it should have been absent
based on the transcriptions, and vice versa. From Table 2, it is
seen that false-alarms significantly outnumber misses. Further-

Table 2: Performance of the GP based PF system
Element Correct(%) False-Alarm(%) Miss(%)

a 95.66 3.55 0.77
H 95.02 4.23 0.73
h 94.86 3.31 1.81
u 94.61 3.84 1.53
i 93.59 1.98 4.40
S 91.84 6.28 1.86
N 90.05 8.01 1.92
I 89.29 8.09 2.60
A 83.85 9.78 6.35
U 79.02 15.65 5.30
E 78.03 16.34 5.61
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Figure 1: Number of erroneously detected GP primes per frame
of speech.

more, the source (H) and manner (N,S and h) primes outperform
the resonance (A, E, I and U) primes where the former consis-
tently hit a detection rate of 90% and above. Finally, the perfor-
mance of the heads (a,i and u) is also very good with a detection
rate of 93% and above. The results presented above are compara-
ble to other PF systems developed using ANNs (artificial neural
networks) and SVMs (support vector machines) [1, 4].

The efficacy of the GP system in terms of speech recogni-
tion centers around its capability of simultaneously detecting all
the elements correctly. Since every frame comprises of 11 GP
elements, each frame can potentially have 0 to 11 detection er-
rors. In Fig. 1, the distribution of the number of errors per frame
for all TIMIT test frames is shown. It is seen that approximately
88% of the test frames contain 2 errors or less, and an insignifi-
cant number of frames contain 6 errors or more per frame. These
are encouraging results since most frames contain few errors, and
correcting these errors would result in a very large improvement
in system performance. Therefore, analysis of system errors be-
comes imperative in improving the system performance. Further-
more, it is useful to note that we expect to see both kind of errors
in the system, (i.e., errors which are artifacts of continuous speech
phenomenon like coarticulation as well as genuine errors which
reflect the system shortcomings). We assert that the former must
not be treated as undesirable, as it contains a wealth of speech in-
formation as well as other traits such as speaker, accent, dialect,
etc.

While we believe that variants in speech must manifest in
traditional phone-based systems as well, their form should be
far more easier to study in PF systems, courtesy of the frame-
work provided by the underlying phonological theory. For ex-
ample, it is non-trivial to imagine what a nasalized vowel may
show up as in a phone-based system output, but within the PF
framework addition of the nasal prime (N) to the vowels inher-
ent resonance primes should be sufficient to capture the variant.
Hence, it becomes more plausible that a PF system should cap-
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Figure 2: Number of erroneously detected GP primes per frame
of speech.

ture these events, and more importantly that it is easier to study
and analyze them within a PF framework. The aforementioned
reasons provide a strong motivation to conduct the error analysis
of our GP based PF system. This also suggests a strong reason
to believe that we should see evidence of coarticulation in the so
called “errors” of the GP system.

5. Analysis
Adjacent phonemes in speech tend to merge into each other, and
it is often impossible to pinpoint a hard boundary betweem them.
However, evaluating the PF system performance at the frame
level requires choosing a boundary and in our experiments we
have chosen the TIMIT transcriptions as ground truth. In so do-
ing, we expect a disagreement between the transcriptions and our
system on the true location of these boundaries. Herein, other
researchers have shown that ignoring frame level decisions for
two frames around the transition boundaries leads to an over-
all decrease in the proportion of errors made by the PF system
[1]. Hence, it becomes necessary to examine the miss and false
alarms of our system in light of their proximity to phone transi-
tions. Figure 2 shows the distribution of the errors against their
time-distance (in number of frames) to a transition. From the
figure, we see that 85% of the miss errors occur within a prox-
imity of 50ms to a transition (1 frame corresponds to 10ms in
time). On the other hand, nearly 50% of the false-alarms occur
at a time-distance of 100ms or more. Clearly, most miss errors
are in close vicinity of a phone transition and therefore arise due
to the necessity of choosing a hard boundary when perhaps one
does not exist.

If transitions are indeed responsible for a majority of misses,
then we would expect miss errors to be distributed across all
phones in proportion to their occurrence. Towards this, we tab-
ulate misses for each GP element across broad phone classes in
Table 3. It is important to note that GP elements other than the
resonance primes (A,E,I and U) do not have members that be-
long to each and every phone class, which inherently limits the
distribution of misses among phone classes. However, among
the resonance primes which have members in all phone classes,
the errors are well distributed. Among the non-resonance primes,
the miss errors still seem to be distributed in an unbiased manner
across the broad phone classes (e.g., vowels, diphthongs, nasals,
etc.). The results indicate a non-specific origin for errors. This

Table 3: Distribution of miss errors over broad phone classes
Sonorant Obstruent

vowel diph semi nasal fric stop
vowel

E 19.21 6.83 6.86 5.96 24.77 36.26
U 9.07 2.07 4.65 16.73 33.1 34.3
A 6.26 5.2 12.5 17.15 9.81 49.03
I 29.1 27.54 0.94 0 23.34 0
S X X 46.38 9.37 17.16 23.72
N X X X 100 X X
h X X X X 68.5 31.54
H X X X X 32.07 67.43
i 26.54 73.45 X X X X
u 68.94 31.05 X 0 0 0
a 69.75 30.24 X X X X

X: corresponding prime has no phones in this class.

Table 4: Distribution of false-alarms over broad phone classes
Sonorant Obstruent

vowel diph semi nasal fric stop sil
vowel

E 57.54 18.11 8.92 1.78 8.0 2.63 2.9
U 64.95 17.47 11.81 1.14 3.13 0.8 0.63
A 74.34 0 5.82 4.46 6.75 2.23 6.34
I 64.6 12.65 11.73 1.27 6.22 0.94 2.55
S 17.02 4.87 5.35 0 56.6 0 16.03
N 68.27 20.73 4.26 0 3.01 1.57 2.13
h 1.84 0.08 1.38 3.35 4.67 78.7 10.7
H 4.95 0.51 1.26 3.21 40.9 32 12.1
i 76.8 2.67 11.45 1.44 3.7 0.66 3.25
u 50.34 9.48 36.49 0.63 3.7 0.17 0.13
a 55.73 26.47 16.45 0.38 0.88 0.07 0

trend corroborates well with our hypothesis that most misses are
created due to transitions.

In contrast, the distribution of false-alarms show the opposite
pattern to misses. From Table 4, it is seen that false alarms tend to
occur predominantly among certain phone classes unlike misses.
For example, among all resonance primes (A,E,I,U), heads (a,i,u)
and the nasal prime (N), false-alarms occur mostly among vow-
els, diphthongs and semi-vowels. On the other hand, false-alarms
among occlusion (S), frication (h) and unvoicing (H) primes are
mostly limited to the obstruents. In summary, while transitions
can account for most misses they can explain only half of the
false alarms that occur in our system. The following sections fur-
ther examine the impact of phonetic context and coarticulation on
false alarms. In particular, the analysis focuses on primes A, E, I,
U and N where the errors are most significant in number.

5.1. Primes U and N

In American English, phonemes preceeded and/or succeeded by
nasals or rounded phones show a strong tendency of being nasal-
ized or rounded. This coarticulation effect is predominantly an-
ticipatory in nature, implying that the preceeding phones are im-
pacted more than the succeeding ones [2]. Therefore, the impact
of coarticulation in generating nasal and rounding false-alarms
can be determined by examing the phonological state of the ad-
jacent (preceding and succeding) phones. In our analysis, we
split the adjacent phones into three broad categories: nasals, ho-
morganic nasals, and others. Homorganic nasals refer to those
consonants that share the same place of articulation as that of
nasals. For example, /d/ is a homorganic nasal with the same
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Table 5: nasality
nasal homorganic others

nasal
nasal 2.96 6.73 5.65

homorganic nasal 11.53 8.12 7.18
others 15.26 22.74 19.8

Table 6: Rounding
U others

U 6.19 28.1
others 21.62 44

Table 7: Vowel false alarms in A, E and I
Erroneous Frame A E I

back 0.09 23.4 33.39
mid 21.23 0 43.46
front 69.18 76.6 23.15

place of articulation as /n/. Table 5 shows the context of prime
N false alarms where the columns and rows correspond to the
membership of the previous and following phone, respectively. It
is clearly seen that 43% of the erroneous frames have an immedi-
ate nasal neighbor. Furthermore, an additional 38% of the frames
have homorganic nasals in their immediate context. Also, more
false alarms occur before a succeeding rather than a preceed-
ing nasal or homorganic nasal, which corroborates the above-
mentioned anticipatory nature of the coarticulation effect. In to-
tal, 81% of false alarms result from preceeding and/or succeed-
ing nasal/homorganic nasals in prime N. Similarly, in the case of
prime U, it is seen that 56% of the false alarms have a rounded
phone in the immediate phonetic context, as shown in Table 6.

5.2. Primes A,E and I

False alarms of A,E and I primes are analyzed based on pho-
netic categories as shown in Table 7. The columns of the table
correspond to the primes, and the rows denote the broad vowel
categories, namely, front, mid and back. Tables 8-10 show the
phonetic context of the false alarms, where the rows and columns
correspond to the previous and next phone. As clearly seen in
Table 7, most false alarms in primes A and E occur among front
vowels (69.18% and 76.6%, respectively). In the case of prime
I, the errors are more towards mid/back regions of the vocal tract
(VT) (43.46/33.39%). Similar trends are observed among conso-
nant false-alarms frames as well. However, the rest of the section
focuses on the analysis of vowel false alarms alone, since a large
proportion of errors belong to vowel frames.

In Tables 8-10, the context of each false alarm is shown in
terms of back/A , neutrality/E , and front/I. From Table 8, it is
seen that 58% of the prime A false alarms are in the proxim-
ity of back/A. Since most false alarms for prime A occur in the
mid/front of the VT, a complementary context of back/A con-
tributes to undershooting of the articulator configuration. This
argument is also supported by the fact that the tongue is one of
the major articulators for resonance primes. Similar observations
are made for primes E and I, where a complementary context is
found for the false alarms frames. For example, in the case of E
most errors are produced in the front of the VT (76.6% in Table 7)
but the phonetic context is pre-dominantly neutral/E and back/A
(87.91% in Table 9). For prime I, the errors are mostly produced
in mid/back (76.85% in Table 7) while the context is forward/I
(64.04% in Table 10).

The overall analysis indicates that a large number of errors
produced in the GP based PF system are caused by phonetic con-

Table 8: Context of A false alarms
A E I others

A 8.48 10.09 3.35 11.16
E 7.25 7.44 3.0 8.62
I 3.94 3.98 1.06 2.71

others 13.83 6.88 2.19 5.95

Table 9: Context of E false alarms
A E I others

A 10.37 10.54 5.2 6
E 8.13 6.67 4.59 9.15
I 3.26 2.62 1.43 1.15

others 14.18 7.11 3.22 6.29

Table 10: Context of I false alarms
A E I others

A 9.31 9.33 4.31 6.83
E 8.54 5.04 4.11 5.91
I 8.13 3.11 1.27 4.27

others 13.94 6.29 3.2 6.33

texts. The PF system in fact captures the coarticulatary charac-
teristics of continuous speech.

6. Conclusions
In this paper, we have shown strong evidence of the ability of PFs
to capture fine phonetic variation in speech. Furthermore, by per-
forming an exhaustive error analysis of a GP based PF system, we
have also shown that the use of phonetic transcriptions in judging
the performance of a PF system risks mislabeling most of these
variants as errors. In particular, we split the GP errors into miss
and false alarms where it was shown that nearly 90% of miss er-
rors were created in phone transitions and 50% of false alarms
were not. Finally, our analysis also revealed that nearly 50% of
all false alarms could be easily explained as natural coarticula-
tory phenomenon. The study presented highlights the diversity
of information contained in PF sequences, and therefore cautions
against the use of predefined phone to PF mappings in interpret-
ing the decoded PF sequences. On the other hand, the study en-
courages the development of linguistically motivated maps from
PFs to phones that can effectively exploit the additional infor-
mation present in the coarticulated frames of continuous speech.
By exploiting coarticulation in speech, PF systems would truely
move away from ”beads on the string” model, and provide newer
and more efficient ways of achieving robust and effective ASR in
continuous speech.
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