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Abstract 

This paper investigates the performance of automatic 

emotional state categorization from speech signals on the 

Serbian Emotional Speech Corpus, named GEES, against the 

corresponding human performance. We employ a multistage 

strategy along with sophisticated features used for automatic 

emotional state categorization. Our study is the first attempt to 

apply a machine learning technique to the GEES where the 

human performance was only available prior to our study. Our 

investigation indicates that the use of a multistage 

categorization strategy yields behaviors similar to what human 

perceives and the performance close to human being’s.  

Index Terms: emotional speech categorization, multistage 

categorization strategy, machine vs. human performance 

1. Introduction 

Emotion plays a very important role in human communication, 

especially even more importantly than the logical information 

in speech communication [1]. Automatic emotional state 

categorization from speech signals refers to the recognition of 

affect from speech with machine learning techniques. Recently 

this topic has gained much attention due to a large variety of 

applications [2], although there exist substantial criticisms and 

challenges in building such machines that can recognize, 

communicate, model and express emotions [3]. 

 

A number of efforts have been made for automatic emotional 

state categorization from speech signals, including the 

recording and collection of emotional speech corpora [4-6], 

exploration of acoustic features especially for emotions [7-10] 

and applications of state-of-the-art machine learning 

techniques to automatic categorization [11, 12]. Although the 

aforementioned efforts have made encouraging progresses, the 

performance of automatic categorization is often significantly 

inferior to human being’s. To our knowledge, there are fewer 

studies that investigate behaviors of automatic categorization 

approaches against human being’s on the same conditions.  

 

In this paper, we present our work on the GEES, a Serbian 

emotional speech corpus [13] where there were only human 

behaviors and performance reported prior to our study. The 

motivation underlying our research tends to investigate the 

performance and behaviors of an automatic multistage 

categorization strategy against human being’s on the same 

conditions. Our study presents the performance and behaviors 

of automatic emotional state categorization for the first time 

on the GEES and suggests that the multistage strategy is 

promising towards automatic emotional state categorization 

from speech signals. 

 

The paper is organized as follows. Sect. 2 briefly overviews 

the GEES corpus and Sect. 3 describes feature extraction. 

Sect. 4 presents the multistage categorization strategy and our 

implementation. Sect. 5 reports experimental results, and the 

last section draws conclusions. 

2. Serbian emotional speech corpus 

The Serbian emotional speech corpus, named GEES, was 

recorded in an anechoic studio at Faculty of Dramatic Arts, 

Belgrade University [13]. The utterances were recorded on a 

DAT tape at 44.1 kHz sampling rate and then later transferred 

to a reduced sampling rate of 22.050 kHz. The corpus contains 

about 2790 emotional utterances recorded in Serbian. Three 

actors and three actresses participated in the recording of this 

corpus. The utterances in the corpus are labeled by five 

emotional states, i.e., happy, sad, anger, neutral and fear, 

where each speaker uttered 32 words, 30 short sentences, 30 

long sentences and a passage composed of 79 words for a 

single emotional state.  

 

With respect to this corpus, it is worth stating that the detailed 

performance and behaviors of 30 normal-hearing listeners are 

available [13]. In the test, all the listeners were asked to hear 

the emotional speech uttered by only one speaker at a time and 

they were allowed to listen to the same utterance for several 

times. Once they finished listening to each utterance, they 

needed to make a decision for the given utterance. Note that 

they were not allowed to go back and altered a decision once it 

had been made already.  

 

In general, human listening experiments show that “anger” 

and “happy” states are mostly confusing with each other, and 

so do “sad” and “neutral” states. In contrast, fear and sad 

states are less confusing. Furthermore, the human listening test 

has been performed on sup-corpora including individuals, 

utterance of various lengths and gender [13]. 

3. Feature extraction 

Acoustic features especially for the recognition of affect from 

speech have been studied and turned out to be useful in 

automatic categorization [2, 7, 8, 10, 14-19]. In general, there 

are two types of acoustic feature extraction methods used to 

extract useful features from emotional speech [12]; utterance-

based vs. segment-based feature extraction. An utterance-

based method treats an utterance as a whole, and therefore a 

feature vector or a representation is simply formed for the 

entire utterance based on some feature measures. In contrast, a 

segment-based method would evenly block an utterance into 

several segments and a feature vector is produced for each 

segment. Recent researches have uncovered that there are 

number of acoustic features beneficial to automatic emotional 

state categorization [2, 7, 8, 10, 14-16]. 
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In our work, we employ all existing utterance-based acoustic 

representations in literature for automatic emotional state 

categorization. This enables us to make an explicit comparison 

on the same conditions since human listeners simply made an 

utterance-level decision [13]. Utterance-based representations 

used in our work include 318 features totally, classified into 

11 representations of emotional speech, as follows: 

• 44 Fundamental frequency related features [7, 8, 10] 

• 40 Intensity related features [10] 

• 40 Low-pass intensity related features [10] 

• 40 High-pass intensity related features [10] 

• 40 Mel-frequency cepstral coefficient features [10] 

• 23 Duration related features [2, 15] 

• 15 Formant related features [14, 16] 

• 14 Harmonicity related features [7, 8] 

• 20 Loudness related features [7, 8] 

• 28 Voice source related features [7, 8] 

• 14 Other source related features [7, 8] 

 
The first five representations are achieved based on the feature 

extraction methods used in [10] except that we add four 

fundamental frequency related features,  sample skewness of 

F0, fraction of voiced values lying above the mean, range of 

F0 above and below the mean, discovered in [7, 8], while the 

remaining representations were suggested in [2, 7, 8, 14-16].  

4. Multistage strategy and implementation 

In psychology, universal emotional states can be arguably 

grouped into a higher level category [3]. In this framework, 

happy and anger can be grouped to the active state while fear, 

neutral and sad tend to be grouped to the passive state.  In a 

similar way, neutral and sad are further grouped into the no-

fear state. Experiments in both automatic categorization and 

human listening suggest that emotional states falling into the 

same category are often confusing and less discriminative.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1: Structure of multistage categorization 

As a result, the nature of such a high-level categorization 

facilitates the use of divide-and-conquer principle, which 

results in a multistage strategy for the recognition of affect 

from speech. Such a strategy was used in the previous work 

[19] and outperformed those without using such a strategy. 

Technically, the multistage strategy converts a multi-category 

classification task into a set of binary classification tasks so 

that a binary classifier would discriminate the most confusing 

or even ambiguous emotional states in a more effective way. 

 

Unlike the previous work [19], we adopt the Support Vector 

Machine (SVM) [20] to fulfill binary classification tasks in 

our implementation of the multistage strategy. The nature of 

kernel-based SVM [20] justifies our choice of SVM as a right 

binary classifier in the structure as illustrated in Figure 1.  In 
our work, the Radial Basis Function (RBF) kernel is chosen 

with a cross-validation method [20]. 

5. Experimental results 

In this section, we present the experimental methodology, 

results and analysis against human being’s performance on the 

GEES as reported in [13].  

 

Table 1. Emotion recognition rates for individual speakers 
S
p
e
a
k
e
r
s 

E
m
o
ti
o
n
s  

Machine recognition rate in % 

 

 

H S A N F 

S
K
 

H 81.522 0.000 15.217 1.087 2.174 

S 0.000 95.556 0.000 3.333 1.111 

A 20.652 0.000 76.087 0.000 3.261 

N 0.000 1.087 0.000 95.652 3.261 

F 3.261 0.000 1.087 3.261 92.391 

M
V
 

H 96.739 0.000 3.261 0.000 0.000 

S 0.000 90.217 0.000 1.087 8.696 

A 8.696 0.000 91.304 0.000 0.000 

N 0.000 1.087 0.000 98.913 0.000 

F 0.000 11.957 0.000 3.261 84.783 

M
M
 

H 75.000 0.000 16.304 1.087 7.609 

S 0.000 91.111 0.000 6.667 2.222 

A 11.957 1.087 82.609 1.087 3.261 

N 1.087 1.087 0.000 97.826 0.000 

F 10.870 2.174 5.435 3.261 78.261 

S
Z
 

H 83.696 0.000 9.783 1.087 5.435 

S 0.000 97.826 0.000 1.087 1.087 

A 11.957 1.087 81.522 1.087 4.348 

N 2.174 0.000 4.348 92.391 1.087 

F 6.522 0.000 2.174 3.261 88.043 

O
K
 

H 79.348 0.000 17.391 0.000 3.261 

S 0.000 93.478 0.000 5.435 1.087 

A 16.304 0.000 82.609 0.000 1.087 

N 0.000 7.609 0.000 92.391 0.000 

F 1.087 0.000 0.000 0.000 98.913 

B
M
 

H 97.826 0.000 2.174 0.000 0.000 

S 0.000 95.652 0.000 3.261 1.087 

A 4.348 0.000 92.391 3.261 0.000 

N 1.087 5.435 2.174 91.304 0.000 

F 0.000 3.261 0.000 1.087 95.652 

 

In our experiments, we used the leave-one-out cross-validation 

method to evaluate the performance of our system. We report 

different experimental results on individual sub-corpora, 

different utterance sub-corpora and gender sub-corpora.   

Input Speech 

 

SVM 

Passive 

 

Active 

 

SVM 

Anger 

 

Happy 

 

SVM 

No-fear 

 

Fear 

 

SVM 

Neutral 

 

Sad 
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Table 2. Emotion recognition rates for all speakers 
S
p
e
a
k
e
r
s 

E
m
o
ti
o
n
s  

Machine recognition rate in % 

 

 

H S A N F 

A
ll
 

H 85.688 0.000 10.688 0.543 3.080 

S 0.000 93.973 0.000 3.478 2.548 

A 12.319 0.362 84.420 0.906 1.993 

N 0.725 2.717 1.087 94.746 0.725 

F 3.623 2.899 1.449 2.355 89.674 

 

 

Table 3. Contrastive results for individual speakers 

S
p
e
a
k
e
r
s 

E
m
o
ti
o
n
s  

Difference between machine and  

human recognition rates in % 

 

H S A N F 

S
K
 

H -10.86 -0.27 11.11 -0.48 0.78 

S -0.15 7.68 -0.41 -6.37 -0.49 

A 12.32 -0.22 -12.40 -0.94 1.50 

N -0.19 -3.66 -1.73 3.63 2.17 

F 1.78 -2.96 -7.74 -0.41 9.82 

M
V
 

H 1.73 -0.26 0.06 -1.10 -0.35 

S -0.15 -7.28 -0.32 -0.38 8.13 

A 7.29 -0.18 -6.21 -0.36 -0.40 

N -0.25 0.34 -1.02 1.62 -0.43 

F -0.14 10.34 -0.40 3.04 -12.77 

M
M
 

H -19.79 -0.26 14.60 -0.38 5.90 

S -0.15 -6.17 -0.22 4.93 1.71 

A 11.74 1.01 -16.14 0.61 2.97 

N 1.09 -1.35 -1.57 2.02 -0.11 

F 10.00 1.19 3.01 1.07 -15.16 

S
Z
 

H -13.34 -0.21 8.00 0.73 4.94 

S -0.04 -1.45 -0.04 0.73 0.98 

A 10.44 1.09 -15.61 -0.05 4.28 

N 2.14 -0.61 1.46 -3.94 1.05 

F 5.84 -0.60 -1.03 3.12 -7.11 

O
K
 

H -12.77 -0.32 14.82 -0.17 -1.34 

S -0.07 -3.93 -0.07 4.59 -0.48 

A 14.71 -0.14 -15.02 -0.25 0.84 

N -0.21 0.43 -0.74 0.95 -0.39 

F -1.20 -1.31 -0.50 -0.55 3.88 

B
M
 

H 0.82 -0.56 1.74 -0.68 -1.10 

S -0.53 -1.23 -0.64 2.16 0.46 

A 3.27 -0.56 -4.46 2.53 -0.63 

N 0.13 4.92 -0.65 -3.84 -0.48 

F -0.67 1.46 -0.52 0.60 -0.64 

 

 

Table 4. Overall contrastive results for all speakers 

S
p
e
a
k
e
r
s 

E
m
o
ti
o
n
s  

Difference between machine and  

human recognition rates in % 

 

H S A N F 

A
ll
 

H -9.04 -0.31 8.39 -0.35 1.47 

S -0.18 -2.07 -0.28 0.94 1.72 

A 9.96 0.17 -11.64 0.26 1.43 

N 0.45 0.01 -0.71 0.08 0.30 

F 2.60 1.35 -1.20 1.14 -3.66 

 

Tables 1 and 2 present confusion matrices of five emotional 

states based on the performance of our multistage 

categorization system for individual sub-corpora and the 

whole corpus in exactly the same way reported in [13]. Here, 

we emphasize that we use the utterance-based feature 

extraction method and only one decision can be made for an 

utterance, which resembles the testing method used in [13] 

and allows us to compare ours with those reported in [13]. 

 

Tables 3 and 4 present the contrastive results by subtracting 

confusion matrices achieved by our system from the ones 

achieved by human listeners in [13], which allows one to 

achieve the performance difference explicitly. Due to the 

nature of a confusion matrix, the notation in Tables 3 and 4 

indicates that a negative/positive number in the diagonal 

expresses how much our system is inferior/superior to 

human’s while  a negative/positive number in the off-diagonal 

presents how much our system is superior/inferior to human’s.  

 

Some non-trivial observations are made from contrastive 

results. For machine recognition, “happy” is not confused at 

all with “sad” while listeners failed to separate this pair states. 

In addition, the performance of listeners is always superior to 

their machine counterpart for some emotional states, e.g., 

“anger”, regardless of speakers. Finally, it is evident that the 

emotional state pairs mostly misclassified by our system are 

“happy” and “anger” as well as “sad” and “neutral”. To a 

lesser extent, the conclusion can be drawn for “happy” and 

“fear”. But there is little confusion in the “sad” and “fear” 

pair. Most of the results by our system are consistent with the 

human listening test [13].  

 

 
Figure 2: Contrastive results on individual and whole corpus 
 

Figure 2 summarizes comparative results. In general, our 

system achieves an overall emotion recognition rate of 89.7% 

for all speakers as compared to 95.0 % by human listening. 

The recognition rates on individual corpora range from 75.0 % 

to 98.9 %, while the performance of human listeners ranges 

from 83.0 % to 99.0 %. It implies that the sophisticated human 

auditory system better captures emotional characteristics from 

speech that conveys mixing types of information. 

 

We further investigate the performance in terms of the length 

of utterances. From Figure 3, it is evident that our system 

performs better for long sentences than short sentences, which 

suggests the utterance-based representations tend to be stable 

for longer utterances. In contrast, human listening experiments 

suggest that the emotional states are recognized relatively 

regardless of the length of sentences as long as the sufficient 

information is captured from an utterance. Since a single word 

often conveys the limited information, it is not surprising to 

see that the performance for a single-word utterance is 
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significantly lower than those of sentences, which is 

remarkably consistent with the human listening test [13]. 

 

 
Figure 3: Contrastive results on utterance sub-corpora 

 

 

 
Figure 4: Contrastive results on gender sub-corpora 

 

Finally we report the performance on gender sub-corpora. 

Figure 4 depicts the recognition rates by collecting and 

averaging gender results achieved by our system and human 

listening on individual sub-corpora. From Figure 4, we 

observe that the emotional state recognition rate on the female 

speaker sub-corpus is significantly higher as compared to that 

on the male speaker sub-corpus. Such a finding has been 

confirmed by human listeners as depicted in Figure 4. 

Therefore, the consistent results on the gender sub-corpora 

suggest that, for both machine and humans, the emotional 

states in speech are better recognized from the utterances of 

female speakers than those of male speakers. 

6. Conclusions 

We have presented an investigation for automatic emotional 

state categorization on the GEES corpus based on an 

implementation of a multistage categorization strategy. In 

most circumstances, our system produces results highly 

consistent with the human listening test reported in [13] and 

the promising performance close to that of human’s. 

 

Due to no automatic recognition study on this corpus prior to 

our study, our system would serve as a baseline for further 

study. Technically, there might be a limitation that hinders our 

system from yielding better performance; i.e., the mere use of 

utterance-based representations fails to capture the short-term 

emotional variation, which is responsible for the poor 

performance on utterances of short sentences and single-

words. In our ongoing study, we are working on the joint use 

of utterance-based and segment-based representations towards 

better automatic emotional state categorization from speech. 
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