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ABSTRACT 

In this study, the problem of in-set versus out-of-set speaker 
recognition for limited train/test data is addressed. Since 
enrollment data is so limited (5 sec), acoustic holes in the speaker 
phoneme space from training tokens will exist and must be filled. 
To achieve this, a cohort speaker selection process is developed 
that possess similar acoustic characteristics. The resulting GMM 
from common sentences are used to measure the speaker’s acoustic 
similarity with the Kullback-Leibler (KL) distance. The likelihood 
ratio scores are employed to measure the speaker similarity when 
no common sentence structure exists. Gaussian components 
corresponding to the acoustic holes are harvested from the cohort 
model. Constructed using a phone recognition simulator with 65% 
accuracy, a comparison is made with the GMM employing 
common utterances with the TIMIT corpus. Finally, the 
combination of Gaussian components corresponding to acoustic 
holes and the common acoustic space are leveraged to improve 
overall system performance. The proposed acoustic hole filling 
algorithm is evaluated using speech from the TIMIT and FISHER 
corpora with the GMM-UBM as our baseline system. The 
proposed acoustic hole filling system is shown to improve 
performance by 25% and 13% over the baseline on TIMIT and 
FISHER. This advancement is a significant step forward in-set/out-
of-set speaker recognition with limited train (5 sec) and test 
material (2-8 sec).  

Index Terms— in-set/out-of-set speaker recognition, cohort 
speakers, data sparseness, speaker adaptation, acoustic hole

1. INTRODUCTION 

The objective of in-set/out-of-set speaker recognition is to make a 
decision if a speaker belongs to a predefined in-set group based on 
enrollment model. The enrollment model represents the set of 
individuals in a group of speakers, referred to as the in-set group. 
The problem can be treated as open-set speaker identification 
(OSI), when the system accepts an enrolled group of speakers as 
in-set and rejects an unknown speaker as out-of-set. The 
verification of the in-set group can be more easily performed if the 
in-set group has distinct characteristics such as age, gender, or  
dialect. Several prior studies have developed advances based on 
discriminative training [1], clustering [2], and neighborhood  
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information [3, 5] for in-set speaker recognition problems. 
     Previous studies of OSI employed the Gaussian Mixture Model 
(GMM) as the baseline technique [4, 7]. The statistical model 
representing out-of-set speakers are based on two connected 
methods [1]: the world model and cohort model. The world model,
also known as Universal Background Model (UBM), is constructed 
by exploiting a number of speakers within development data to 
build a speaker-independent model, while the cohort model is 
based on selecting only those acoustically similar enrolled speakers 
(i.e., based on gender, regional accent, and age). 
     For this study, we address the problem of in-set speaker 
recognition with limited enrollment data (5 sec) and test utterance 
(2-8 sec) data. The limited enrollment data causes a severe lack of 
phone coverage for those phonemes not seen in the train data, but 
seen in the test sequence. This phenomenon is termed “acoustic 
holes” in the acoustic model space. Such acoustic holes must be 
addressed in order to have consistent performance for unrestricted 
test data. The adapted GMM-UBM approach [6] is used to assist in 
the problem solution. For selecting speakers with a similar acoustic 
space, we can perform speech recognition on the development data 
to select a similar acoustic phoneme space with the enrollment data. 
The similarity of the GMM using a common acoustic space can be 
measured by the KL divergence, and cohort groups are selected for 
each enrollment speaker using these similarity scores. In an 
alternative case, the phone dependent GMM can replace the phone 
recognizer by labeling the feature frames into Gaussian 
components. Since each frame will emit highest probability given 
phone dependent GMM, we can use labeled feature to build 
tailored cohort model for each in-set speaker. Limited train data is 
efficiently used therefore to adapt the Cohort GMM. The cohort 
group selections are accomplished by using likelihood scores of 
each development GMM with the training data. Gaussian 
components corresponding to acoustic holes are imported from the 
cohort model by comparing Gaussian components of the acoustic 
common space for the enrollment speaker. The combination of 
Gaussian components corresponding to acoustic holes and those 
for the common acoustic space is expected to improve system 
performance.  
     Sec. 2 addresses the decision procedure for accept/rejection of 
claimants. Sec. 3 then presents the baseline system, followed by a 
detailed development of the proposed algorithm in Sec. 4. Next, 
experimental evaluation is presented for in-set speaker recognition. 
Sec. 5 follows with conclusions and future work in Sec. 6.  
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2. OBJECTIVE FORMULATION 

We assume we are given a set of in-set (enrolled) speakers, and an 
organized collected data set nX , corresponding to each enrolled 
speaker nS ,1 n N� � . Let the data 0X represent all outside non-
enrolled speakers in the development set. Each speaker dependent 
statistical model { ,1 }n n N� �� � � can be obtained 
from 1 2{ , , }n tX x x x� � , where nt denotes the total number of 
samples belonging to speaker nS . If O denotes the sequence of 
feature vectors extracted from the test utterance, then the problem 
of identifying an in-set versus out-of-set speaker requires that we 
perform two statistical stages. In the first stage, called speaker 
identification or speaker classification, we first classify O as one 
of the most likely in-set speakers, *� ,
                         *

1
arg max ( | )n

n N
p O

� �
� � � .                                      (1) 

In the second stage, called speaker verification or outlier 
verification, we verify whether the observation O truly belongs to 

*� or not (accept/reject). In general, this stage is formulated as a 
problem of statistical hypothesis testing where the null 
hypothesis 0H , represents the hypothesis that O actually belongs 

to model *� , versus the competitive hypothesis 1H  where O is 

actually “not” from model *� . The likelihood ratio test is given 
by: 

           
*

0

0 10

      :  accept                     ( | )      
     :  reject  (accept )   ( | )
�
�

��
��

Hp O
H Hp O

               (2) 

where � is the detection threshold, 0� is a competitive model (out-
of-set or UBM model), and ( | )p 	 	 is the likelihood generated from 
each model. 

3. GMM-UBM AND MAP ADAPTATION 

In practice, it is impossible to have a true out-of-set model for the 
competitive speaker class; since such data is not available in the 
training phase. The conventional strategy assumes another special 
class, or speaker independent model, as a universal representative 
of the out-of-set speakers (e.g., UBM). Gaussian Mixture Model 
(GMM) with Maximum A Posteriori (MAP) speaker adaptation 
has become the dominant approach for text-independent speaker 
recognition [1]. A speaker independent model, or Universal 
Background Model (UBM), is trained from the development 
speaker set using the Expectation Maximization (EM) algorithm. 
The probability density function (pdf) of a GMM having M-
Gaussian components for D-dimensional observation vectors X is
defined as: 

                    0 0 0
1

( | ) ( )
m m

M

m
p X G X


�

� � �  .                                   (3) 

For each target in-set speaker, a speaker-dependent GMM can be 
created via MAP adaptation of the UBM parameters with training 
data nX as [1]: 

                   nm 0( )m
m n m

m m

rE X
r r

� 
� �

�

� �
� �

                    (4) 

where m� is the weight assigned to the m-th component of the 
UBM, and r is a relevance factor which depends on the amount of 
data associated with that pdf and controls the balance of 
adaptation. For all experiments in this study, only mean 
components were adapted and the relevance factor was fixed at 16. 

4. PROPOSED ALGORITHM 

4.1. Motivation 

Constructing a UBM using the available data from the 
development set requires more than 100 mixture components to 
represent both speaker and phoneme variation, while short amounts 
of enrollment data (i.e., 5 sec) will not require a large number of 
mixture components to capture the acoustic information. Such a 5-
sec utterance may contain only 16 to 20 high energy phonemes in 
normal conversational speech. In our algorithm, we consider two 
subtle different scenarios. The first one uses Speech Recognition 
System (SRS) for matching the acoustic space. The second uses a 
phone dependent GMM (PDG) for labeling feature frames with 
Gaussian name of the PDG. For the SRS, we collect the same 
utterances from the enrollment and development data to build a set 
of GMMs, which have the same acoustic representation except for 
that due to speaker variation. Next, we measure the Kullback-
Leibler (KL) distance between the enrollment and each 
development speaker model to assess acoustic similarity. For the 
PDG, the cohorts are selected based on the likelihood scores of a 
set of development GMMs using train speaker data. Based on this 
acoustic similarity, we collect the number of top-N cohort speakers 
and use their larger amount of data (i.e., 25 sec of utterances) to fill 
the acoustic holes of the target speaker’s GMM model, which is 
not seen in the short enrollment data. Consequently, the target 
speaker model, which is adapted from a GMM trained from these 
cohort speakers, should be a better representation of target 
speaker’s acoustic space, and therefore leverages cohort data to fill 
acoustic holes left by the original target speakers’ space due to 
limited training data.  

4.2. Cohort Selection: using Speech Recognition System (SRS) 

Next, we summarize our new procedure to construct the target 
speaker model n for in-set speakers, 1 n N� � :
Step (a): Construct a set of development speaker models dev

i� ,

1 devi N� � , and a set of in-set speaker models, in set
n
�� .

Step (b): Compute the devN N� acoustic space distance matrix 
between in-set and development GMM models using the KL 
measure, as follows: 

( )

( )( , ) [log ]
( )

�

�
�

�

�
� � �

�
in set
n

in set
in set dev n
n i devX

i

XKL E
X

Step (c): Sort the KL distances and choose the top- coN speakers 

for each in-set GMM( in set
n
�� ), where coN (<< devN ) is the number 

of cohort speakers. These cohort members will be used to fill the 
acoustic holes for in-set speaker n, in set

n
�� .

Step (d): For each in-set speaker n, construct a cohort model 
( )�cohort p

n with those coN cohort speakers. The ( )�cohort p
n is trained 

using the EM algorithm with acoustically similar data as in the in-
set speaker model. Note that the superscript notation (p) represents 
the number of Gaussian components in the model.  Here, p is less 
than the total Gaussian components of M.
Step (e): Use ( )�cohort p

n as an initial model in Eq.(4) to obtain the 

adapted in-set speaker model ( )��in set p
n . Since this adaptation 

results in a mean shift of only the similar phone space, more 
accurate speaker adaptation results compared to the general 
speaker-independent UBM (i.e., only phonemes in common are 
adapted, mismatched acoustic holes are filled in later). 
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Step (f): For each in-set speaker n, construct a cohort model 
( )�cohort M

n with coN cohort speakers. The primary difference 
between Step (d) and (f) are the number of Gaussian components 
and available data. This step uses more data to fill the acoustic 
holes, which do not appear within the enrollment data. 
Step (g):�Using the same development data used to train ( )�cohort p

n

from Step (d), find the Top-p Gaussians components corresponding 
to the highest probability against ( )�cohort M

n . Assume these Top-p
Gaussians represent common acoustic space, so we find the 
remaining q components (where q p M� � ), assumed to the 

acoustic holes. This model is represented by ( )�cohort q
n .   �

Step (h): Transform the acoustic space of the cohort model 
( )��cohort M q

n onto the in-set speaker model ( )��in set p
n by computing 

the mean shift, variance scale, and weight scale [3].  The acoustic 
space adapted model is ( )� �� cohort M q

n .

( )
( ) ( ) ( )

( )
( ) ( ) ( )

( )
( ) ( ) ( )

( )

( / )

( / )

in set M q
in set M q in set M q in set p

n n n n
in set M q

in set M q in set M q in set p
n n n n
in set M q

in set M q in set M q in set p
n n n n

   

� � � �


 
 
 


� ��
� � � � �

� ��
� � � � �

� ��
� � � � �

� � �

�

�

Step (i): Combine ( )��in set p
n  and  ( )� �� cohort M q

n  to produce an 

enrollment speaker model �n , and then adjust the mixture weights 
such that the summation is equal to 1. 

4.2. Cohort Selection: using Phone Dependent GMM (PDG) 

Several PDG steps are similar in concept to SRS. While meanings 
are similar, colleting labeled feature frames connected with 
Gaussians enables the construction and adaptation of the final 
GMM in a more precise manner – filling the holes in the acoustic 
space.   
Step (a): Construct a set of development speaker models dev

i� ,
1 devi N� � , and obtain likelihood scores using in-set data.  
Step (b): Compute the devN N� likelihood score matrix between 
in-set and development GMM models.  
Step  (c): Sort scores and choose the top- coN speakers.  
Step (d): Construct phone dependent GMM (PDG) model with all 
available data, and label each frame of in-set and development data 
as belonging to one of the Gaussians in PDG. Count the number of 
frames occurrences each Gaussian label.  
Step (e): For each in-set speaker n, construct a cohort model 

( )�cohort p
n with those coN cohort speakers. The ( )�cohort p

n is trained 
using the same labeled data of the in-set’s most occurring top (p)
labeled Gaussians.  Construct a cohort model ( )�cohort q

n  with the 
unused labeled data of in-set’s (q) number of Gaussians. Assume 
these top-p Gaussian components represent the acoustic common 
space, so the remaining q components (where q p M� � ) will be 
assumed to fill the acoustic holes. 
Step (f): Transform the acoustic space of the cohort model 

( )�cohort p
n onto the in-set speaker model ( )��in set p

n using MAP 

adaption with only the mean shifts of the in-set’s most occurring 

top (p) labeled data. The cohort model ( )�cohort q
n is adapted with the 

remaining q labeled data.  
Step (g): Combine the two GMMs ( )��in set p

n  and  ( )� �� cohort M q
n  to 

produce an enrollment speaker model �n , and then adjust the 

mixture weights such that the summation maintains to 1.

5. EXPERIMENTS  

5.1. TIMIT AND FISHER CORPUS 

A set of 60 male speakers were randomly selected as the speaker 
sample space. These 60 speakers serve both as in-set speakers and 
out-of-set speakers (impostors) depending on the experimental set. 
In particular, three different in-set speaker sizes are considered 
(e.g., 15, 30, and 45). For example, 15 speakers were randomly 
selected from the speaker sample space as the in-set speakers, with 
the remaining 45 speakers as impostors (‘15in/45out’). Similar to 
other Round-Robin test procedures, different combinations of in-
set and out-of-set speakers were are formed, resulting in four 
distinct 15in/45out’ groups, two distinct ‘30in/30out’ groups, and 
two (with some overlap) ‘45in/15out’ groups[5]. The train and test 
speech data of each speaker is randomly selected. For TIMIT, 
training data consists of “sa” sentences to ensure common initial 
speaker cohort search space, and testing data taken from all “si” 
and “sx” sentences.  For FISHER, the training data consists of an 
equal amount of 5 seconds of speech after silence removal. 
Development data consists of 30 seconds, and test data on of four 
sizes: 2, 4, 6, and 8 seconds. The speech analysis frame rate is set 
to 20 ms with a 10 ms skip rate. A 19-dimension Mel-Frequency 
Cepstral Coefficients (MFCC) are extracted and used for statistical 
modeling. Silence and low-energy speech parts are removed using 
an energy based detection technique. 

5.3. Evaluations

5.3.1. Baseline System 

A UBM containing 32 Gaussian components is trained from 
speakers in the development set. GMM construction starts with VQ 
codebooks using several updated iterations, and the GMM 
parameters are consequently adjusted with EM iterations. A 
speaker-dependent GMM for each in-set speaker is MAP adapted 
from the UBM. The baseline and our proposed system both employ 
this UBM to model the out-of-set speakers. 

5.3.2. Cohort-UBM System 

A cohort set for the in-set speakers is selected from the remaining 
255 male speakers. For SRS, a similarity acoustic distribution of 
the 60 in-set speaker GMMs and 255 development speaker GMMs 
is measured using the KL divergence with TIMIT. The in-set 
speaker model is constructed with the “sa” sentences, while 
development speaker GMMs are trained with the “si” and “sx” 
sentences. The top-7 cohort speakers for each target in-set speaker 
are applied in steps from Sec. 3 to build the Cohort-UBM model. 
For PDG, we collect the same number of speakers from FISHER. 
Individual GMMs of the development speaker has the likelihood 
scores for 60 in-set data for selecting cohort speakers. The top-10 
cohort speakers are selected to build Cohort-UBM models. A 
speaker-dependent GMM is then obtained by MAP-adaptation 
from the Cohort-UBM model. 
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5.3.3. Modified-Cohort System 

In practice, it is very rare to have the same utterances from both 
enrollment and development data (we used sa1, sa2 sentences 
which are common for all TIMIT speakers), while needs to be 
address for unrestricted training data. Assume we have a speech 
recognition system to collect common words from the enrollment 
speakers. We assume a 65% phoneme recognition rate, so the 
development data should have 65% of the data selected from “sa” 
and 35% randomly selected from “si” and “sx”. This balance of 
development data allows us to statistically reflect the speech 
recognizer performance without actually performing recognition.  
     The proposed algorithm for SRS begins with comparing the 
common acoustic space of the in-set and cohort speakers. These 
common acoustic spaces of the GMMs offer a fair way to compare 
the distinct characteristics of each speaker. The similarities of the 
speakers are measured using the KL divergence. From our 
previous study of phoneme occurrence in the TIMIT corpus, an 
average of 17 different vowels, dipthongs, and voiced consonants 
appear within 5 seconds of training data in general. Therefore, we 
build a Cohort-UBM with 16 Gaussian components from the “sa” 
sentences, which is termed the “recognizer effect of sa”, and then 
the Cohort-UBM becomes the initial model of a MAP-adapted 
speaker-dependent GMM. The Cohort-UBM of 32 Gaussian 
components is constructed by pooling the available development 
data of each cohort member (i.e., “sa”, “si”, and “sx” sentences).  
The 32-components GMM will contain more phoneme specific 
representations compared to the “recognized sa” GMM, so we can 
find which components of the “recognized sa” GMM correlate 
with those 32 Gaussian components by calculating the Bayesian 
score of the feature vectors of the “recognized sa” GMM against 
the cohort GMM. The uncorrelated 16 Gaussian components 
compensate the phonemes other than those in the “recognized sa” 
GMM, so we conjecture that the acoustic holes can be filled by 
these uncorrelated Gaussian components. The remaining less-
correlated 16 Gaussian components are therefore adapted to the in-
set speaker acoustic model. This adaptation is simply done by 
mean shifting, variance scaling, and weight scaling. The proposed 
algorithm with PDG shares the same idea as SRS, but the cohort 
models can be more accurately trained and adapted with specific 
Gaussian contributed frames. The number split for the Gaussians is 
same for FISHER corpus. The weights ratio to combine the commo
n acoustic space of Gaussians with acoustic hole Gaussian is 7 to 3. 

5.3.4. Results and Discussion 

Fig. 1 shows the Equal Error Rate (EER) of the 3 scenarios over 
different sized in-set/out-of-set groups and test durations. Our 
previous studies have shown that system performance tends to 
degrade as the in-set speaker size increases. It is obvious that as 
test duration increases, there is a corresponding reduction in  
EER, since more tokens are available to test against the models. 
From our earlier studies   [2,5], short enrollment data (5 sec) has 

acoustic holes in the speaker production space. The results here 
show that these acoustic holes can be filled by employing less 
correlated Gaussian components, with corresponding relative 
improvements in performance of 13% from Cohort-UBM vs. the 
new Modified-Cohort system using SRS. In PDG, the new 
Modified-Cohort system improves 4 % over Cohort-UBM system 
on 8 seconds with similar performance for other sets. The overall 
improvement vs. original UBM-Baseline is 25% for TIMIT with 
SRS, and 13% for FISHER with PDG. Therefore, the proposed 
method which harvests unseen phoneme information from 
Gaussian components followed by insertion and adaptation for the 
in-set speaker is an effective solution for filling acoustic holes. 

6. CONCLUSIONS AND FUTURE WORK 

In this study, we have developed a novel strategy to fill acoustic 
holes resulting from limited enrollment data for in-set/out-of-set 
speaker recognition. The proposed method compares the similarity 
of the acoustic space between the in-set speaker and potential 
cohort speakers from a development set. After harvesting Gaussian 
mixtures from corresponding cohort speakers which are outside of 
the target in-set speaker space (assumed to be “acoustic hole” 
phones), we performed insertion and adaptation to produce the 
resulting combined models. Future work could explore assessing 
acoustic hole identify, and incorporating cohort speaker phone data 
proportional to the natural variability of that phoneme. 
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Figure 2: Performance of baseline, Cohort-UBM, and proposed system 
on FISHER using PDG with 2, 4, 6, and 8 second test sets. 

Figure 1: Performance of baseline, Cohort-UBM, and proposed system 
on TIMIT using SRS with 2, 4, 6, and 8 second test sets. 
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