
The MITLL NIST LRE 2007 Language Recognition System* 

Pedro A. Torres-Carrasquillo, Elliot Singer, William Campbell, Terry Gleason, Alan McCree,
Douglas A. Reynolds, Fred Richardson, Wade Shen, and Douglas Sturim

Lincoln Laboratory 
Massachusetts Institute of Technology 

Lexington, MA 02420 
{ptorres,es,wcampbell,tgleason,mccree,dar,frichard,swade,sturim}@ll.mit.edu 

Abstract 
This paper presents a description of the MIT Lincoln 
Laboratory language recognition system submitted to the 
NIST 2007 Language Recognition Evaluation. This system 
consists of a fusion of four core recognizers, two based on 
tokenization and two based on spectral similarity. Results for 
NIST’s 14-language detection task are presented for both the 
closed-set and open-set tasks and for the 30, 10 and 3 second 
durations. On the 30 second 14-language closed set detection 
task, the system achieves a 1% equal error rate. 

1. Introduction 
The National Institute of Science and Technology (NIST) has 
conducted formal evaluations of language detection 
algorithms since 1994. The NIST language recognition 
evaluation (LRE) in the fall of 2007 is the latest of these 
evaluations. In this paper, the main details of MIT Lincoln 
Laboratory’s primary submission to the NIST LRE07 are 
presented. The 2007 submission is similar in framework to 
submissions by MITLL in previous NIST evaluations [1, 2] 
where a set of core recognizers generates scores that are 
combined by a backend to produce the language detection 
decisions. The four core recognizers in the current submission 
include two based on spectral similarity and two based on 
phone tokenization (Figure 1). The spectral similarity 
approaches employed are based on updated techniques using 
Gaussian mixture models and support vector machines, while 
the tokenizer systems are newer versions of phone recognition 
and language modeling approaches [3]. 
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Figure 1: MITLL framework for language recognition system 
submitted to the 2007 NIST LRE. 

The organization of this paper is as follows. Section 2 
describes the core technologies along with the feature 
processing approach and the system score fusion. Section 3 
presents details about the corpora and tasks, while Sections 4  
_____________________  
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and 5 present system performance on the NIST tasks along 
with comments and a discussion of performance trends 
observed in NIST evaluations since 1996.  

2. Systems 
The MITLL system submission for the 14 language detection 
task combines four core recognizers: a discriminatively 
trained GMM-MMI spectral system (GMM-MMI), an SVM 
GMM supervector spectral system (GSV-SVM), an SVM 
language classifier using the lattice output of an English 
tokenizer (EN-SVM), and a language model classifier using 
the lattice output of a Hungarian tokenizer (HU-LM). The 
main components of these systems are described in this 
section along with details of the feature extraction process 
and backend fusion. 

2.1. Spectral Feature Processing 
The spectral-based core recognizers share a common feature 
extraction sequence, as shown in Figure 2. The processing 
was designed to reduce as much as possible any variability in 
the signal unrelated to language classification and exploits the 
latest channel variability reduction techniques, including 
feature normalization, vocal tract length normalization 
(VTLN), latent factor analysis (LFA), and nuisance attribute 
projection (NAP). 
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Figure 2: Spectral feature extraction sequence.

2.1.1. Feature extraction 

The common framework for the spectral systems begins with 
20ms windowing at a 10ms frame rate as processed through a 
filter bank with a warping factor � obtained via vocal tract 
length normalization (VTLN). The output is processed by a 
RASTA filter which is then converted into a sequence of 
cepstral coefficients. The framewise cepstra are collected into 
a 56-dimensional feature vector composed of 7 static 
coefficients and stacked with the set of shifted delta cepstral 
(SDC) features produced by applying a 7-1-3-7 SDC scheme 
[4]. The benefit of applying both VTLN and stacked static 
and delta cepstra to language recognition was shown in [5]. 
The feature vectors are gated against speech activity marks 
and normalized to a standard normal distribution. In the final 
step, feature domain latent factor analysis (fLFA) spectral 
compensation is applied to the features of the GMM-MMI 
system, and nuisance attribute projection (fNAP) is applied to 
the GSV-SVM system. Both methods aim to remove the 
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undesirable variations stemming from low-dimensional 
sources. 

2.1.2. Spectral compensation via fLFA and fNAP 

Both fLFA and fNAP perform spectral compensation by 
estimating and subtracting a posterior weighted bias from the 
feature vectors. The training partition of the LRE07 
development corpus described in Section 3 was used for 
estimating both the LFA loading matrix, the NAP nuisance 
subspace, and the associated UBMs. Feature based LFA used 
in the GMM-MMI recognizer was implemented in a manner 
similar to the method described by Vair [6]. The loading 
matrix was formed following [7], where within class variation 
was derived from 20 classes (14 languages and 6 dialects 
described in [8]). The loading matrix was calculated with 
direct Eigen decomposition [9] with a latent variable 
dimension (corank) of 40. 

Feature based nuisance attribute projection [10] was 
likewise inspired by the work of Vair [6]. The implementation 
uses a 256-order GMM-UBM trained with the features 
obtained from the feature processing sequence described in 
Section 2.1.1. To create the nuisance subspace, deltas were 
derived between the variation of utterance adapted GMM 
means and the centroid for each language. The correlation 
matrix of these deltas across all languages was used to find 
the nuisance subspace using a kernel matrix formulation. A 
corank of 128 for the NAP projection was found to work well. 

2.2. Spectral similarity recognizers 

2.2.1. GMM-MMI 

The discriminatively trained Gaussian mixture model 
recognizer developed for LRE07 builds on the system 
proposed by the group at BUT [5]. The system uses 2048 
mixture components, segment based training, a common 
initial model from which all the target language models were 
adapted, and 10 training iterations. The segment based 
training showed improved performance and convergence 
during the development cycle by restricting the training to 
segments with a minimum of 2 seconds. This recognizer is 
implemented using fLFA obtained as described in Section 
2.1.2. 

The use of a common initial model for all target models 
led to both improved performance and faster training of the 
discriminatively trained models. Ten percent of the available 
training data was chosen at random for all languages to train 
the common initial model. The use of this common initial 
model allowed for the sufficient statistics for the 
discriminative training process to be computed based on top-n
scoring and, similarly, for fast scoring to be used during the 
testing stage, à la UBM. In the current implementation, top-
20 scoring was used in training and top-50 in testing. 

2.2.2. SVM-GSV

The SVM GMM supervector system (SVM-GSV) is based on 
the work of Campbell [11] and Castaldo [12], and extended 
by Campbell to include covariance matrices [13]. This system 
is implemented using feature domain NAP obtained as 
described in Section 2.1.2. 

A 1024-component GMM-UBM system trained using 
fNAP is the first stage in this system. The UBM is adapted 
using MAP adaptation on a per utterance basis with a small 
relevance factor to find GMM supervectors of stacked means 

and covariances. From these supervectors, a one-versus-rest 
strategy is used to train each SVM language model. The 
resulting SVM models are then converted (“pushed back”) 
into standard GMMs by normalizing the support vectors by 
the sum of support vector weights (see [13] for details). This 
process produces two models per language, for a total of 28 
models. The final scores are obtained by using log-likelihood 
ratios from the pushed models. 

2.3. Tokenizer-based systems 

2.3.1. Phone recognition 

This year's system included two tokenizers based on the BUT 
architecture [14]. The first tokenizer, the BUT Hungarian 
phone recognizer made available at the BUT web site [15], 
produces a 59-class output stream and was used in 
conjunction with the 4-gram language classifier to be 
described in Section 2.3.3. The second tokenizer, used in 
conjunction with the 4-gram SVM system described in 
Section 2.3.2, was trained on approximately 10 hours of 
English SWB2 Cell data [16]. The training data for the phone 
system was decoded using an STT system, and the resulting 
tokenizer uses 49 monophones.  Both tokenizers were used to 
generate lattices, and these lattices were used to calculate n-
gram expected counts.  

2.3.2. SVM n-gram recognizer (EN-SVM) 

The SVM 4-gram system uses a discriminative keyword 
selection approach [17].  From an initial trigram phone SVM 
system, 4-grams are generated discriminatively using an 
alternating filter-wrapper algorithm.  In the wrapper step, the 
most discriminative trigrams are selected according to their 
support vector weights.  Then in the filter step a set of 4-
grams is created by appending and prepending each selected 
trigram with a single phone from the phone set.  The resulting 
4-gram SVM demonstrates a significant improvement in 
performance over the initial trigram SVM (see [17] for more 
details).

2.3.3. 4-Gram Language modeling (HU-LM) 

The MITLL HU 4-gram recognizer (HU-LM) is based on an 
adaptation of the BUT LRE05 Hungarian recognizer where 
the 59-class Hungarian phone output is mapped to 32 classes 
by combining phone labels that differ only by duration. 
Because Hungarian has both short and long consonants and 
vowels, the phone set reduction is significant and makes it 
computationally feasible to extend the n-gram size of the 
language model from 3 to 4. Our experiments showed that 4-
gram language models with the reduced phone set were more 
beneficial than 3-gram models using the original phone set. 
Language models were trained from the Hungarian recognizer 
lattice outputs using the SRI tool kit. 

2.4. Fusion
Outputs of the two spectral and two token language 
recognizers were combined and calibrated using a backend, as 
shown in Figure 1. The feature vectors formed from the 
stacked raw recognizer scores were transformed using linear 
discriminant analysis and the outputs applied to a set of 
diagonal grand covariance Gaussians. Each Gaussian output 
was converted to a log likelihood ratio and a posterior 
estimate was obtained from via class-dependent 2-class 
(target, non-target) logistic regression. The backends were 
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trained using the development partition of the corpus to be 
described in Section 3. Final decisions (T or F) were obtained 
by applying a fixed threshold of 0.5 to the logistic regression 
outputs, and the final set of calibrated log likelihood ratios 
was obtained from the outputs using the logit function. 
Backends for arbitrary combinations of core recognizers were 
designed similarly. 

System fusion for the open-set condition was performed 
similarly except that out-of-set Gaussians were trained using 
stacked recognizer outputs for messages from languages not 
included in the closed-set task. Training for these Gaussians 
was obtained from OGI-22 and CallFriend French. Logistic 
regression of the Gaussian outputs proceeded as in the closed-
set case except that the log likelihood ratio denominators 
included additional terms produced by the out-of-set 
Gaussians. Development tests indicated that a single 
composite Gaussian trained by pooling the data from all the 
out-of-set languages produced performance comparable to 
that of a system that used language-dependent Gaussians. 

3. Development Data and Task 
The development data for the system included two partitions 
derived from diverse sources. The training partition, used for 
training the recognizers, included data from the LDC-2007 
development corpus distributed by NIST, Fisher, CallFriend, 
Mixer and CallHome. The development partition, used for 
fusion training and calibration, included data from LDC-
2007, Fisher, Mixer, CallHome, CallFriend, OGI-22 and 
OHSU. The system was evaluated using the NIST-LRE 2007 
corpus which included 7530 utterances split among three 
nominal durations: 30, 10 and 3 seconds. 

This paper addresses the NIST closed-set and open-set 
14-language detection tasks. The complete evaluation plan 
and full set of tasks can be found in [8]. Participants were 
required to make hard and soft decisions for each of the 14 
languages for each test utterance. In the closed-set task, 
utterances were restricted to the 14 specified languages, while 
for the open-set task the inputs could come (theoretically) 
from any language. The identity of these languages was 
unknown to the system at evaluation time. The 14 languages 
in this evaluation were: Arabic, Bengali, Chinese (Cantonese, 
Mandarin, MinNan, and Wu), English (American, Indian), 
Farsi, German, Hindustani (Hindi, Urdu), Japanese, Korean, 
Russian, Spanish (Caribbean, Non-caribbean), Thai, Tamil, 
and Vietnamese. 

4. Results
This section presents the performance of the MITLL 
recognizers described in Section 2 on the NIST LRE07 14-
language closed-set and open-set recognition tasks. NIST 
officially evaluates system submissions using a decision cost 
function Cavg computed from hard decision errors and a fixed 
set of costs and priors, as specified in [8]. Results in this 
section are presented using both Cavg and equal error rates as 
derived from DET plots. These results reflect several 
modifications introduced after LRE07 and thus may differ 
slightly from NIST’s official results[18]. 

4.1. Closed-Set 
DET plots for the MITLL closed-set submission (fused 4-
system combination) for the NIST 30s, 10s, and 3s LRE07 
test segments are shown in Figure 3. EER and Cavg for these 
conditions are given in Table 1. Breakouts of performance of 
individual core recognizers and selected recognizer 

combinations for the three test segment durations are given in 
Table 2. For the core recognizers, Cavg*100 for the 30s 
segments ranges from 1.92 (GSV-SVM) to 3.04 (HU-LM). 
Noteworthy is the performance of the best spectral/token 
combination (EN-SVM + SVM-GSV) which approaches that 
of the submitted system but with roughly half the system 
complexity. 
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Figure 3: DET plots for MITLL LRE07 system for 30s, 10s, 
and 3s NIST LRE07 test segments. 

METRIC 30s 10s 3s
EER (%) 0.93 3.48 13.23 
Cavg*100 0.97 3.55 13.32 

Table 1: Performance of MITLL fused system at the 
three NIST test segment durations.  

METRIC SYSTEM 30s 10s 3s 
EN-SVM 2.03 6.85 19.29 
HU-LM 3.04 8.87 21.29 
GMM-MMI 2.10 5.90 17.28 
GSV-SVM 1.92 6.57 19.22 
EN+HU 
(Token) 1.55 5.33 16.93 

GMM+GSV 
(Spectral) 1.55 5.26 16.36 

EN+GSV 1.23 4.46 15.24 

Cavg 
*100

ALL 0.97 3.55 13.32 

Table 2: Performance of individual systems and of 
select system combinations. 

4.2. Open-Set
As discussed in Section 2.4, the 14-language recognition 
open-set system was implemented by training out-of-set 
Gaussian classifiers using OGI-22 data selected from the 
remaining non-LRE07 languages and from CallFriend 
French. None of the core recognizers was retrained with out-
of-set data and no balancing of non-target priors was applied 
during training. With the release of the LRE07 results it 
became known that seven of the out-of-set languages in the 
NIST evaluation overlapped with the out-of-set Gaussian 
training data and that only two were truly unseen at test time 
(Punjabi and Tagalog). For the 30s LRE07 test segments, 
Figure 4 shows DET plots comparing the out-of-set system 
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with both the baseline (no additional out-of-set Gaussians) 
and with closed-set performance (closed-set system on 
closed-set task). While it is evident that the out-of-set 
condition is more challenging, system performance is not 
drastically affected. The major impact of the out-of-set 
configuration is in the low false alarm region. The slightly 
better performance obtained using discrete Gaussians is likely 
due the fact that seven of the nine out-of-set languages are 
modeled discretely in the backend. 
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Figure 4: DET plots for MITLL submission for the NIST open-
set task with 30s LRE07 test segments. “Composite”: One 
out-of-set Gaussian. “Discrete”: Nine out-of-set Gaussians. 
“Baseline”: No out-of-set Gaussians. “Closed”: Closed-set 
performance of closed-set system. 

5. Discussion 
Language recognition performance has seen dramatic 
improvements since NIST began conducting formal 
evaluations in 1994. This trend has been the product of 
continued aggressive application of statistical pattern 
recognition techniques and speech science technology by the 
speech community to the language recognition problem. 
Figure 5 shows performance of Lincoln Laboratory systems 
on the NIST LRE test data beginning with the CallFriend data 
first employed in 1995-1996 and continuing to the more 
diverse and less structured OHSU and Mixer corpora of 2005-
2007. It is apparent that technology developers have been 
able to continually improve performance despite the 
challenges presented by the more recent collections. 
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Figure 5: Performance trends of MITLL language recognition 
systems on NIST evaluation corpora at three durations. Dates 
on the horizontal axis indicate the system vintage. 
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