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Abstract
Earlier work has shown that the acoustic landmarks in speech 
[1,2], proposed to be important in lexical access, are largely 
preserved in spontaneous American English Speech [3].  
Moreover, the loss of acoustic landmarks predicted from 
word’s lexical representation is systematic and predictable.  
This study reports preliminary analysis of factors that govern 
whether a landmark will be realized as predicted, or will be 
changed or apparently omitted. A classification tree is 
designed to predict the deletion/change or preservation of a 
landmark in a corpus of spontaneous American English using 
contextual factors that include prosody, word structure, 
morphosyntactic categories and landmark type.  
Index terms: landmarks, distinctive features, lexical access, 
feature cues, articulatory overlap. 

1. Introduction
The acoustic signal produced during a spoken utterance 
contains a number of abrupt changes, produced by 
articulatory closures and releases for consonants, articulatory 
narrowings for glides and articulatory widenings for vowels. 
Stevens[1,2] has proposed a distinctive-feature-based model 
of human speech processing in which these acoustic 
landmarks play several critical roles.  For example, they 
provide information about the articulator-free features 
(roughly, the manner features); [4,5]; they specify regions 
which are likely to be rich in additional feature cues (such as 
CV transitions), and they constrain the types of additional 
information that the listener must extract from the signal (for 
example, it is not necessary to look for cues to [+/- strident] at 
vowel landmarks). 

Because landmarks play such a critical role in this 
feature-cue-based processing model, and potentially in other 
types of models as well, it is important to know how often 
they are present in the signal. If most of the predicted 
landmarks are implemented in recognizable form, it may be 
possible to develop ways to deal with the small proportion 
that are missing, particularly if landmark loss occurs in a 
small number of predictable contexts.  In earlier work [3] we 
showed that landmarks were generally implemented as 
predicted in a corpus of task-directed American English 
Speech; preliminary results showed that 86% of predicted 
landmarks were observable by human labelers, and the 
remaining 14% which were lost or changed to a different 
landmark fell into a small number of repeated patterns well 
attested in this language, such as flapped /t/, fricated /k/ [6] or 
loss of word-final –/nd/.  This paper extends that work by 
addressing a different question about landmarks, i.e. what are 
the factors that govern the relatively small number of changes 
and losses that occur.  A number of such factors have been 
suggested, including a) the intrinsic ‘strength’ of a segment 
(e.g. a reduced vowel vs. an affricate), b) position in the word 

(e.g. word final vs initial), c) prosody (e.g. position in 
prosodic constituent, prosodic prominence), d) 
morphosyntactic category (e.g. content word vs function 
word), and e) word or phrase frequency (e.g. high-frequency 
vs low-frequency sequences).  

A better understanding of which of these factors influence 
landmark change and loss, and how they do so, will be useful 
in developing improved algorithms for the synthesis of more 
natural-sounding speech.  Using this approach it may be 
possible to overcome some of the disadvantages of current 
concatenation-based methods which do not lend themselves 
to synthesis at new speaking rates, in new speaking styles or 
for new speakers.   

In this work, an annotated corpus of conversational 
speech was used as input to predict the presence or deletion of 
landmarks, given their prosodic and syntactic context. The 
predictive model was developed using an automatically 
derived classification tree. Classification trees are useful, not 
only as predictors, but as an indicator of the importance of 
contextual factors on predication. These factors can then be 
used to guide linguistic research by suggesting areas of 
further study.  

2. Methods
The larger study (of which this paper reports a part) involves 
hand- and automatic labeling of the predicted landmarks in a 
corpus of more than one hour of task-directed spontaneous 
speech, elicited using the Maptask method [7]. 

2.1. Recording the corpus 
The full corpus consists of 16 4-7 minute dialogues in which 
an instruction giver describes [to an instruction follower] a 
path on the map that is visible only to the giver. The 
instruction follower has a similar map, on which she must 
sketch the path according to the verbal instructions provided 
by the giver. The experiment is designed to encourage speech 
with a natural quality by the fact that both speakers are well 
acquainted with each other before the experiment begins, and 
by small differences between the two maps which require 
some interaction to resolve. 

2.2. Labelling 

2.1.1 Word labels 

The 16 conversations were orthographically transcribed by 
Dr. Lisa Lavoie. To date, only the instruction givers’ speech 
is included in the corpus, largely because (perhaps due to the 
nature of the task) the giver did most of the talking. The 
transcribed words were roughly aligned with the speech 
signal on a Words tier. Word alignments were only 
approximate, because the articulations for two adjacent words 
often overlap (as for in the, [8]), and because word boundaries 
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sometimes occur when there is no acoustic signal (e.g. 
between 2 stops, as in get to). Events such as silences, 
breaths, laughter, speech by the other speaker and 
overlapping speech were also marked in this tier. Consistent 
with [9], 45% of the 610 words were content words (nouns, 
verbs, adjectives and regular adverbs) while 55% were 
function words or interjections (the interjections, such as oh,
yeah and um, made up 10% of the words). 

2.1.2 Landmark labels by hand 

For each phonemic segment of each transcribed word, the 
landmarks predicted for a citation form of the word were 
tabulated: for each consonant, a closure and release landmark; 
for each glide, a single landmark corresponding to the 
articulatory extremum of narrowing, and for each vowel, a 
single landmark corresponding to the articulatory extremum 
of widening. Each of these predicted landmarks was 
annotated as i) implemented in the speech signal as predicted, 
ii) changed to a different type of landmark, or iii) not 
implemented. An example of a changed landmark would be a 
/k/ realized as a fricative rather than as a stop[6]; this 
articulation provides an acoustic cue for a different value of 
an articulator-free feature, i.e. [+continuant] rather than  
[-continuant]. An example of a non-implemented landmark 
would be a /d/ in an /nd/ sequence, such as and a, where the 
intervocalic oral closure is nasalized throughout, shows no 
diminution of amplitude as expected in the voice bar of a 
stop, and there is no evidence for a stop release noise (which 
would indicate pressure buildup behind a constriction 
followed by release). 

To determine whether landmarks were implemented as 
expected, labelers used a combination of visual inspection of 
the wave form and spectrogram, and listening. This labeling 
method relies on the assumption that Stevens’[1,2] acoustic 
definitions for landmarks align with visual discontinuities in 
these displays. Landmark labeling by hand was carried out 
over a period of several years by a number of participants in 
the MIT Undergraduate Research Opportunities Program. 
Most were undergraduates in the Department of Electrical 
Engineering and Computer Science with some training in 
signal processing methods. Initial training sessions were 
supplemented by weekly meetings to discuss difficult cases. 
Each conversation was labeled by one labeler and checked by 
a second, to ensure that all predicted landmarks were 
accounted for and conventions followed. In ongoing analyses, 
each predicted landmark label is checked by the second 
author. Predicted landmarks were labeled in one of four ways. 
If in the opinion of the labeler the signal (as viewed in the 
wave form and spectrographic displays available in Praat) 
showed good evidence for the landmark in its expected form, 
the landmark was labeled as ‘implemented’. If the signal 
showed some possible evidence for the landmark, it was 
labeled as ‘probably implemented’. Both of these types of 
observations were recorded on the Landmarks labeling tier, 
which as a result contained only labels for predicted 
landmarks for which there was appropriate evidence in the 
signal. A second tier, the Comments Tier, was reserved for 
the other two cases, which, for the purposes of this study, 
were tabulated as deleted. If there was no discernable 
evidence for a predicted landmark visible in the signal display 
and the segment was not audible to the transcriber, the 
landmark was labeled as ‘missing’. Finally, if the listener 
could hear the segment but could not find a reasonable-
looking candidate acoustic discontinuity for the landmark, it 
was labeled as ‘possibly not implemented’. These four basic 

types of labels were supplemented by a number of additional 
diacritics. For example, if the closure and release landmarks 
for a consonant were both missing, but both were replaced by 
a different type of landmark (such as a fricative closure and 
release for a /k/ in place of the predicted stop closure and 
release, or a glide extremum for a /g/ instead of a stop closure 
and release), the nature of the replacement landmarks was 
noted in the Comments tier. Similarly, if a stop closure 
landmark was invisible in the signal because it was preceded 
by a silence, but the burst at release clearly indicated that 
closure and subsequent pressure buildup had occurred, the 
closure landmark was labeled as missing but known to have 
occurred. Other such diacritics are described in the 
conventions for hand-labelling of landmarks (in preparation). 

2.1.3 Other labels 

Eight of the 16 conversations have also been labeled for 
prosodic phrasing and prominence using the ToBI system of 
Tones and Break Index; for syntactic word type (using a 
quasi-exhaustive list of function words drawn from the Brown 
Corpus, [9]). These labels allow us to investigate the 
structural, positional, segmental, morphosyntactic and 
frequency-related contexts in which predicted landmarks are 
implements, changed or lost in this corpus of task-directed 
spontaneous speech.

2.2. Automatic Classification Tree Design 
In general, classification trees are designed to successively 
partition the feature space to improve the overall 
classification rates of a particular set of labeled data points. 
This process is applied recursively on all subsets until a 
stopping criterion is reached. Typically, these criteria involve 
a minimum size of the subsets or a measure of the entropy of 
the entire tree. In theory, both continuous and discrete factors 
can be used; here all labeled factors were discrete. In this 
study, the data points are the annotated landmark tokens, the 
feature space is described by each landmark's attributes 
(described below) and the landmark is classified as either 
present (implemented) or deleted (modified or missing). The 
tree design is a supervised learning algorithm, using hand 
labeled present/ deleted labels to partition the data, based on 
the value of one attribute at a time, into successively more 
homogeneous sets. Once designed, however, the classification 
tree can be used to determine the likelihood that an unseen 
landmark token would be preserved or deleted, given its 
attribute context.

While the explicit goal of a classification tree is to 
classify or predict the present/ deleted class of new data, trees 
are also useful guides to indicate which factors, and which 
combination of factors are, in a probabilistic sense, the most 
useful in classification. Typically, researchers extract as many 
features from the transcript and signal from the spoken corpus 
as possible, relying on the classification trees or other 
stochastic models to determine the usefulness of the features. 
This approach is especially useful when very little is known 
about what features are most likely to discriminate between 
classes; however, the results can be difficult to interpret in 
terms of specific linguistic hypotheses. Some features might 
be redundant with others, obscuring their contribution. Other 
features might be related non-linearly, which would not be 
captured in a classification tree. Alternatively, selecting 
features that might provide insight into competing hypotheses 
can produce a model that suggests conclusions or pinpoints 
areas of further study. For example, Jurafsky [10] used a 
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stochastic classifier to find that accent ratio was a good 
predictor of accentedness. Subsequent inspection of the set of 
words with high/ low accent ratio suggested a tighter 
connection between prosody and the specific lexical item, 
rather than the broad word class.  

In this study, the factors extracted were suggested by 
prior experiments and linguistic theory. Specifically, the 
following information was extracted for each predicted 
landmark from the annotated corpus, using hand labels, 
prosodic labels and a function word list.  

Predicted
landmark

Specific closure or release, or vowel 

Category: Vowel, Release or Closure 
Type:  Vowel or consonant 
Type of 
consonant

Stop, fricative, nasal, glide; vowel data 
labeled ‘not applicable’  

Word: Lexical entry 
Word class: Monosyllabic function words, 

polysyllabic function words, content 
words or filled pauses 

Accent on 
the word: 

High, Low or None 

Word
position:

Initial, medial or final. Single 
landmark words labeled as initial.  

Silence: Word preceded by silence or not  
IP Position: Position of word in intonational or 

intermediate phrase denoted by break 
index following word, 1, 3 or 4 

Classification trees reported here were designed using R, a 
widely used statistical software package. As described below, 
misclassification penalties were used in some cases.   

3. Discussion

3.1. Distribution of landmarks 
Acoustic landmarks are robust even in spontaneous speech. In 
this Maptask sub-corpus, 7100/8187 landmarks are preserved 
and only 1187 (14.3%) are deleted. The distributions of the 
extracted features for each landmark are described in Tables 
1-4.

Table 1: Distribution of 
landmarks with respect to 

word position 

Initial 1890
Medial 4623
Final 1774

Table 2: Distribution of 
vowels and consonant 

landmarks.

Vowel 2306
Consona t n 5981

Table 3: Distribution of 
consonant landmarks with 
respect to consonant class 

Fricative 1717
Stop 2004
Nasal 1200
Glide 1054

Table 4: Distribution of 
landmarks with respect to 

accent of word. 

H* 4074
L* 416

None 3797

As expected, there are more word-medial landmarks than 
initial or final (single landmark words such as I and a are 
counted as initial only). There are also more consonant 
landmarks than vowels, as expected, since some consonants 
are labeled with closures and releases whereas vowels have a 
single landmark. The distributions are important to note since 
extremely low frequency attributes will generally contribute 

less to a classification tree partition than high frequency 
attributes. Here, with the exception of L*, all features are 
well-represented.

3.2. Classification trees

3.2.1 Equal costs, no misclassification penalties 

Classification trees are designed to minimize mis-
classification rates.  Therefore, a default tree tends to choose 
splits that favor the majority class, especially if that class is 
much more prevalent. In this data, deleted landmarks are 
much less frequent than preserved ones (7100 preserved vs. 
1187 deleted). The first tree, shown in Figure 1, was derived 
without adjusting the misclassification costs and results in a 
tree with only one subset that has a majority of /deleted/ 
tokens.

Starting at the root, data is partitioned into more 
homogeneous classes. In other words, the context is used to 
make sets that have higher majority proportions of either 
deleted or present landmarks. Here, only one node terminates 
in a set that has a majority of deleted landmarks: the node 
marked D in Figure 1. Following the partitioning path from 
the root to this final node, data is accumulated that is not a 
filled pause (right branch: content words and function words), 
is a stop, in initial word position and not at the end of an 
intermediate or intonational phrase. In other words, 
landmarks not in filled pauses are likely to be deleted if they 
are word initial, phrase medial stops. In fact, such a landmark 
is 57% likely to be deleted in this context.  

Content words, 
function words 

filled pauses 

otherstop 

other word 
initia

phrase 
final 

phrase 
medial 

D

content words, 
function words 

Figure 1: Classification tree to predict the presence or 
deletion of landmarks. No misclassification penalties. 

Unfortunately, only a handful of landmarks fit this 
description (85/1187, 7.2%). The classification tree’s 
minimizing misclassification rate strategy favors the creation 
of nodes that contain a large population of the majority class, 
preserved landmarks. Other data representing /deleted/ 
landmarks is fragmented across the /predicted/ majority 
subsets.  To offset the influence of the majority class, 
misclassifying a member of the minority class is typically 
penalized with a cost proportional to its relative ratio in the 
corpus. Deleted landmarks comprise only 14.3% of the total 
so the next tree was designed using a 7:1 misclassification 
cost.  

3.2.2 Classification Tree with misclassification penalty 

Using a 7:1 misclassification cost results in tree with a higher 
number of landmarks classified as deleted. Figure 2 shows 
that 4 terminal nodes are classified as /deleted/ (marked with 
a D). Examining those nodes, the tree predicts that landmarks 
in content words or filled pauses are likely to be deleted if 
they are fricatives or stops (weighted 63%) or, if the landmark 
is a glide or nasal, their closure is more likely to be deleted 
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(weighted 81%) On the other hand, landmarks in function 
words (both monosyllabic and polysyllabic) are more likely 
to be deleted if they are word initial stops (weighted 59%) 
and also and more likely if they are not word initial but are 
not at the end of the full intonational boundary (weighted 
82%).

Figure 2: Classification tree using misclassification 

3.3.   Interpretation of results 
ustic landmarks predicted 

4. Conclusions
Classification tr a for their purported 

use

ication trees were designed to 
pre
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