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Abstract 
Most multi-pitch algorithms are tested for performance only 
in voiced regions of speech, and are prone to yield pitch 
estimates even when the participating speakers are unvoiced. 
This paper presents a multi-pitch algorithm that detects the 
voiced and unvoiced regions in a mixture of two speakers, 
identifies the number of speakers in voiced regions, and 
yields the pitch estimates of each speaker in those regions. 
The algorithm relies on the 2-Dimensional AMDF for 
estimating the periodicity of the signal, and uses the temporal 
evolution of the 2-D AMDF to estimate the number of 
speakers present in periodic regions. Evaluation of this 
algorithm on a frame-wise basis demonstrates accurate voiced 
/ unvoiced decisions and also gives pitch estimation results 
comparable to the state of the art. The pitch estimation errors 
are quantitatively analyzed and shown to be resulting partly 
from speaker domination & pitch matching between speakers. 
Index Terms: multi-pitch estimation, co-channel speech, 
pitch tracking, 2-D AMDF, speech segregation 

1. Introduction 
Current speech processing applications are often subject to 
highly complex inputs that contain signals emanating from 
multiple sources simultaneously. Consequently, for real-
world tasks like speech recognition or speaker identification, 
a highly crucial preprocessing step is the segregation of 
speech according to source. Research over the past two 
decades has thus focused on this single-channel (also called 
co-channel or monaural) speech segregation problem, and 
most methods that have since been proposed rely explicitly or 
implicitly on the pitch of the individual sources to perform 
separation (see [1] for a review). Since speech separation 
relies heavily on multi-pitch algorithms to segregate speech 
streams, any errors in pitch tracking will adversely affect the 
segregation process. As such, accurate & robust pitch tracking 
in a multi-speaker environment is the most important issue to 
be tackled for the monaural speech separation problem.  

Various methods have been proposed for tracking 
multiple pitches in speech mixtures, but these suffer from 
different kinds of drawbacks. Spectral methods (c.f. [2]) are 
sensitive to the shape and size of the analysis window. 
Temporal harmonic cancellation methods (see [3] for a 
review) are susceptible to the effects of formants, since the 
latter cause harmonics to be unequal in strength and 
cancellation is not straightforward. Spectro-temporal methods 
(c.f. [4], [5]) use the autocorrelation (ACF) to estimate the 
periodicity of the individual signals. Algorithms relying on 
the ACF suffer from what we call the “inter-harmonic” 
problem – interaction between the harmonics of the speech 
signals causes the peaks of the ACF to be at locations 
different from the actual pitch period. For example, in [4], the 
authors model the distribution of the difference between the 

true pitch period and location of the ACF peak to get better 
pitch tracks. In [5], the authors note that the pitch estimates 
from ACF did not match with the true pitch, and re-estimate 
pitch using all channels corresponding to the same speaker. 
From the analysis in [6], it can be inferred that the Average 
Magnitude Difference Function (AMDF) also suffers from 
similar problems, since the peaks of the ACF correspond to 
the dips of the AMDF. Curiously, though important for multi-
pitch algorithms, the interaction between harmonics has been 
ignored thus far. 

For illustration, we show a simulation of the AMDF for a 
sum of pure tones. Fig. 1 illustrates the AMDF of two pure 
tones x[n] (period T0=40 samples) & y[n] (T1=70 samples) in 
green & red respectively. Superimposed in blue is the AMDF 
of a linear combination of x[n] and y[n]. Black vertical lines 
indicate locations where this blue curve has local minima, and 
the tallest vertical line gives the pitch estimate of the linear 
combination ([7]). As can be seen, the pitch estimates 
(AMDF dip locations) are close to the dominant pitch (red in 
left and green in right) but are not exactly equal to the actual 
pitch period. This is due to the inter-harmonic effects alluded 
to earlier. In order to design an accurate pitch algorithm, a 
solution must be found to the effect of inter-harmonics on the 
objective function used to estimate pitch (AMDF or ACF). 
Also, note that this approach typically fails to find the pitch of 
the non-dominant speaker, as is evident in [5], for example. 

Having gained an understanding of why current multi-
pitch algorithms fail, and recognizing the need to treat 
channels as shared (as opposed to dominant), we propose an 
algorithm that is less susceptible to the effect of the inter-
harmonics and tries to capture the periodicities of both 
sources simultaneously. The algorithm uses a 2-Dimensional 
AMDF function to capture periodicity. The proposed 
algorithm is capable of identifying the number of speakers in 
each frame being processed and giving pitch estimates of both 
speakers. It is designed to identify voiced and unvoiced 
regions prior to pitch estimation and is thus more favorable to 
speech processing. We also try to quantify the failure modes 
of our proposed multi-pitch algorithm and inquire under what 
circumstances the algorithm performs incorrectly. 

2. The Multi-Pitch Algorithm  
The block diagram of the proposed algorithm is given in Fig. 
3, and is similar to the Aperiodicity Periodicity & Pitch (APP) 
detector [7]. This section describes the various blocks. 

Figure 1: AMDF of pure tones x[n] (green), y[n] (red) 
and their linear combinations (blue). 
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2.1. Analysis Filterbank & Silence Detection 

The input signal is split into a set of channels by a 60-channel 
auditory gamma-tone filter-bank with center frequencies 
based on the ERB scale. Following this, energy-based silence 
detection is performed at each Time-Frequency (T-F) unit and 
only non-silent regions are included for further processing. 
Full details of this stage can be obtained from [7]. 

2.2. Two Dimensional AMDF 

The basic ingredient of the proposed algorithm is the 2-D 
AMDF, which is defined as follows for an input signal x[n]: 

0
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where n is the frame at which the AMDF is computed, m is 
the summation index over a window of length W, and (k,l) are 
lag parameters. This function is a natural extension of the 1-D 
AMDF used in the APP detector, and has also been alluded to 
as the Dual Difference Function in [3]. A simple analysis 
shows that for a signal x[n] comprising two periodic signals 
of periods T0 and T1, the 2-D AMDF will fall to zero only at 
lag values of k = T0 and l = T1 or vice versa, and their 
multiples. Thus, for a perfectly periodic signal, pitch periods 
can be estimated by finding the 2-dimensional point where 
the AMDF is zero. An interesting property of the 2-D AMDF 
is that it can also be used when only one speaker is present – 
in that case, the k and l values would both equal the pitch 
estimate. A second property is that the 2-D AMDF is 
symmetric with respect to its lag variables (i.e., the line k = l) 
– thus, all calculations in the following stages needed to be 
performed only on one half of the AMDF.  

As an example, Fig. 2 shows the 2-D AMDF of the same 
examples illustrated in Fig. 1. The x-axis represents the lag 
value k and the y-axis represents the lag value l.  The AMDF 
strength is color coded – red regions show locations where the 
AMDF has a high value, and blue regions show locations 
with a low value. The pitch estimate would therefore 
correspond to the “bluest” point in the image, namely (40,70). 

The advantage offered by the 2-D AMDF over the 1-D 
AMDF is insensitivity to inter-harmonics. Inter-harmonics do 
exist, but they usually influence the AMDF dips strongly 
through only one dimension – an inter-harmonic might cause 
a local minimum at some kx by virtue of its effect in the k 
dimension. But in order for it to cause a wrong pitch estimate, 
it must strongly influence the l dimension at some ly as well. 
This, we empirically found, was a rare event. Since weak 
inter-harmonics do occur along one of the dimensions, there 
needs to be a way to quantify their influence on the AMDF. 
Furthermore, since speech is a quasi-periodic signal, the 
AMDF will seldom fall to zero but will only fall to a very low 
value, i.e., it will show a strong dip. As such, a measure of the 

degree or strength of an AMDF dip is defined and calculated 
in the next block of the algorithm. This will help find the 
“strongest” dip and separate the dips due to inter-harmonics 
from the ones due to the true harmonics. 

2.3. Computation of AMDF dip strengths 

To estimate the periodicity, the local minima of the 2-D 
AMDF and their dip strengths need to be calculated. The 
inflection points are first found by setting the gradient of the 
AMDF to zero in the k and l dimensions. Inflection points for 
which the Hessian is positive definite are the local minima, 
and those where the Hessian is negative definite are the local 
maxima. Following this, a convex-hull like approach is used 
to calculate the strength of each local minimum. Fig. 4 
illustrates this procedure for a specific local minimum. For 
each minimum, the nearest local maxima from the four 
quadrants around it are first identified. The AMDF values at 
these four maxima are then used to interpolate the value of 
the AMDF at the location of the minimum. Finally, the 
difference between the interpolated and the true value is 
called the strength of the dip. Thus, the dip strength captures 
the degree to which the AMDF falls at a minimum, relative to 
its nearest maxima. The actual method of interpolation is 
flexible, and here, we use a Kernel-Based method [9]. 

2.4. Clustering the Dips 

The dip computation was done on a per-channel basis as 
evident from Fig 3. In this stage, the information across 
channels is summarized for periodicity. Since each channel is 
tuned to a certain frequency, the higher frequency channels 
tend to have their strongest dip at lags corresponding to a 
multiple of the true pitch period, and dips at the actual period 
are not as strong. Therefore, for each channel, the summary 
AMDF is obtained by summing AMDFs from channels below 
itself – the dips strength at the true pitch period is thereby 
preserved. Following this, the location with the maximum dip 
strength is identified, and this single location (k,l) is passed to 
the histogram stage. 

Figure 2: 2-D AMDF of the same signals shown in Fig. 1. 
The location of the AMDF minimum is automatically 
extracted and indicated by the white circle (40,70).
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Figure 3: Block diagram of the proposed multi-pitch detection algorithm 
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2.5. Histogram of Maxima 

The locations of the maxima are collected across channels 
and plotted on a histogram. Peak locations coming from the k 
dimension are treated separately from those coming from the l 
dimension. The histogram is normalized so that the sum of its 
elements equals one. Fig. 5 illustrates example histograms for 
different regions of speech. The idea is that for truly periodic 
frames, all channels would show their maximum dip strength 
at the same location, corresponding to the pitch periods. For a 
frame with two voiced speakers, there would be two distinct 
peaks in the histograms (Fig. 5(a)). For a frame with a single 
voiced speaker, the histogram would show a single peak at 
the same location in both dimensions (Fig. 5(c)). If both 
speakers are unvoiced in a frame, the histogram would show 
no distinct peaks, since the maxima locations across channels 
would not cluster together due to lack of periodicity (Fig. 
5(d)). Thus, the histogram can be used to identify the pitch of 
the two speakers: the pitch is identified from one of the 
dimensions, and all peaks at this pitch location and its 
multiples are removed from both dimensions. Following this 
the other dimension is checked for any remaining peaks. A 
threshold of 0.2 was empirically found to be best for judging 
the presence of a peak. For an unvoiced frame, if no peak 
crosses this threshold, then this implies a lack of voicing. 

2.6. State Estimation & Pitch Estimation 

This stage identifies the number of speakers present in a 
frame, and gives an estimate of the pitch of the speakers. A 
robust method of identifying the number of speakers is by 
exploiting the temporal evolution of the histograms. Figs. 5 
(a) through (c) show the trends of the histogram when one of 
the speakers is fading out of voicing. As the histogram 
evolves over time, the peak due to the fading speaker gets 
weaker, and the one due to the remaining speaker gets 
stronger. A reverse trend is also seen when a second speaker 

begins voicing: the strong peak of the first speaker gets 
weaker and a second peak starts to appear. The pitch 
estimation process benefits by keeping track of this temporal 
evolution of the histograms. By identifying the fading out or 
entering patterns of histograms, prediction of the number of 
speakers (i..e, state) in the next frame is made. This estimate 
is reinforced based on the arrival of the actual histogram of 
that frame, a decision is then made about how many speakers 
are present, and corresponding pitch estimates are given by 
the location of the maxima of the histogram. The final pitch 
estimates are then used to predict the state of the next frame. 

3. Evaluation 

3.1. Database 

To evaluate the performance of the algorithm, we used 
synthesized speech mixtures using the TIMIT database. Three 
classes of mixtures were created: different gender (FM), same 
gender (male, MM) and same gender (female, FF). The 
synthesis process was as follows: the beginning and end 
silence regions of all utterances were removed. For each 
class, 200 pairs of sentences with lengths closest to each other 
were identified. Care was taken that no speaker or utterance 
was the same in any pair. Each pair of signals was relatively 
normalized so that the ratio of their energies was 0 dB and 
both signals were equally strong. These were then added 
together. This gave a total of 600 mixture signals, 200 for 
each class. For evaluation, reference pitch values from the 
original speech signals were automatically extracted using 
ESPS Wavesurfer using default settings. Since no manual 
correction was made, and automatic pitch extraction is often 
unreliable in boundaries between voiced & unvoiced regions, 
4 frames on either side of boundaries were discarded. 

3.2. Results 

 Fig. 6 illustrates the output of the proposed algorithm for a 
mixture of two speech signals. The algorithm correctly 
identifies voiced and unvoiced regions. Furthermore, the pitch 
estimates are correct in most frames, and a majority of the 
obvious errors are pitch doubling errors. Few errors occur at 
transition regions of speakers, i.e., whenever the number of 
voiced sources changes. In general, the errors of a pitch 
determination algorithm can be from one of three categories. 
If the number of speakers estimated by the algorithm is 
greater than the true number of speakers, it is called an 
insertion error. If the number of estimated speakers is less 
than the true number, it is called a deletion error. If the 
number of speakers reported is correct but the pitch estimate 
is incorrect, it is called a substitution error. We call an 
estimate incorrect if either of the reported pitch values varies 
by more than 8 Hz from the true pitch. Frames with pitch 
doubling or halving are not identified as errors. Furthermore, 

Figure 4: Calculation of the dip strength of each minimum. 
(Left) Maxima around each minimum are used to interpolate 
the AMDF (black lines). The dip strength of the minimum is 
the interpolated minus actual AMDF value (red vertical line). 
(Right) Same procedure illustrated in the (k,l) plane.

X-axis : Lag values for estimating pitch period; Y-axis : Normalized Histogram 
Figure 5: Clusters of maxima locations for a frame with (a) 2 voiced sources (b) a transition from 2 to 1 voiced source (c) 
1 voiced source (d) 0 voiced sources, i.e., no voicing &.all peaks < threshold. The frames (a) through (c) are chosen from 
the same utterance and over a time interval of 0.25 msec, to illustrate the behavior of the clusters during transitions. 

(a) (b) (c) (d) 
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as long as both estimates were obtained correctly switching 
between speakers was allowed. It may be noted that there 
may be frames that have insertion (or deletion) and 
substitution errors together. Table 1 summarizes the error 
rates of the algorithm for these different kinds of errors. For 
comparison, the performance of the algorithm reported in [4] 
(source code available online; used as is with no 
modification) on our synthesized TIMIT database is shown in 
the same table. It can be seen that most of the error rates of 
our algorithm are very low – even with the requirement of 
making voicing decision prior to pitch estimation, the error 
rates are comparable to or better than state of the art 
algorithms ([4]; also [5,8]). As such, our algorithm is efficient 
in processing real spontaneous speech and extracting multiple 
pitches from a speech mixture. 
 
Table 1: Error rates of the proposed algorithm for different 
categories of errors: I – Insertion Errors, D – Deletion 
Errors, S – Substitution Errors. E – Error Analysis for (2 → 
0, 1) deletion errors and 2 speaker substitution errors. The 
figures in the fifth column (labeled “[4]”) report average 
performance of the Wu-Wang-Brown algorithm, and must be 
compared with the fourth column (labeled “Avg”) of the table 
 

Category MM FF FM Avg [4] 
0 → 1, 2 0.87 0.26 0.41 0. 5 2. 7 I 
1 → 2 1.65 0.90 1.26 1. 3 0. 9 
1 → 0 3.06 2.26 2.99 2. 8 5. 7 D 
2 → 0, 1 10.45 13.50 10.85 11.6 28.4 
1  speaker 0.84   1.52   1.25   1. 2 5. 2 S 
2  speakers 1.33 2.78 2.06 2. 1 6. 1 
Energy 
Domination 

55.55 46.32 54.40 52.1 11.3 E 

Pitch 
Matching 

3.49 3.31 2.34 3. 1 1. 7 

3.3. Error Analysis 

 The number of deletion errors in the two-speaker case was 
significantly high compared to other error rates, and this 
appears to be a common trend with [4]. A preliminary study 
revealed that these errors are due to the acoustic properties of 
the signal. There exist regions in speech where one speaker is 
significantly dominated by the other or where the pitch of 
both speakers is too close to be resolved. In such cases, the 
algorithm would fail to extract pitch correctly. A quantitative 
study of the errors explained by these phenomena was made. 
In all frames showing any of the 2 speaker errors (rows 4 and 
6 of table 1), the ratio of energies of the two speakers was 
calculated. If the ratio was more than 10 dB, then the frame 
was energy dominated. Also, if the pitch values of the two 
speakers were either multiples or within 8 Hz of each other, 
the frame was labeled as pitch-matched. Results show that for 
our algorithm, more than 50% of the erroneous frames are 
due to energy domination, and pitch matching accounts for 
3% of the errors. This partly explains the large number of 
deletion errors during 2-speaker identification – the second 
signal is just not identifiable. Note that the errors of the 
algorithm in [4] are less accounted for by these phenomena. 

4.  Conclusions & Future Work 
 We presented an algorithm that can detect the pitch of two 
simultaneous talkers in a mixture. The algorithm is amenable 
to real world applications as it appropriately judges frames as 
being voiced or unvoiced, and gives accurate pitch estimates 

matching or surpassing the performance of a standard multi-
pitch algorithm. As a further step towards speech segregation, 
we next plan to identify which channels are dominated and 
which are shared among speakers. Furthermore, some 
preliminary experiments have shown us that an extension of 
the 2-D AMDF to 3 dimensions can help identify 3 
simultaneous speakers. As such, we plan to extend our multi-
pitch algorithm to tackle more than two simultaneous talkers. 
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Figure 6: Multi-Pitch determination performance of the 
proposed algorithm. The reference pitches are shown in 
black and red. In the top panel, the blue curve shows one 
estimated pitch track and in the bottom panel, the 
magenta curve shows the other pitch track. It can be 
seen that for most frames, the two pitches are being 
tracked by the blue or the magenta curve. 
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