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Abstract 

Machine learning methods for grapheme-to-phoneme (G2P) 

conversion are popular, but the features used in the literature 

are most often simply a window of context letters, despite the 

availability of other features.  In this paper, a set of features 

beyond the seven-letter window, termed non-standard 

features, are systematically evaluated for American English, 

using decision trees.  The results show that adding non-

standard features to a seven-letter window gives clear 

improvements for English, with the most important features 

being the previous three phone sequences predicted, an initial 

prediction of lexical stress location, and a window of vowel 

letters around the current letter. 

Index Terms: G2P, LTS, grapheme to phoneme, letter to 

sound, non-standard features, lexical stress 

1. Introduction 

Robust text-to-speech (TTS) systems must be able to generate 

a pronunciation for any input word. A pronunciation 

dictionary is inadequate for this task, since the system must be 

able to generate pronunciations for an indefinitely large set of 

possible input words. TTS systems therefore require a module 

for generating pronunciations for words missing from the 

system pronunciation dictionary. This grapheme-to-phoneme 

(G2P) module (also referred to letter-to-sound, or LTS) must 

generate a sequence of phones for an input sequence of 

letters, and for languages with lexical stress must also 

generate the stress information needed to pronounce the word 

correctly.  G2P is also useful for automatic speech recognition 

(ASR) systems, because it allows word-level recognition 

grammars to be input directly to the recognizer. 

G2P mappings are often learnt automatically via one of 

several machine learning (ML) algorithms, such as decision 

trees [1,2], hidden Markov models [3,4], joint N-grams [5,6], 

pronunciation by analogy [7], connectionist networks [8], and 

transformation-based learning (TBL) [9].  Of critical 

importance to the accuracy of any machine learning algorithm 

is the set of input features.  However, for the case of G2P, 

relatively little work on optimizing the feature set has been 

published.  The set of features that is used very often consists 

solely of the local letter and phone context.  For example, for 

a decision tree-based approach, it is extremely common for 

the feature set to consist of a window of seven letters centered 

around the letter whose pronunciation is to be predicted, 

possibly complimented by the phones predicted for the 

previous letters.  But this is far from all the features that one 

could imagine might be useful for the G2P task.  And in 

research that does use a larger feature set, the portion of the 

improvement that is due to the features beyond the seven-

letter window is rarely reported separately.  The goal of the 

present work, then, is to investigate the relative importance of 

features beyond the seven-letter window, which we term non-
standard features, and to attempt to determine the set of 

features, standard and non-standard together, that results in 

the best G2P performance.  We do this by evaluating a large 

number of non-standard features individually compared to a 

baseline model, then using feature selection to determine the 

set of these features that is optimal for G2P. 

Several authors have published results for G2P systems 

that include non-standard input features.  Pagel et al. [10] 

report an improvement when using the three phones predicted 

for previous letters as input features for the current letter. 

Anderson et al. [1], Crépy et al. [11], and Udhyakumar et al. 

[12] all report improved accuracy (for English, French, and 

Tamil, respectively) when a “manner of articulation” for each 

letter (e.g., vowel, nasal, stop, and so on) in the context 

window is added to the feature set, and Udhyakumar et al. 

also report smaller decision tree size.  Kienappel and Kneser 

[13] also report improvements using letter classes for English 

and German, but these are automatically derived instead of 

manually specified.  Kienappel and Kneser also use the 

additional features of distance to word boundary (they do not 

specify the precise features, but they are presumably the 

distances, in letters, to the beginning and end of the word), 

but they do not compare G2P accuracy with and without these 

features.  Mana et al. [14] also use the distance of a vowel 

letter to the word boundaries, and they also use the distance to 

the previous and next vowel letters, but they do not report 

results with and without these non-standard features.  Webster 

[15] uses the location of primary lexical stress as predicted by 

a separate stress prediction model as an input to the main G2P 

model.  Reichel and Schiel [16] use morphological 

information to improve accuracy in German.  They also add 

syllabification features including whether a syllable boundary 

is predicted to follow the current letter, and whether a letter 

falls in the onset, nucleus, or coda of a syllable.  However, no 

results are reported without these syllabification features.  

Marchard and Damper [17] perform automatic syllabification 

using a pronunciation by analogy framework, and then use the 

syllabification information as an input feature to G2P using 

the same algorithm.  They found no improvement. 

Some non-standard features have also been used 

indirectly for G2P. Taylor [4] uses the sequence of vowel 

letters in the orthography not as an input to the G2P algorithm 

itself, but as part of a second model which is combined with 

the G2P output.  The main G2P algorithm outputs multiple 

ranked candidates for a word, and the best pronunciation that 

is consistent with the output of the stress model (in terms of 

which vowels are reduced) is chosen as the final output. 

2. Data 

2.1. Lexicon 

The CMU dictionary of American English, version 0.6 [18], 

was used for all of the experiments.  Entries for punctuation 

and symbol entries were excluded, as were entries with 

pronunciations containing multiple or no primary lexical 
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stress, and words that could be automatically identified as 

acronyms (though there were only 55 of these).  In addition, 

only the first pronunciation given for each word was used.  

After these exclusions, the size of the dictionary was 118222 

words.  These words were divided into 90% training data and 

10% test data.  Because extensive feature selection can very 

easily cause a model to become over-tuned to a single 

development set, for all of the feature selection experiments 

the accuracy reported is based on nine-fold cross validation 

performed on the training data.  The test data was only used to 

generate the final accuracy of the final optimized feature set 

identified during feature selection. 

Because primary lexical stress is a crucial aspect of 

English word pronunciation, and correlates strongly with 

vowel identity, the task of G2P was taken to be to predict the 

phone sequence and the primary lexical stress simultaneously.  

Furthermore, predicting phone identity and stress together has 

been found to be more accurate than predicting them 

separately, e.g. [10].  This was done in the normal way, by 

maintaining stressed and unstressed versions of each vowel 

phone, and having the decision tree predict from among this 

larger set of stressed and unstressed vowel phones. 

2.2. Orthography/pronunciation alignments 

Training a G2P decision tree requires that the training 

orthographies and pronunciations be first aligned.  For the 

current experiments, the orthography/pronunciation 

alignments were generated in a fully automatic manner, with 

an algorithm similar to that of Black et al. [2].  We assume 

that the goal is to align each letter to a sequence of zero or 

more phones using the probability model 

 λ1*P(p |l) + λ2*P(p) + λ3*1/C (1) 

where p is a phone sequence, l is a letter, and C is the total 

number of letters in the words being aligned (and 1/C is 

therefore the zero-gram letter probability).  The initial 

probabilities are generated from all possible alignments 

between each orthography/pronunciation pair (using Black et 

al.’s epsilon scattering method, where for example, given a 

word with n letters and a pronunciation with n-1 phones, we 

generate n different alignments, each with a different letter 

aligning with zero phones [i.e., with epsilon]; we then add the 

frequencies of each of the aligned letter/phone pairs in all of 

these different alignments to the probability histograms).  

These initial probabilities are used with a dynamic 

programming search to find the single most likely alignment 

for each orthography/pronunciation pair.  From these 

alignments, the probability model is re-estimated, and the new 

probability model is used to generate the final alignments.   

The same alignments were used for all experiments. 

3. Method 

All of the experiments conducted for this paper were 

performed with decision trees [19]. However, there is nothing 

particular about any of these features that make decision trees 

necessary. Rather, features that result in improvements here 

may be expected to help in any machine learning paradigm 

that is capable of making use of them.  In fact, features that 

look at previously predicted phones may be better suited to a 

model that does not iteratively make hard decisions about the 

phone sequence for each letter as decision trees do, such as 

HMMs [3,4] or TBL [9]. 

All of the current experiments were performed using the 

C4.5 software package [19], using feature subsetting except 

where otherwise specified.  Other parameters were left at their 

default values.  For G2P, the input features are the target letter 

plus context features (described below), and the output class 

is the phone sequence with stress that is aligned with the 

target letter.   

One drawback of using decision trees to generate phone 

sequences containing lexical stress is that since prediction of 

the phone sequence for each letter is an independent call to 

the tree, there is nothing explicitly preventing the model from 

generating zero primary stresses or multiple primary stresses 

for a single word.  To handle these cases, a post-processing 

step was applied which performed the following actions: 

 

• If the decision tree does not generate any primary 

lexical stress for a word, then assign primary lexical 

stress to the first non-schwa vowel of the word, going 

from left to right.  If there is no non-schwa vowel, then 

assign primary stress to the first vowel of the word. 

• If the decision tree generates primary lexical stresses for 

a word, delete all but the first primary lexical stress 

(again going from left to right). 

 

The features that were used consisted of a baseline feature 

set of a window of seven letters around the current letter, 

along with the following other features.  Note that the features 

are organized into feature types rather than listed as individual 

features, and feature selection is performed by adding and 

removing entire feature types rather than individual features, 

in order to improve the tractability of the feature selection. 

 

• Prev3Phones:  The phone sequences predicted for the 

previous three letters [10] 

• LetterClasses: The manner (vowel, glide, liquid, nasal, 

fricative, affricate, stop) of each letter in the context 

window [1,11,12], along with whether the letter is a 

vowel (yes/no) and is voiced (yes/no) 

• DistVowelLetters: Distance to previous and next vowel 

letters [14] 

• NumLetters:  Number of letters in word and distance to 

beginning/end of word, in letters [13,14] 

• PredStress: Predicted position of primary lexical stress 

using the morphologically-based stress prediction of 

Webster [15], coded such that “0” indicates lexical 

stress on the current vowel letter, and non-zero values 

indicate the distance, in number of vowel letters, 

between the current vowel letter and the vowel letter 

with predicted primary lexical stress.  Consonant letters 

receive the same feature value as the nearest vowel 

letter on the left. 

• SylBounds:  The distance to the next syllable boundary 

(0 if the current letter was syllable-initial), in letters, for 

each of the seven letters around the current letter, based 

on [16,17] (see below) 

• VowelLetters:  A window of seven vowel letters around 

the current vowel (similar to the vowel-letter based 

stress model of Taylor [4]) 

• NumSyls:  Number of vowel letters in word, and 

distance to beginning/end of word, in vowel letters 

• NumNextCons:  Number of consonants between current 

letter and next vowel letter (intended to help identify 

vowel laxness in English) 
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Once features about the previous phones predicted are 

introduced (Prev3Phones), different results are obtained when 

moving over the letters a word from right to left than from left 

to right.  Pagel et al. [10] write that right-to-left is more 

accurate, and we confirmed this as shown in Table 1.  (The 

fact that these results do not match those of Pagel et al. may 

be due to their requiring the alignments to respect a manually 

specified list of allowable letter/phone sequence alignments.  

Since the manual list did not contain the most uncommon 

letter/phone sequence alignments, this requirement excluded 

the most irregular, and thus least easily predicted, 

pronunciations from their test data.)  Thus for all experiments, 

we generated phone sequences from right to left. 

 

Direction Word+stress Stress 

Left-to-right 58.8% 81.9% 

Right-to-left 61.9% 85.5% 

Table 1:  Accuracy of baseline plus Prev3Phones 
feature set, running in both directions 

 For the SylBounds features, a simple orthography 

syllabifier was developed.  Since the CMU lexicon is not 

syllabified, the training data was the Cambridge English 

Pronunciation Dictionary [20], with the orthographies 

syllabified by using orthography/pronunciation alignments to 

map over the pronunciation syllabifications.  Counts were 

made for how often each coda and onset consonant letter 

cluster appeared in the data, as well as for how often each pair 

of consecutive vowel letters corresponded to one or two 

syllables.  During syllabification of an orthography, each 

intervocalic consonant cluster was syllabified into coda and 

onset so as to maximize C(onset)*C(coda), with add-one 

smoothing used for unseen values.  For each vowel letter pair, 

the most frequent syllabification seen in training was applied. 

These features are not an exhaustive list of all possible 

non-standard features, but rather simply represent much of 

what has been tried in the literature, combined with our best 

guesses as to what other features might be likely to work. 

4. Results 

Feature selection was used to find the set of non-standard 

feature types with the best accuracy.  To begin with, each of 

these feature types was added individually to the baseline 

model.  The accuracy of the baseline model alone, and in 

combination with each feature type, is given in Table 2.  The 

baseline model is listed first; then the feature types are listed 

in descending order of amount of improvement over the 

baseline, in terms of total word level accuracy (i.e., only 

correct if the entire phone sequence and the location of 

primary lexical stress is predicted correctly). 

 

Feature name Word+stress Stress 

Baseline 56.5% 82.3% 

Prev3Phones 61.9% 85.5% 

PredStress 60.3% 88.0% 

VowelLetters 59.0% 85.7% 

NumSyls 58.7% 85.0% 

SylBounds 57.9% 84.4% 

DistVowelLetters 56.9% 82.4% 

NumLetters 56.8% 83.6% 

LetterClasses 56.6% 82.3% 

NumNextCons 56.5% 82.3% 

Table 2: Accuracy of individual feature types 

Next, the feature types were all added, one by one, into a 

single model.  The feature types were added in descending 

order of how much the individual feature type improved 

overall accuracy.  The results are given in Table 3.  Each row 

represents the model containing all of the features listed in 

previous rows along with the features of the current row. 

 

Feature name Word+stress Stress 

Baseline 56.5% 82.3% 

+ Prev3Phones 61.9% 85.5% 

+ PredStress 64.2% 89.1% 

+ VowelLetters 64.4% 89.2% 

+ NumSyls 64.5% 89.3% 

+ SylBounds 64.5% 89.4% 

+ DistVowelLetters 64.5% 89.4% 

+ NumLetters 64.6% 89.3% 

+ LetterClasses 64.6% 89.3% 

+ NumNextCons 64.6% 89.3% 

Table 3:  Accuracy of cumulative feature types 

None of the models beyond the Prev3Phones, PredStress, 

and VowelLetters model showed any clear improvement. 

However, to confirm this, we tried adding each other feature 

type individually to this best cumulative model.  None 

improved the combined phone sequence/stress accuracy by 

more than 0.5% absolute, so we considered the final 

optimized feature set to be the baseline plus Prev3Phones, 

PredStress, and VowelLetters.  Final results for the baseline 

and optimized models were generated by training on all of the 

training data and testing on the test data, and are given in 

Table 4.  The increase in combined word/stress accuracy 

represents a relative error rate reduction (RERR) of 18.8%, 

and the increase in stress accuracy is a 41.2% RERR. 

 

Feature name Word+stress Stress 

Baseline 57.4% 82.3% 

+ Prev3Phones, 

PredStress, 

VowelLetters 

65.4% 89.6% 

Table 4: Accuracy of final optimized feature set on 
test data 

5. Discussion 

One of the most surprising results in the evaluation of 

individual features is the poor performance of the letter 

classes, given their reported success in the literature 

[1,11,12].  However, feature subsetting, in which the decision 

tree is allowed to ask single questions about multiple feature 

values such as “Is the next letter one of {a,b,c}?” does offer 

functionality similar to letter classes, namely the ability to ask 

questions about groups of letters.  Unfortunately, none of the 

literature states whether or not their algorithms made use of 

subsetting.  Thus, in order to see whether feature subsetting 

was rendering letter classes unnecessary, we turned off feature 

subsetting and re-evaluated the baseline and the baseline plus 

LetterClasses models.  The results are given in Table 5. 

In these results, we can see that overall accuracy 

decreases a great deal in the no-subsetting baseline system 

compared to the standard baseline system from Table 2.  

Furthermore, when compared to the no-subsetting baseline, 

the accuracy improvement of adding either subsetting or 

LetterClasses is fairly close.  This fact, combined with the fact 
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that once subsetting is on, LetterClasses add no further 

improvement, appears to confirm the hypothesis that with 

feature subsetting on, LetterClasses become redundant.  In 

fact, subsetting gives a somewhat better improvement over the 

no-subsetting baseline than LetterClasses does; this is 

probably due to the fact that subsetting is flexible, able to 

choose whatever subset of the letter feature values the 

decision tree deems best, instead of being constrained to the 

quasi-linguistic classes defined by the LetterClasses features.  

However, the no-subsetting-plus-LetterClasses system does 

generate a decision tree which is about half the size of that of 

the subsetting baseline (267K and 142K, respectively); this 

suggests that for very small footprint applications, the small 

decision tree size of LetterClasses compared to subsetting 

may more than compensate for the small loss of accuracy. 

 

Feature name Word+stress Stress 

Baseline, no subsetting 51.9% 81.3% 

LetterClasses, no subsetting 55.0% 80.3% 

Table 5:  Accuracy of letter classes without  
feature subsetting 

Examination of the predicted pronunciations suggested 

that it was often the case that when stress was predicted 

incorrectly, the phone sequence was also incorrect, most often 

due to incorrect vowel reduction or lack thereof.  To quantify 

this, of all words for which stress was predicted correctly in 

the baseline experiment, the percentage of these words for 

which the phone sequence was also correct was calculated.  

The same percentage was then calculated for words with 

incorrect predicted stress.  The results are shown in Table 6. 

 

Word subset Phone sequence 

correct 

Words with correctly predicted stress 69.2% 

Words with incorrectly predicted stress 25.9% 

Table 6:  Phone accuracy given stress accuracy 

The difference in phone sequence accuracy is huge, 

clearly indicating that in order to predict the correct phone 

sequence in English, it is absolutely crucial to predict the 

correct stress.  This suggests that further improving stress 

prediction is a very important avenue for future G2P research. 

In the combined models, it appears that many feature 

types are redundant, whereas others are complementary.  In 

particular, seven feature types gave an improvement over the 

baseline model when added individually, but only three 

feature types improved the cumulative model.  This is 

presumably because the information useful for G2P that is 

provided by some feature types is a proper subset of that 

provided by other feature types.  For example, PredStress 

provides information about lexical stress, which linguistically 

operates largely in the syllable domain.  Thus it may be that 

the information provided by NumSyls is similar to, but 

ultimately a subset of, that provided by PredStress. 

By contrast, Prev3Phones and PredStress appear to be 

complementary:  both improve combined phone sequence/ 

stress accuracy individually, and together give an accuracy 

that is much better than either individual model.  Individually, 

Prev3Phones does not improve stress prediction much, 

whereas PredStress improves it a great deal.  Thus, we may 

infer that PredStress improves accuracy in a stress-related 

fashion (such as whether or not vowels are reduced), whereas 

Prev3Phones improves accuracy in other ways (such as 

helping the system decide which of a double letter such as 

“nn” should predict a phone, and which should predict 

silence), and so the feature types can be usefully combined. 

This distinction between redundant and complementary 

features has wider consequences for G2P research in general.  

Many of the non-standard features evaluated led to an 

improvement over the baseline model, but did not further 

improve accuracy of a model already containing other, more 

important features.  This implies that research aimed at 

improving G2P must use the best previously existing model 

as a baseline, rather than a simple seven-letter window model, 

in order for any improvements reported in that research to be 

considered genuine. 
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