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Abstract
Cross-language voice conversion maps the speech of speaker
S1 in language L1 to the voice of speaker S2 using knowledge
only of how S2 speaks a different language L2. This map-
ping is usually performed using speech material from S1 and
S2 that has been deemed “equivalent” in either acoustic or pho-
netic terms. This study investigates the issue of equivalence in
more detail, and contrasts the performance of a voice conver-
sion system operating in both mono-lingual and cross-lingual
modes using Japanese and English. We show that voice con-
version impacts the intelligibility of the converted speech, but
to a significantly greater degree for cross-language conversion.
A phonetic comparison of the monolingual and cross-language
converted speech suggests that consonantal information is de-
graded in both conditions, but vowel information is degraded
more in the cross-language condition.
Index Terms: voice conversion, spoken language conversion,
intelligibility, cross-language

1. Introduction
Voice conversion (VC) aims to change the speaker character-
istics of some given speech signal from some source speaker
S1 to some target speaker S2 whilst preserving the intelligi-
bility and naturalness of the speech. Typically VC techniques
exploit parallel utterances from S1 and S2, which are aligned
and used to train an acoustic mapping [1]. Voice conversion
could be one method to achieve Spoken Language Conversion
(SLC) [2] whereby S2, a speaker of language L2, is made
to appear to speak language L1. This has also been called
“cross-language voice conversion” and could have application
in speech-to-speech translation systems so that the translated
speech is provided in the voice of the speaker. SLC could also
be used in foreign language learning to provide pronunciation
targets in the learner’s voice, and in the dubbing of foreign lan-
guage films.

The problem with cross-language VC is how to generate
speech materials for training from two speakers that speak dif-
ferent languages. One way around this is to use a bilingual
speaker in order to create parallel utterances in L2 so training
would be carried out in L2 and conversion in L1. However, dif-
ferent languages have different phoneme inventories, and there
may be sounds in language L1 not available in language L2.
One solution to this problem has been to use a “phoneme equiv-
alence table”, such that each phoneme in L1 is associated with
a phoneme in L2. Although training materials can now be con-
structed based on this equivalence, the learned VCmapping will
not only change speaker characteristics, but may also change
the phonetic form of the sound. Consider the alveolopalatal
fricative [C] used in Japanese: this may be matched to an En-
glish palatoalveolar fricative [S] during training. But this would
mean that Japanese [C] would be mapped to English [S] during

conversion too. This would change a native Japanese phoneme
to some inappropriate form and could give the mapped speech
an English accent. Such a mismatch in training materials is a
particular problem when phonemic contrasts in one language
are merely allophonic variants in the other. Consider [t] and [R]
which are variants of /t/ in English but two different phonemes
in Japanese. If, during training, some Japanese /t/ phonemes are
mapped to a mixture of English [t] and [R], this could result in
Japanese /t/ changing to Japanese /R/ after conversion, leading
to a possible change in meaning.

Previous work on cross-language VC have been carried out
on the assumption that these phonetic differences between lan-
guages do not affect the intelligibility or nativeness of the out-
put. Mashimo et al. [3], for example, explicitly state that they
“assume that voice differences between speakers are more im-
portant than the acoustic differences between the languages”.
However, an analysis of the impact of VC on intelligibility
or phonetic quality was not presented in their study. This is
true of most cross-language VC studies to date. For example,
Sündermann’s study [4] also focussed on speaker identity and
speech quality rather than intelligibility.

Since we believe that phonological and phonetic differences
between languages will have an impact on intelligibility, the ob-
jectives of this study were to 1) investigate what effects VC has
on the intelligibility when performed across languages and 2) to
examine what type of sounds are affected and whether there is
a pattern in the type of errors.

2. Method
Two systems were constructed to perform voice conversion in
Japanese from S1 to speaker S2 so that the output should sound
like S2 speaking Japanese. The monolingual system was trained
using only Japanese sentences, while the cross-language system
was trained using only English sentences as shown in Fig. 1.

Figure 1: Schematic diagram of cross-language VC. For the monolin-
gual system, the training is carried out in Japanese.

2.1. Speakers

Speaker S1 was a Japanese text-to-speech system (NeoSpeech
VoiceText system with the female Miyu voice). For Japanese
speech, text input was provided in conventional Japanese or-
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thography; for a simulation of English speech, the sentences
were transliterated into Japanese and the text input was pro-
vided in hiragana, which is a moraic writing system. Speaker
S2 was a female bilingual speaker of English and Japanese who
has lived 16 years in England and 14 years in Japan. She is
judged to have a native-like RP accent in English. Both S1 and
S2 speak Standard Tokyo Japanese.

2.2. Training materials

The monolingual VC system was trained with 80 paired
Japanese sentences from S1 and S2, each containing 5 words.
The words were taken from a database of phonetically balanced
word lists [5]. The cross-language system was trained with
100 paired English sentences from S1 and S2, each contain-
ing 4 words. The total quantity of material was similar to the
monolingual case in terms of number of segments and dura-
tion. The English materials were designed to provide cover-
age of those Japanese phonemes which have English ”equiva-
lents” using real English words. To do this, words were chosen
from a British English dictionary [6] to meet two constraints: (i)
that the English phonemes used have Japanese equivalents, and
(ii) that the English words did not violate the phonotactics of
Japanese. The result are sentences such as ”burnishing, cytol-
ogy, botcher, tower” which could be transliterated into Japanese
and spoken by S1, as well as read in English by S2.

The phoneme equivalence was established on the basis
of judgement of perceptual similarity by a native speaker of
Japanese. The mapping was always one-to-one for conso-
nants but could be many-to-one for vowels. In other words,
a Japanese /b/ always corresponded to an English /b/ and never
to /v/ for example, but the vowel /a/ sometimes corresponded to
the English /æ/ and sometimes to /2/. Other examples of map-
ping are: E /S/ → J /C/, E /f/ → J /F/, E /I/ → J /i/, E /I@/ → J /ia/.
Some pairs were acoustically more similar than others.

All audio recordings were made at 16 kHz.

2.3. Voice conversion

In order to prepare the speech data for VC, pitch-synchronous
analysis was applied, with pitch period marks being calculated
automatically by Praat [7]. The training sentence pairs were
first aligned using a dynamic programming algorithm on the co-
sine distance between Fourier-transformed pitch-synchronous
windows of the signal. VC followed the model proposed by
Stylianou [1]. A Gaussian mixture model (GMM) with 16 mix-
tures was trained for the source speaker alone, using a spectral
representation comprising 18 line-spectral frequencies (LSFs).
The parameter settings were chosen after informal pilot sessions
so as to generate the best conversion results. A linear transfor-
mation between the S1 and the S2 vectors was then estimated
for each mixture, assuming a shift in means and a scaling by the
joint variance.

The final transformation for a source vector is a combina-
tion of the 16 linear transforms weighted by the likelihood that
the vector was produced by each mixture. The output signal
was generated from the converted LSFs, either using S1’s resid-
ual for each pitch period, or by using a method of residual pre-
diction from S2’s training materials [8]. The residual predic-
tion technique stored the pitch-synchronous residuals of the tar-
get speaker found in training, then determined for each output
frame the training frame that had the most similar LSFs. The
residual associated with the most similar frame was then used
in synthesis. In summary, there were five processing conditions
(Table 1).

Table 1: Description of each condition.

Condition Description
Original Unmodified S1
Mono Monolingual VC with S1 residual
Cross Cross-language VC with S1 residual
Mono Res Monolingual VC with predicted S2 residual
Cross Res Cross-language VC with predicted S2 residual

3. Intelligibility
3.1. Method

40 semantically-unpredictable Japanese sentences, each con-
taining 4 keywords, were prepared for an intelligibility test. The
sentences were adapted from [9]. Semantically unpredictable
material was chosen so as to avoid ceiling effects in intelligi-
bility. The sentences were produced by the Japanese TTS and
were converted towards the target speaker in various conditions
as explained in Table 1.

Recordings of the 40 sentences across the 5 different condi-
tions were randomised in a Latin-square design into 5 lists, such
that each list contained 8 sentences from each condition in ran-
dom order. 15 native Japanese speakers each listened to one of
the lists assigned randomly, such that each list was recognised
3 times overall. Thus for each condition, word intelligibility is
based on 480 observations. Responses were marked in terms of
percentage keywords correct. Homophones with the same pitch
pattern were considered as acceptable forms.

3.2. Results

The distribution of intelligibility results across speakers and
conditions are shown in Fig. 2. The unmodified source (Orig-
inal) had a mean word intelligibility score of 94.2% (N=480)
confirming that the source material was of good quality. After
conversion to speaker S2 using the monolingual system (Mono),
mean intelligibility dropped to 83.5%. This fall must be due to
the signal distortions arising in the VC system itself. This may
be accounted for by a number of factors, yet to be determined,
but which might include: an inadequate amount of training ma-
terial, too few mixtures, excessive smoothing of the LSF coeffi-
cients, or poor alignment during training.

Intelligibility after conversion with the cross-language VC
system (Cross), however, was worse than with the monolingual
system, with a mean word intelligibility score of 72.7%. Pair-
wise comparisons with a Wilcoxon signed rank test showed the
two conditions to be significantly different at a level of p<0.05.
This additional fall in performance must be due to the differ-
ences in the material used for training, since all other VC param-
eters were the same. The ability of the cross-language system
to convert speaker S1 to speaker S2 in Japanese is significantly
worse when only English materials are used for training.

Both conditions that used residual prediction (Mono Res
and Cross Res) had significantly worse intelligibility than the
conditions which used the source speaker’s residual. The mono-
lingual system had an intelligibility of 43.1%, while the cross-
language system had an intelligibility of 20.6%. This fall in in-
telligibility is not surprising, in that it is likely that considerable
phonetic information (about voicing, energy and dynamics for
example) remains in the source residual. Since residual predic-
tion is based on finding the closest matching pitch period in the
training data using the predicted LSF coefficients, deficiencies
in spectral envelope prediction will only make residual predic-
tion worse. Furthermore, in the cross-language condition (Cross
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Res) the predicted residuals come from English training mate-
rial, leading to a language mismatch between the spectral en-
velope and the residual in the output. This may further weaken
their effectiveness in conveying phonetic detail.
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Figure 2: Boxplot showing range of intelligibility by condition.

4. Phonetic analysis of VC systems
To explore the causes of the drop in intelligibility exhibited by
cross-language VC, a perceptual experiment was run using sim-
ple phonetic materials. Because of space, here we only present
the major findings related to the differences between the mono-
lingual and cross-language conditions with S1’s residual.

4.1. Method

Simple items in the form of VCV were created for each of the
Japanese consonants, where the consonant was surrounded by
two identical vowels – /i/, /W/ or /a/ (e.g. /ipi/, /WpW/, /apa/).
Practical constraints prevented the use of combinations of all
consonants with all 5 vowels. Allophonic variants (which are
not in free variation and considered to be distinct phonemes
by some researchers, e.g. palatalised consonants) were treated
as separate consonants, as were geminates. To see patterns
in vowel perception, items of the form mVmV were created
for each of the 5 vowels and their geminates (e.g. /mama/,
/ma:ma:/) and also for sequences of vowels (referred to as
“diphthongs” for convenience) such as /maimi/, /maWmW/. The
final vowel was always a copy of the first vowel (or of the sec-
ond component of the diphthong), which was to be analysed.
The pitch pattern was controlled so that the pitch accent always
fell on the first mora for each of the items.

Recordings of the 109 items (79 VCV and 30 mVmV items)
were generated in the source voice. These items were then con-
verted into the target voice in the two conditions. The order
of presentation was randomised and 4 native Japanese speakers
each listened to each item in each condition twice. Thus each
item in each condition was recognised 8 times overall (8 to 24
times per segment to be analysed). Responses were typed in
hiragana, which is a moraic writing system and thus enabled
direct conversion of the responses into phonetic transcription.

4.2. Results

Firstly, the overall correct identification score was 46.3% for
Cross and 53.1% for Mono (N=872 in each case), confirming
the results for the intelligibility task that fewer items are recog-
nised correctly in the cross-language condition.

4.3. Consonants

For both Mono and Cross, many consonants across place and
manner were mistaken as /g/ or /dý/. Voiceless consonants were
often mistaken as voiced but never vice versa. Our prediction
was that segments which are not found in English would not be
converted accurately and would result in low recognition rate in
the cross-language condition. However, results showed that this
was not necessarily the case. For example, the tap /R/, which is
not a phoneme of English and was mapped onto /l/ in the cross-
language training, was identified correctly 58.3% of the time in
Cross. This was similar to the score of 54.2% in Mono.

4.4. Vowels

33.3% of the monophthongs were mistaken as diphthongs in the
cross-language system (as opposed to 28.3% for Mono). This
could be attributed to the diphthongal nature of English long
monophthongs. The vowel /i:/ in English, although described as
“monophthongal”, is often realised as [Ii] ([10]). In comparison,
/i:/ in Japanese maintains the same quality throughout. This
may have contributed to 25% of /i:/ being incorrectly recognised
as /je/.

Our prediction was that those sounds for which the English
and Japanese sound equivalents are similar would be identified
better than others in the cross-language condition. However,
no such pattern emerged. For example, Japanese and English
/e/ have similar acoustic and articulatory properties, whereas
the English /I/ and the Japanese /i/ are quite far apart, but only
37.5% of /e/ was identified correctly while 75% of /i/ was iden-
tified correctly. Sequences of vowels which were mapped onto
equivalent English diphthongs in training were not advantaged
either. On the contrary, these sounds had lower intelligibility
than other “diphthongs” and the difference was larger in Cross.
This may be a reflection of the fact that sequences of vowels
in Japanese are not true diphthongs and the transition is not as
smooth as in English diphthongs so mapping them onto English
diphthongs compromised the quality.

4.5. Error types and analysis by manner

The difference between Cross and Mono was most notable in
the error rate for palatalisation (10.1% for Cross and 7.6% for
Mono). In Japanese, when a consonant is followed by /j/, the
preceding consonant is palatalised. For example, /to:kjo:/ Tokyo
is realised as [to:kjo:], where the degree of overlap in articula-
tion is far higher than in the English cluster /kj/. If the English
/kj/ is mapped onto Japanese /kj/ ([kj]) in the training, as it was
in this study, the palatalisation feature will not be captured cor-
rectly and the output may sound more like /to:ko:/ go to school
to Japanese ears.

Since VC operates on a frame-by-frame basis and is based
on a statistical model which maps spectral details across speak-
ers, it has been suggested that the speech quality of VC output is
deteriorated by “spectral movement with inappropriate dynamic
characteristics caused by the frame-by-frame conversion pro-
cess and excessive smoothing of converted spectra” ([11]). The
effect may be worse when the conversion is performed across
languages. In order to examine whether conversion results were
better with static sounds than with dynamic sounds, the data
was further analysed in terms of manner of articulation.

Results, as seen in Fig. 3, indicated that the two condi-
tions influenced the error rate in different ways for each manner.
However, contrary to our expectation, they showed no clear pat-
tern to indicate that static sounds are converted more accurately
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Figure 3: Mean error rate by manner of articulation.

than dynamic sounds. For example, the error rate was notice-
ably higher in the cross-language condition for approximants,
diphthongs and monophthongs but approximants are dynamic.

5. Discussion
This study described a direct comparison between the perfor-
mance of a mono-lingual and a cross-lingual voice conversion
system. Using a bilingual speaker we were able to use the same
target speaker for both systems, so that differences between the
systems could be attributed only to differences in their training.
For the monolingual system, the training data had coverage for
all Japanese phonemes, whilst for the cross-language system,
the training data mapped all Japanese phonemes onto a subset of
English phonemes using a system of phonetic equivalence. In-
telligibility results show that either style of training significantly
impairs the intelligibility of the converted speech. This may be
explained by weaknesses in the VC procedure. However the
cross-language system was significantly less intelligible than
the monolingual system. This was attributed to the assumptions
of phonetic equivalence that underlies the cross-language train-
ing. Phonetic implementations of ostensibly equivalent phono-
logical units do differ across languages, and a cross-language
phonemic mapping can impair the phonetic quality of the con-
verted speech signal.

An analysis of the phonetic confusions made by listeners
shows that all segment types are degraded by voice conversion,
with no clear pattern of strengths and weaknesses. It could be
that the degradation of signal caused by the VC process itself
is so large that the distortion of individual segments caused by
phonetic differences in the two languages is negligible in com-
parison. Perhaps the reason for the reduction in intelligibility
lies not in the conversion of individual segments but elsewhere,
such as in the interaction of segmental and suprasegmental as-
pects, the latter of which was not manipulated in this study.

A comparison of the phonetic confusions made by the two
systems did highlight a few specific problems. Firstly the cross-
language system did not convert Japanese palatalised conso-
nants well compared to the monolingual system; this can be
directly attributed to the lack of phonological palatalisation in
the English training data. Secondly the cross language system
performed slightly worse in the conversion of vowel qualities.
This may have been caused by the difference in vowel quali-
ties available in the two languages, by the way in which single
Japanese vowels could have been converted to multiple English
vowel qualities, or by the phonetic diphthongisation within the
so-called English monophthongs. It is also possible that the
vowel mapping was affected by English vowel reductions in un-
stressed syllables – again leading to variability in the converted

quality.
This study can be extended in a number of directions. The

perceptual phonetic analysis can be supplemented by a more
detailed acoustic analysis of the converted speech. The issue
of how well the VC system actually changes the identity of the
source speaker towards the target speaker also needs to be ad-
dressed. Finally, VC is only one way to achieve Spoken Lan-
guage Conversion: other approaches include Accent Morphing
[2] and Speaker Adaptation with HMM synthesis [12]. A fu-
ture study should also compare the overall effectiveness of VC
in comparison to these techniques.

This study has looked only at VC in Japanese using
Japanese and English speakers. It would be interesting to see
which findings of the study would be repeated with other lan-
guage pairs. For example, the problem of converting voices in
a language with a large vowel system using training data from a
language with a small vowel system might demonstrate differ-
ent problems.
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