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Abstract 
The practice of cross-lingual transfer of speech technology is 
of increasing concern as the demand for recognition systems 
in multiple languages grows. Previous work has proved that:  
firstly, if there is a big difference between the source 
language and the target language, cross-lingual adaptation 
may not outperform scratch training even if the training set is 
limited; secondly, cross-lingual seed models achieve lower 
word error rates than flat starts or random models. Based on 
these two points, this paper improved the approach of 
generating cross-lingual seed models through two ways: (1) 
using a combination of cross-lingual seed models and “flat-
start” models, and (2) using phoneme mappings on an HMM 
state level in a new language to reduce mismatched 
coarticulation. All simulations are carried out with limited 
available training data, and the effectiveness of the approach 
was proved using English-Mandarin as a test case. 

Index Terms: cross-lingual processing 

1. Introductions and Previous Works 
As the needs and opportunities for speech technology 
applications in a variety of languages have grown, methods 
for rapid transfer of speech technology across languages has 
become a practical concern. [1] systematically evaluated the 
feasibility of accelerating speaker independent recognition 
model development in a new language by “bootstrapping” 
from acoustic models already developed for another language. 
[1] explored the relative effectiveness of different methods 
for seeding and training HMMs from English to Japanese: 
language-specific analysis and design, generic “flat-start” 
models, and cross-lingual seed models. [1] proved that the 
cross-lingual method produced the best models. By the way, 
[1] also proved that the number of speakers is more important 
than the total number of utterances in a training set. For 
cross-lingual English-Chinese models, [2] applied the MAP 
[3] algorithm to adapt an English recognizer to a Chinese 
recognizer. For rapid development of the new language 
recognizer, they proposed two approaches; one is substituting 
the target language phoneme model with the source language 
phoneme model trained previously, and the other is adapting 
the target language phoneme model from the source phoneme 
model using MAP. In [2], they generate a phoneme mapping 
table to transfer acoustic knowledge from English to 
Mandarin, and [2] proved that MAP outperformed phoneme 
substitutions. However, [4] showed that for the English-
Mandarin case, the cross-lingual adaptation does not 
outperform scratch training even if the training set is limited. 
So, the basic approach for rapid HMM construction in this 
paper is full development seed models followed by scratch 

training. For phoneme mappings, a hybrid method [5] that 
utilized both a knowledge-based approach and an automatic 
approach was applied to get the mapping of phonetic units 
from English to Mandarin. The automatic approach is: an 
English acoustic model was used to recognize Mandarin 
phonemes with different prune parameters; then, from the 
phoneme recognition results, we could derive the most likely 
phoneme sequences. For state level mappings, [6] extended 
phoneme mapping techniques to the state level, motivated by 
the intuition that some phones seemed hard to match from 
one language to another, and [6] called it sub-phonetic level 
mappings. To obtain the subphonetic mappings, [6] broke 
each HMM in the source and target language into its 
conforming states and derived an HMM from each of these 
states. [6] focused on those language special phonemes and 
tried to find HMM mappings for them; however, we consider 
that all phonemes suffer the mismatched coarticulation that 
cross-lingual mappings bring, and this paper presents a new 
state level mapping method to reduce such mismatched 
coarticulation. Compared with these previous works, major 
improvements of this paper are: first of all, experimentally 
proved that not all cross-lingual seed models play positive 
effects; actually, some seed models are not better than “flat-
start” models. So we can combine cross-lingual seed models 
with “flat-start” models to optimize initial HMMs. Our 
experiment showed that the combination seed models of 
cross-lingual and “flat-start” could improve the performance 
2% relatively. Secondly, this paper build a more effective 
English-Mandarin mapping based on the HMM state level. 
From the IPA (International Phonetic Association) and the 
Global Project [7], we have such thinking that although 
languages pronunciations of sound vary widely, different 
languages still share many phonemes; intuitively, the smaller 
is the basic mapping unit, the more sharing there is between 
two languages. So, if we change the mapping method from 
the phoneme level to the HMM state level, more acoustic 
knowledge may be transferred. Moreover, this paper built the 
state level mapping according to the Chinese syllable 
structure. For example, the Chinese syllable structure is a 
single vowel or a consonant followed by a vowel [8]; 
therefore, considering the coarticulation, we modified the last 
state of consonants and the first state of vowels to “flat-start” 
states. We believe this method could reduce the negative 
affection that English coarticulation brings to Mandarin 
phonemes, because boundary states were smoothed to “flat-
start” states. The experiment showed that this improved 
mapping method reduced the Mandarin WER (Word Error 
Rate) around 10% relative. In the next sections, details of 
these cross-lingual experiments will be introduced; the ASR 
(Automatic Speech Recognition) engine was HTK [9]. 
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2. Combine Cross-lingual and “Flat-start” 
Models 

2.1. Experiment Corpus  

The Mandarin training and testing data are drawn from HUB-
4NE [10]. All contributors to the corpus are native speakers 
of Mandarin. This collection consists of 30 hours of recorded 
broadcasts and transcripts that have been drawn from the 
Voice of America (VOA), People's Republic of China 
Television (CCTV), and Commercial radio based in Los 
Angeles, California. The reason for choosing the HUB-4NE 
database is that some research teams working in the field of 
adaptation acoustic models applied exactly the same database 
or a database that was recorded from one of the same speech 
resources. For example, [2] and [5] already did some initial 
phoneme mapping and phoneme combination work on 
English and Mandarin. In [2], HUB-4NE was the Mandarin 
training speech database, and in [5], part of the Chinese 
corpora was recorded from VOA news. The Mandarin 
language model is a bi-gram model that is derived from the 
HUB-4NE training set transcriptions. The English acoustic 
models used as seeds in cross-lingual adaptation are context-
independent phone models trained on the TIMlT Acoustic-
Phonetic corpus [11]. 

2.2. Mandarin Language Model  

There are 21 initial consonants and 31 final vowels in 
Chinese; in [12], the number of the basic Mandarin syllables 
in speech is 408. To train a Mandarin language model, the 
syllable context information was obtained through 
transcriptions of HUB4-NE. The token of the Mandarin 
language model is a Chinese syllable Pin-Yin without tone 
marks, and the language model training tool is HTK, HLStats 
and HBuild [9]. The HBuild program will read one or more 
input grammar files to generate a back-off n-gram language 
model. The Mandarin language model was a bi-gram model. 
The created Mandarin language model was applied to all the 
following Mandarin speech recognition; in other words, all 
the next Mandarin recognition experiments used the exactly 
the same language model, which guarantees a fair comparison 
for different Mandarin acoustic models. 

2.3. HMM Structure  

The common HMM structure in speech recognition includes 
one beginning state, one ending state, two or three transition 
states. When we built the English seed models, the number of 
HMM states for English phonemes was fixed at five, 
including one start state, three middle states, and one final 
state. To determine the number of Gaussians in a mixture 
structure, the mixture number was changed from five and 
incremented by two or five for each iteration testing (for 
example tested at several discrete points, 5, 7, 9, 12, and 15) 
until observing the convergence. Both the English training 
data and testing database are TIMIT. With an increase of 
number of Gaussian mixtures, the recognition rate goes up; 
however, the improvement becomes smaller and smaller with 
an increasing of Gaussian mixture number. When the number 
of mixtures reached 15, the word recognition rate appears to 
be converging on an accuracy rate near 88% using English 
monophone models. In the following experiments of cross-
lingual seed models, the acoustic prototypes for English and 
Mandarin should be completely the same, so the Gaussian 
mixture number was also kept at 15 for Mandarin HMMs. 

2.4. Experiment for Combination Seed Models 
Flat-start training will set the mean and variance of every 
Gaussian component in a HMM definition to be equal to the 
global mean and variance of the speech training data. The 
initial models derived from “flat-start” training are called 
“flat-start” models. Our baseline system utilized the “flat-
start” models. First of all, we tested the performance of the 
baseline models. Cross-lingual seed models are meaningful 
when there is only limited training speech available for a 
target language. Also, our research in this paper assumed that 
the available training data is tiny. So, the Mandarin training 
data contains only 500 utterances, 5682 syllables, and the 
length is around 20 minutes. The Mandarin test dataset 
contained another 100 natural Mandarin utterances that were 
extracted from the HUB-4NE, a total of 1056 Mandarin 
syllables, which were spoken by 4 men and 4 women. Both 
the training set and the test set are speech and speaker 
separate. Speech signals were monaural sound and sampled at 
a rate of 16 kHz. We firstly tested “flat-start” models using 
different four data sets , and the average baseline WER is 
33.9%. 

 
Table 1. Grouped phoneme mappings from English to 

Mandarin 

Considering phoneme groups, glides and liquids are sonorant 
consonants, but they are very similar to vowels in that they 
have periodic, intense waveforms with most energy in the low 
formants. Usually, they are weaker than vowels because they 
require a greater average constriction of the vocal tract, but 
airflow is rarely constrained enough to generate noise. The 
liquids have spectra very similar to vowels, but they are 
usually a few decibels weaker. Also known as semivowels, 
glides can be viewed as brief high vowels of greater 
constriction than corresponding vowels. Glides tend to be 
transient, sustaining a steady spectrum for much less time 
than vowels do. The waveforms of nasal consonants resemble 
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those of vowels but are significantly weaker because of sound 
attenuation in the nasal cavity. For its volume, the nasal 
cavity has a large surface area, which increases heat 
conduction and viscous losses so that formant bandwidths are 
generally wider than for other sonorants. As obstruents, 
fricatives and stops have waveforms very different from 
sonorants: aperiodic, much less intense, and usually with 
most energy at high frequencies. The reduced energy is due to 
a major vocal tract constriction, where airflow is converted 
into noise much weaker than glottal pulses. In the second step 
to create seed models, a hybrid method [5] that utilized both 
a knowledge-based approach and an automatic approach was 
applied to get the mapping of phonetic units from English to 
Mandarin. As shown in Table 1, the Chinese phoneme 
mappings were divided into five categories in terms of their 
articulator positions, fricatives plus plosives, nasals, single 
vowels (including liquids and glides), Chinese combined 
vowels, and Chinese special phonemes. Phoneme mapping 
was applied to create seed models separately group by group. 
For example, when we tested nasal mappings, only nasals 
used English mapped models and other phonemes still used 
“flat-start” models. Each time, we only change one group 
from “flat-start” to English mapping models. We trained and 
tested each grouped seed models, and compared recognition 
results with the baseline. The comparison results were shown 
in Table 2. The testing was based on different four sets. 
Chinese single vowel mappings and glide and liquid 
mappings played negative roles, which means their 
performances were even worse than “flat-start” models. 
Fricative plus plosive and nasal mappings reduced word error 
rates. Based on the above results, the best seed models were 
the models that only map fricatives, plosives, and nasals from 
English. To verify this idea, we created new seed models in 
terms of Table 2; after fully trained, we got a WER of 31.1%. 
Next, we created combined seed models that only mapped 
consonants and nasals; this time, we got a WER of 30.5%. So, 
combining cross-lingual and “flat-start” models reduced the 
WER 2% relatively. In the next section, we will introduce 
how the HMM state level mappings improved the accuracy 
further.  

 

Table 2. WER of grouped phoneme mappings 

3. HMM State Level Mappings  
First of all, the obvious drawback of the traditional mapping 
approach is about the number of states Chinese combined 
vowels. If we simply concatenate English phonemes to a 
Chinese phoneme, the states number will be double or even 
triple of the usual phoneme states; however, when we 

estimated the average duration of a Chinese phoneme, we did 
not observe such longer phonemes. So, the first mismatch 
point we tried to solve in the traditional mapping method is 
the number of HMM states for Chinese combined vowels. we 
firstly applied English seed models as the baseline. Then, we 
used the “flat-start” HMM model to train models; the purpose 
of using the initial “flat-start” model was to find the impact of 
duration. Because the initial “flat-start” model has three 
HMM states, the initial “flat-start” model is better than 
simple concatenated models from the duration aspect. We 
considered such affection should not be small, because the 
number of Chinese combined vowels is almost the half of the 
total phonemes. Finally, we applied a new combined vowels 
mapping method on the HMM state level, which is picking a 
HMM state from each composed member phoneme to 
construct a new HMM. For example, in Figure 1, phoneme 
“iang” was mapped to “iy aa ng”, and we use the state 1 of 
“iy”, the state 2 of “aa”, and the state 3 of “ng” to build a 
new HMM. If there are only two composed phoneme 
members, we will use two vowel states and one consonant 
state since, usually, vowels’ energy is stronger than 
consonants’ energy. We applied four different same-size 
training sets to get error-bars, and Table 3 showed the 
experiment result. 

 
Table 3. WER of the HMM state mapping for Chinese 

combined vowels 

Secondly, speech production involves a sequence of 
articulator gestures timed so that certain key aspects of vocal 
tract shape occur in an order coresponding to the intended 
phoneme sequence. Because different phonemes have varied 
requirements for the articulators, there is much freedom in the 
timing and degree of vocal tract movements. When an 
articulator gesture for a sound does not conflict with those of 
a preceding phoneme, the articulator may move toward or 
adopt a state appropriate for the latter phoneme during the 
former. Such forward coarticulation is called anticipatory or 
right-to-left because a target for a phoneme induces motion in 
an articulator during a prior phone. The same freedom that 
allows forward coarticulation also permits backward or left-
to-right coarticulation. Coarticulation occurs in varying 
degrees depending on context. The motion of articulators 
from positions for one phoneme to those for the next leads to 
different vocal tract movements depending on the phoneme 
sequence; thus the speech signal during such transitions is 
affected by context. When we derive the cross-lingual 
phoneme mapping, we also introduce mismatched 
coarticulation from English phonemes to Mandarin phonemes, 
because English phoneme contexts are different from 
Mandarin phoneme contexts. Next, we will introduce our 
approach to reduce such coarticulation distortion on the 
HMM state level. 
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Figure 1. left and right state level mappings 

As aforementioned, a Chinese syllable is always a single 
vowel or an initial consonant followed by a final vowel; 
English syllables could contain several consonants; therefore, 
syllable structures are different between English and Chinese. 
The original seed models were trained using English 
utterances, so different phoneme contexts brought 
mismatched coarticulation to Mandarin phoneme models. If 
we figure out a method to release such kinds of mismatched 
coarticulation, the recognition accuracy should be increased. 
The baseline models in the section 2 were “flat-start” HMM 
models, and the “flat-start” model was trained using native 
spoken Mandarin utterances. Intuitively, if “flat-start” states 
are used to replace some mismatched coarticulation states, 
phoneme boundaries should be smoother. It is reasonable to 
assume middle states suffer less coarticulation than side states. 
Based on this assumption, two experiments were designed as 
shown in Figure 1. One experiment used “flat-start” states to 
replace both most left and right states, which means states 2 
and 4. According to the structure of Chinese syllables, the 
other experiment used “flat-start” states to replace right states 
of initial consonants and left states of final vowels. Please 
note that replacing happened in the same state positions; for 
example, the state 2 of “flat-start” models was used to replace 
phoneme state 2, and state 4 was used to replace phoneme 
state 4. We utilized the best combination seed model in the 
section 2 as the baseline model, and experiments’ results 
were shown in Table 4.  

 
Table 4. WER of HMM state level mappings 

Replacing left and right side states with “flat-start” states did 
not reduce the WER; on the contrary, it made the result a 
little bit worse. However, for the single case of Train set 2 or 
Train set 4, the WER was reduced when we only replace 
consonants’ right states and vowels’ left states with the “flat-
start” state. So, although such state level mappings based on 
the Chinese syllable structure did not always improve the 
performance, it still could be a possible choice to improve the 
ASR accuracy in practice.  

4. Conclusions  
This paper presents a methodology to transfer acoustic 
knowledge for rapid HMM construction for a new language. 
Experiment results proved that compared the traditional 
bootstrap models, combination seed models could improve 
the performance. Furthermore, this paper built HMM state 
level mappings to reduce the state duration and coarticulation 
mismatch that cross-lingual phoneme mapping brings. Such 
state level mappings could reduce the mismatch of state 
duration in composed phoneme mappings. Applying 
combination models and state level mapping together, we will 
generate better initial acoustic models. Possible future works 
include categorizing phoneme mappings to more groups to 
optimize combination seed models further. 
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