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Abstract
Speech recognition systems typically contain many Gaussian
distributions, and hence a large number of parameters. This
makes them both slow to decode speech, and large to store.
Techniques have been proposed to decrease the number of pa-
rameters. One approach is to share parameters between mul-
tiple Gaussians, thus reducing the total number of parameters
and allowing for shared likelihood calculation. Gaussian ty-
ing and subspace clustering are two related techniques which
take this approach to system compression. These techniques
can decrease the number of parameters with no noticeable drop
in performance for single systems. However, multiple acoustic
models are often used in real speech recognition systems. This
paper considers the application of Gaussian tying and subspace
compression to multiple systems. Results show that two speech
recognition systems can be modelled using the same number
of Gaussians as just one system, with little effect on individual
system performance.
Index Terms: Automatic speech recognition, graphemes, sub-
space compression, Gaussian tying

1. Introduction
Large vocabulary speech recognition is a computationally ex-
pensive task with models requiring a large number of parame-
ters to obtain good error rates. The majority of these param-
eters are the means and variances of Gaussian distributions.
In some situations, such as embedded speech recognition, the
space available on disk or chip to store these parameters is lim-
ited, and so recent work has looked at reducing the number of
parameters.

One approach to compressing models is to share Gaussians
between different states of the HMMs. This allows for a re-
duced number of parameters, and also a saving in computa-
tional time as fewer likelihoods need to be computed. Subspace
compression [1] and Gaussian tying [2] are two related methods
for parameter tying by clustering Gaussians. These begin with
a trained HMM set, and tie parameters between the Gaussian
components in different states. After tying has been done, fur-
ther training can be performed. These techniques are different
from, and can be used in conjunction with, decision tree tying
which is often performed to cluster triphones and compensate
for data sparsity in triphone systems [3].

Previously, these compression approaches have been used
to reduce the size of single speech recognition systems. How-
ever, there may be situations where memory is limited but mul-
tiple acoustic models are needed. For example, multilingual or
gender dependent speech recognition may require a selection

between multiple acoustic models. Alternatively, the outputs of
multiple systems trained, for example, using different training
algorithms or phone sets, can be combined to improve recog-
nition [4]. It is likely that multiple systems could share some
Gaussian parameters without a loss in performance for any sys-
tem. This would lead to a decrease in the total number of pa-
rameters, and also to the computation time as likelihoods could
be cached between multiple systems.

This paper first reviews compression techniques, before dis-
cussing the case of multiple systems. Results are then presented
using the example of two systems built with different phone
sets, based on graphemes and phonemes. Finally, conclusions
are drawn.

2. Compression Techniques
Subspace distribution clustering [1] and Gaussian tying [2] are
two techniques used to compress speech recognition systems by
sharing parameters between Gaussian distributions. These com-
pression techniques begin with a fully trained HMM set, and
tie parameters between the Gaussian components of different
states. After tying, further training can be performed if neces-
sary. An alternative to clustering after training is to first define
a small, fixed set of basis distributions, and then to train a num-
ber of interpolation coefficients, but this option is not explored
here.

Similar parameter tying techniques are often used during
training in order to overcome the data sparsity problem. For
example, decision tree tying of HMM states or Gaussian com-
ponents pools the available data and allows a better parameter
estimate [3]. The compression techniques discussed below can
be used in conjunction with decision tree tying but, unlike deci-
sion tree tying, do not use any specialist phonetic knowledge.

Subspace compression and Gaussian tying begin with a
fully trained HMM set with N physical states, each with M
Gaussian components consisting of a mean and a variance of
dimension D, the dimension of the input feature vector. There
are a total ofNM Gaussian components. For an uncompressed
model with diagonal covariance matrices, ignoring component
priors and transition matrices, the total number of Gaussian pa-
rameters is

#Parameters = 2NMD (1)

Many of these Gaussian components may be similar to each
other, and the compression techniques take advantage of this by
tying parameters that are close in acoustic space. Subspace clus-
tering first projects each Gaussian component onto K smaller
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subspaces. In total, the dimensions of each of the K smaller
subspaces must add up to D. When K = 1, the method is
equivalent to Gaussian tying. When K = D, the method is
equivalent to feature-parameter-tying HMMs.

For each subspace, all of the subspace-Gaussians from all
states of the HMMs are pooled, and clustered to L prototypes,
where L << NM . Each original subspace-Gaussian is re-
placed by its nearest prototype. There is no restriction on the al-
gorithm used for clustering Gaussians, which can be top-down
or bottom-up, using any relevant distance metric. The likeli-
hood of observation ot at time t for nth state sn becomes

P (ot|sn) =
MX

m=1

cnm

 
KY

k=1

N (ot|μnmk,Σnmk)

!
(2)

Figure 1 shows the topology of an HMM after subspace
compression has been applied for two subspaces. Subspace
compression tends to give better results when there are more
subspaces, as this allows for clustering to fewer Gaussians with
less distortion between the dimensions. Compression can be
used together with other approaches, such as Gaussian selec-
tion [5], for improved efficiency.

Figure 1: Subspace Compression

There are two parts to the models after subspace compres-
sion. The first is the pool of prototype Gaussians, and the sec-
ond is the index from the HMM states to the correct subspace
prototypes. In figure 1, the Gaussian pool is simply the set of
subspace Gaussians, while the index corresponds to the links
between the HMM states and the subspace Gaussians. The size
of the Gaussian pool depends on the feature vector dimension,
D, and the number of prototypes, L. The size of the index
depends on the initial number of Gaussian components in the
system and the number of subspaces, K. The total number of
parameters in the compressed model is

#Parameters = 2LD +NMK (3)

In practice, the size of the index tends to be large compared
to the size of the Gaussian pool, as L can be relatively small
without seeing a degradation in performance.

3. Compressing Multiple Systems
The previous section discussed compression techniques for sin-
gle speech recognition systems. To compress multiple systems,
it is straightforward to apply the compression algorithm sepa-
rately to each system as in figure 2, and obtain a separate Gaus-
sian pool for each system. However, smaller models may arise

from pooling the Gaussians from all systems, and then perform-
ing compression, as in figure 3, so that many systems share a
common Gaussian pool.

Figure 2: Multiple systems have separate Gaussian pools

To compress J systems, where the jth system has Nj

states, then the total number of parameters is given by

#Parameters = 2LD +
JX

j=1

MKNj (4)

where L is again the number of Gaussian prototypes. The size
of the Gaussian pool depends only on L and not on the number
of systems, but the effective number of states becomes the sum
of the number of states in all systems. IfL is small and the num-
ber of subspaces, K, is large, then the second term of equation
4 dominates and the number of parameters obtained when com-
pressing the multiple systems is not much smaller than obtained
when compressing the individual systems separately.

Figure 3: Multiple systems share the same Gaussian pool

To reduce the size of the index, it is possible to perform an
extra step of Gaussian tying before performing subspace com-
pression, as shown in figure 4. If the Gaussians in the origi-
nal system are first tied to yield V physical Gaussians, where
V <

P
j NjM , the index can be split into two parts. The first

is the index from state to logical Gaussian, and the second is the
mapping from physical Gaussian to subspace prototypes. The
size of the first part depends on the number of states, while the
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Figure 4: Model topology including Gaussian tying before sub-
space compression

size of the second part depends on the number of physical Gaus-
sians. Thus by reducing the number of physical Gaussians, the
size of the index can be reduced. The number of parameters
becomes

#Parameters = 2LD + V K +
JX

j=1

MNj (5)

Once two or more systems have been concatenated and
compressed, the choice of pronunciations included in the dic-
tionary determines which models are used in decoding. If the
data is to be decoded separately with each system then, as each
system shares the same pool of Gaussians, it is possible to cache
the likelihoods between each separate decoding pass.

4. Experimental setup
To illustrate the compression of multiple systems, two acoustic
model sets with different phone sets were built for US English.
One phone set uses phonemes, which are commonly used for
speech recognition, and the other uses graphemes. These two
phone sets were chosen as graphemic and phonemic models are
expected to be very different from each other, and thus yield
different recognition results.

Both systems were trained using approximately 180 hours
of training data consisting of the TIMIT, TIDIGITS and Wall
St Journal databases, together with additional internal in-car
data. The acoustic models use a 33 dimensional feature vec-
tor consisting of 10 MFCCs plus energy, with first and sec-
ond derivatives. The phoneme set consists of 64 phones, in-
cluding digit specific phones to account for vowel lengthening,
plus a silence model. The grapheme set consists of the 26 let-
ters of the alphabet. Triphone and trigrapheme models were
built with 650 unique states each containing 16 states, thus
each individual system has 10,400 Gaussian components. To
build a trigrapheme system, questions concerning the identity of
each grapheme (singleton questions [6]) and a vowel/consonant
question were used. These questions were found to yield the
best performance.

Decoding was carried out on an 0.5 hour test set of people
asking for song titles, mostly of the form “Please play SONG
by ARTIST” or “Please play ARTIST SONG”. The test set con-
sisted of approximately 2900 utterances and 22,300 words, and
word error rates include the predictable parts of the utterance
such as “please play”. This set contains many out of vocabu-
lary words for which phonetic pronunciations were generated
using letter-to-sound rules [7]. A grammar with a list of ap-

proximately 3000 alternatives was used in decoding. Results
are averaged over four in-car noise conditions (engine on, en-
gine off, city and highway). Subspace compression used the K-
means algorithm for clustering, and the Bhattacharyya distance
measure.

5. Results
5.1. Subspace Compression Results

To begin, subspace compression was performed without any
Gaussian tying. 18 subspaces were used, and the definition
of these is given in table 1. The allocation of prototypes to
streams was determined empirically. Each of the MFCC,Δ and
Δ2 streams was split into five 2-dimensional substreams. En-
ergy and its derivatives were modelled as three 1-dimensional
streams. To control the degree of compression, a factor α was
introduced.

Features Type Static Δ Δ2

1-2

MFCC

α 4α 4α
3-4 2α 4α 4α
5-6 4α 2α 4α
7-8 4α 1α 4α
9-10 2α 2α 1α
11 Energy 4α 4α 4α

Table 1: Subspace definition for the 18 streams - number of
Gaussian prototypes per stream

The grapheme and the phoneme systems were first com-
pressed individually, and also were concatenated before com-
pression. That is, a joint model set was composed of all the
grapheme and phoneme models, and this joint model set was
compressed. The specification of the number of prototypes re-
mains the same for both the individual and concatenated com-
pression. That is, there are as many Gaussians in each indi-
vidual compressed system as in the concatenated compressed
system for any value of α. Table 2 shows the resulting model
sizes for both cases as the compression is increased. The orig-
inal models are 2.8M and 5.5M in size. Subspace compression
is effective at reducing the size of the models. However, the
model size reaches a limit as the compression is increased, with
the smallest size of the individual systems being roughly half
that of the concatenated system, i.e. 490K compared to 960K.
This is expected, due to there being twice as many states in the
concatenated system, and the second term of equation 4 domi-
nating.

α Individual Concatenated
none 2.8M 5.5M
768 1.0M 1.5M
384 774K 1.3M
192 627K 1.1M
48 516K 989K
12 489K 962K

Table 2: Individual and concatenated model sizes after subspace
compression

Table 3 shows the results obtained using the compressed mod-
els. The first two columns show the word accuracy obtained
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when subspace compression is applied to the individual sys-
tems. The last two columns show the word accuracy when the
systems are concatenated and subspace compression applied.
Without any subspace compression, the original word accura-
cies are 94.40% and 91.65% for the phoneme and grapheme
systems respectively. After subspace compression there is very
little change in accuracy between the individual and the con-
catenated systems, showing that both systems together can be
adequately modelled by the same number of Gaussians as each
system individually. For example, when α = 384, the per-
formance of the separately compressed phoneme and grapheme
systems are 93.86% and 91.17% respectively, and these become
93.34% and 91.29% after concatenation and compression. That
is, an absolute change of 0.5% and 0.1% in accuracy and a com-
bined model size of 1.3M rather than twice 770K.

Individual Concatenated
α phone graph phone graph
none 94.40 91.65 94.40 91.65
768 94.03 91.04 93.51 90.82
384 93.86 91.17 93.34 91.29
192 92.97 90.69 93.43 91.56
48 93.29 91.43 93.15 91.54
12 92.53 88.82 93.15 88.78

Table 3: Word accuracy results when the grapheme and
phoneme systems are compressed individually, and also when
they are concatenated and compressed

5.2. Gaussian Tying Results

There are 20,800 Gaussian components in total between the two
systems. Gaussian tying is first performed on the concatenated
models to decrease this so the number of physical Gaussians
(V in equation 5) is 15,600 and 10,400. That is, 75% and 50%
of the original components. Then, subspace compression is ap-
plied to the set of tied Gaussians. Table 4 shows the model size
when a first round of Gaussian tying is performed, both before
and after subspace compression, usingα = 384. This method is
effective at reducing the concatenated model size further, with
the smallest concatenated model being 881K. This is lower than
the 960K limit seen in table 2.

V Before SDC After SDC
20,800 5.5M 1.3M
15,600 4.2M 1.1M
10,400 2.9M 881K

Table 4: Concatenated grapheme and phoneme model size after
Gaussian tying and subspace compression

Table 5 shows the results obtained from decoding, both be-
fore and after subspace compression. The accuracy decreases
as the Gaussian tying uses fewer Gaussians. The original word
accuracy is 94.40% for the phoneme dictionary, but this reduces
to 92.14% when the total number of Gaussians is halved. How-
ever, as before, performing subspace compression on the tied
system does not have a large effect on the accuracy when com-
pared to the uncompressed models. The model with the best
trade-off between accuracy and size is that with 15,600 compo-
nents and a model size of 1.1M. Without the additional Gaus-
sian tying stage, the equivalent model size from table 2 is 1.3M,
although the word accuracy rates are almost 1% absolute better.

Before SDC After SDC
V phone graph phone graph
20,800 94.40 91.65 93.34 91.29
15,600 93.57 91.18 93.64 90.77
10,400 92.14 90.09 91.71 89.51

Table 5: Word accuracy results for Gaussian tying, optionally
followed by subspace compression

6. Conclusions
This paper has considered the task of compressing multiple sys-
tems for automatic speech recognition. Each system can be sep-
arately compressed, but further compression can be achieved by
concatenating the multiple systems before performing subspace
compression. In this way, compact models are obtained with
only a small degradation in individual system accuracy. Results
show that two systems can adequately be represented using the
same number of Gaussians as each system individually, thus
significantly reducing the number of Gausian parameters that
must be stored.

In this paper, two individual systems of 2.8M each were
compressed to yield one combined system of 1.3M. That is, a
model compression of 77% for an absolute degradation in word
accuracy of 0.4-1.1%. Performing an extra step of Gaussian ty-
ing before subspace compression is effective at further reducing
the model size to 1.1M, or 80% compression, with an absolute
degradation of 0.8-0.9%.

The results presented above made use of a graphemic and a
phonemic system which give quite different results, but the ap-
proach could be applied to any situation where multiple acous-
tic models are needed. For example, in an LVCSR system with
a combination of multiple systems, a multi-lingual recogniser
with separate acoustic models for each language, or when stor-
ing gender-dependent models.
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