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Abstract 
The VOYS (Voices of Young Scots) project aims to establish 
a speech database of adolescent Scottish speakers. This 
database will serve for speech recognition technology and 
sociophonetic research. 300 pupils will ultimately be recorded 
at secondary schools in 10 locations in Scotland. Recordings 
are performed via the Internet using two microphones (close-
talk and desktop) in 22,05 kHz 16 bit linear stereo signal 
quality.  

VOYS is the first large-scale and cross-boundary speech 
data collection based on the WikiSpeech content management 
system for speech resources. In VOYS, schools receive a kit 
containing the microphones and A/D interface and they 
organise the recordings themselves. The recorded data is 
immediately uploaded to the server in Munich, alleviating the 
schools from all data-handling tasks. This paper outlines the 
corpus specification, describes the technical issues, 
summarises the signal quality and gives a status report. 
Index Terms: speech database, internet recording, adolescent 
speakers, Scottish English 

1. Introduction 
The creation of large speech databases was originally driven 
by the requirements of speech technology development, 
especially speech recognition. National and international 
resource creation projects, e.g. the SpeechDat family of 
databases [1], Treebank [2], CGN [3], SpeeCon [4] and many 
others, have made available large amounts of speech data both 
in telephone and high bandwidth quality, and they have 
contributed significantly to the rapid improvement of speech 
recognition performance. 

These databases usually contain only the speech of adult 
speakers in the age range 18 to 65, and they cover mainly 
language varieties which have a high commercial potential. 
There exist only a few databases of very young (<13 years), 
adolescent (13-18 years) and elderly (>65 years) speakers, and 
of speakers of smaller languages or dialects. Moreover, speech 
databases with such speakers have not generally been created 
with speech technology development in mind but in most 
cases either document speech and language acquisition [5], or 
age-related speech impairments (notable exceptions are the 
multi-lingual SpeeCon [4] high-bandwidth and the French 
PAIDIALOGOS telephone speech databases [6]). There is 
therefore a need for speech databases for technology 
development for these speaker populations. 

One major obstacle to collecting the speech of these 
speaker populations is accessing the speakers. The traditional 
approach, of performing recordings either in the field or in a 
studio is prohibitively expensive for large databases, and 
telephone recordings do not deliver the required signal quality.  

However, previous work has shown that web-based 
recordings are a flexible and efficient alternative. They can be 
performed with inexpensive equipment wherever an internet 

connection is available, and with high signal quality [7][8]. 
These findings were incorporated into the design of the VOYS 
project. 

2. Corpus specification 
The VOYS speech database has three main aims: to cover a 
dialect region and age group not yet represented in other 
speech technology databases; to be large enough for the 
training and development of speech recognition systems; and 
to sample a wide enough range of linguistic material and 
socioeconomic variables to be useful for sociolinguistic 
analysis.  

2.1. Speaker demographics 

The VOYS speech database will ultimately contain the 
recordings of 300 speakers from different Scottish dialect 
regions, each contributing about 13 minutes of spoken data. 
The age of the speakers is 13 to 18 years, with a balanced 
gender distribution (± 5%).  

2.2. Recording locations 

The varieties of English spoken in Scotland are best 
described as a continuum between a national standard, 
‘Standard Scottish English’ (SSE), and a local language called 
‘Scots’. Today, Scots and its dialects are often viewed as the 
language of the working class [9], while middle class speakers 
tend more towards the national standard, although many 
speakers are able to choose between variants to a certain 
extent, dependent on conversational partners and speaking 
situation.  

The VOYS database draws its samples mainly from local 
urban centres, which are often communities in which Scots is a 
working class vernacular, while the middle class is largely 
monolingual SSE [10]. The geographical variation of Scots 
can be broken down into nine regions. It should be noted that 
‘Highland English’ is strictly speaking not a variety of Scots; 
the local vernacular of the Scottish Highlands was usually 
Gaelic, and the variety of English that has partly replaced it is 
usually assumed to be some standard form [11].  

Figure 1 shows a map with the planned recording 
locations, Table 1 lists the recording locations, their dialect 
regions and the current count of recordings. It should be noted 
that no recordings are being made in Glasgow, since for this 
area, a number of recordings of adolescent speakers are 
already available [12].  

2.3. Corpus Contents 

The VOYS corpus is divided into four main parts, as follows 
(see also Table 2). 

1. VOYS_INTRO Five prompt items to allow the 
microphone levels to be adjusted and to familiarise the speaker 
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with the types of prompts used in the recording session (coded 
X in Table 2). 

2. VOYS_COMPATIBLE Application-oriented speech 
items compatible with the British SpeechDat-II telephone 
speech database [13]. These prompt items (coded A-W in 
Table 2) consist of digits, numbers, money amounts, credit 
card and telephone numbers, PIN codes, date and time 
expressions, command words and phrases, plus phonetically 
rich words and sentences. These items were kindly provided 
by British Telecom (BT). 

3. VOYS_DIALECT A set of single words and sentences 
specifically designed to capture Scottish regional 
pronunciation variants (coded 001-129 in Table 2), e.g. post-
vocalic /r/ and Scottish Vowel Length Rule environments. 

4. VOYS_NARRATIVE One prompt to read a longer 
text, and a set of prompts for unscripted speech (coded Y in 
Table 2). The read text is the ‘Dog and Duck’ story [14]. The 
prompts for unscripted speech are questions such as, “What’s 
your favourite computer game? What is it about?” 

Figure 1. Map of Scotland showing the recording 
locations 

 
 

Table 1. VOYS recording locations, dialect regions 
[10], number of speakers and gender distribution 

(17.06.2009) 

 City Dialect region speakers female/male 
1 Inverness Highland 17 12/5 
2 Aberdeen Mid Northern 30 17/13 
3 Dundee North Mid   
4 Perth North Mid   
5 Stirling North Mid   
6 Livingston East Mid   
7 Edinburgh East Mid 41 22/19 
8 Jedburgh Southern 33 17/16 
9 Dumfries South Mid 32 18/14 

10 Ayr West Mid   
 total 153 86/67 

 
The VOYS_INTRO items are presented in fixed order at 

the beginning of a recording session. The 
VOYS_COMPATIBLE and VOYS_DIALECT items are 
presented in random order after the introduction. Finally, the 
VOYS_NARRATIVE items are presented in random order as 
the last items of the recording session.  

Table 2 lists the various sections of what the corpus 
contains. The first column contains the codes which identify 
the type of item, the second column a description of the items 
in that group. The third column gives the number of unique 
items within the given group for the entire corpus, the fourth 
column the number of items which are selected from this pool 
in a single recording session. A complete recording session 
consists of 102 items. 

Table 2: Corpus specification 

Count Code item description 
total per 

session 
X test item 5 5 
A command word 63 10 
B mobile keys 2000 2 
C telephone and credit card 

numbers, PIN codes 
1257 3 

D dates 802 3 
E command phrase 145 1 
I digit 10 2 
L spelling 1112 3 
M amount of money  1308 2 
N natural numbers, 

company names, 
geographical locations 

778 1 

O name of a person 1812 8 
Q yes/no question 2 2 
S phonetically rich sentence 2528 9 
T time expression 517 2 
W phonetically rich word 1200 4 

001-110 dialect word 110 22 
111- 129 dialect sentence 19 19  

Y narrative 4 4 
total  102 

 

3. Data Collection 

3.1.  Recruitment 

Research projects in Scottish schools have to obtain ethical 
approval from the local authorities (councils), in addition to 
the standard ethical approval by universities. 

In all cases, approval was readily granted by the councils 
within a few weeks. When this step was completed, the 
schools were almost always keen to participate. Every school 
received £200 as an incentive, and an additional amount of 
£50 if recordings were completed within 4 weeks. 

Schools were selected to have mixed working and middle 
class catchments. This selection was based on the percentage 
of pupils receiving free school meals at the school, an 
approximate index of socioeconomic status; schools were 
chosen to be as close as possible to the local average for a 
given area. One school per region was recruited onto the 
project when approval was granted by the head teacher. 
Within each school, no further selection procedures were 
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applied, for example in terms of the academic abilities of the 
pupils selected to take part. 

As the project was being administered remotely, the 
organisation of the recording procedure was undertaken by 
teachers in each school, sometimes with the help of the 
school’s audiovisual technician. 

In November 2008, the first school agreed to perform 
recordings for the VOYS project. Test recordings showed that 
the signal quality was very good: there were no corrupted 
signals and there was an acceptable level of environmental 
noise (typical for an office environment).  

3.2. Recording procedure 

The recordings are performed via the internet in the secondary 
schools using the WikiSpeech content management system for 
speech resources. WikiSpeech consists of the recording 
software SpeechRecorder [15] running on the client machine, 
and a server accessing a database management system [7]. 

The WikiSpeech server is located at the Bavarian Archive 
for Speech Signals (BAS) in Munich. At each recording 
location, the recording supervisor logs into the server, enters 
the individual speaker data and starts a recording session. The 
client machine automatically downloads the recording script 
for the current session and proceeds through the script. The 
recorded audio signal is uploaded to the server as a 
background process.  

On the server, recording progress is monitored online. All 
incoming signal data is automatically checked for clipping, 
and this information is entered into the database to provide 
immediate feedback to the recording supervisor.  

The recording equipment consists of a mobile pre USB 
audio device, a Beyerdynamic opus 54 close-talk microphone 
and an AudioTechnica 3031 AT desktop microphone. This 
equipment is sent to the participating schools via regular mail. 
The equipment is the same as was used in the German 
Ph@ttSessionz database where it was shown to be reliable and 
easy to use [6]. 

The sample rate is 22.05 kHz with 16 bit linear 
quantisation and two channels, resulting in a data rate of 705.6 
kbit/s. To reduce the data rate for transfer, the audio signal is 
compressed using the lossless audio compression flac [16].  

3.3. Technical issues 

An early issue was that the transfer of the audio files was very 
slow, and the larger files (the narrative items) did not upload at 
all. Furthermore, a new recording session could only be started 
after the data of the previous session had been uploaded 
completely, which could take a very long time. 

The first measure taken was to enable the SpeechRecorder 
application to start a new session even though not all the data 
from earlier sessions had finished uploading. This allowed a 
more rapid succession of recording sessions.  

It then emerged that many of the larger files continued to 
fail to be transferred to the server. It was initially assumed that 
a proxy or firewall between client and server was disallowing 
http post requests with large bodies of data. Accordingly, files 
larger than 500 KB were split into multiple parts. However, 
this did not help, since a more thorough analysis of the server 
log files revealed that the transfer rate during upload of the 
large files was higher than the rate for short files, and the 
client response showed that a proxy was limiting the transfer 
rate by sending an OK code even though it did not transfer the 
data.  

The next step was to consider bandwidth limitation by the 
firewall. For security reasons, e.g. to prevent music or 
software file-sharing, a school may limit the data transfer rate 

for upload (although download is usually not restricted 
because content from the web is often used in class). However 
for the purposes of the VOYS project, the ratio of upload to 
download is the opposite of “normal” web access: only a few 
text items are downloaded from the server, while the upload 
consists mainly of large audio files.  

The SpeechRecorder software was thus changed to 
monitor the transfer rate of files and to artificially delay the 
upload of files when a given threshold had been reached. 

Finally, in the particular case of the first school, the proxy 
was configured not to inform the client machine that the data 
transfer had been aborted, but simply to send a positive 
acknowledgement. However, the client also waited for a 
positive acknowledgement from the WikiSpeech server, which 
it never received because no data ever reached the server. As a 
consequence, the client was trapped in a vicious cycle, where a 
failed upload led to files being sent again, increasing the 
upload traffic, but these upload attempts where aborted when 
the transfer rate limit was reached. 

The transfer protocol was therefore changed so that the 
client would know explicitly when a given file had been 
uploaded successfully. Furthermore, to ensure file integrity, 
the client now generates an MD5 checksum and sends it to the 
server. The server accepts the upload only if it can be 
validated with the checksum.  

With these modifications, recordings could now proceed in 
a timely manner, and all files were eventually uploaded to the 
server. 

The analysis of these problems and the implementation of 
modifications to SpeechRecorder and WikiSpeech took 
approximately one month. During this time, only very few 
recordings could be performed. However, on the client side, 
the updates of the software did not need any manual 
installation; instead, the update was performed automatically 
by the Java Web Start environment. Subsequent schools were 
able to complete the recordings of 30 pupils within a four-
week timescale. 

4. Results 
As of 17th June 2009, six schools have been recorded in five 
cities (Aberdeen, Dumfries, Edinburgh (2 schools), Inverness 
and Jedburgh) with a total of 153 recording sessions (Table 1). 
The following tables and results are for these five locations. 

4.1. Signal quality 

The technical quality of the recorded signals is quite good for 
unsupervised recordings. Less than 3.0% of the recordings are 
clipped (see Table 3). The clipped files are not distributed 
evenly across all sessions: 7 (= 5%) sessions contain more 
than 66% of all clipped files. In these sessions, the microphone 
levels were not set correctly, possibly due to insufficient 
instructions to the supervisors. 

The test items, which are recorded at the beginning of a 
recording session, have a slightly higher rate of clipped files, 
and they are often recorded more than once. This suggests that 
the recording supervisors made appropriate use of these items. 

Table 3. Percentage of clipped files 

 Number 
of files 

Number of 
clipped files 

Percentage of 
clipped files 

all items 15616 525 3.36 % 
w/o test items 14700 425 2.89 % 
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4.2. Recording durations 

The total recording duration computed from the signal file 
length excluding the environment noise recording duration of 
1500 ms in every recording is approx. 1649 minutes or 27 
hours (Table 4).  

Note that the true total duration of recorded speech can be 
determined only after the database has been transcribed. This 
total duration of speech will be lower than the recording 
duration. 

Table 4. Average and total recording duration per 
item code 

duration Item type code 
avg (sec) sum (min) 

VOYS_INTRO X 6.63 101.24 
A 2.66 67.37 
B 7.52 37.70 
C 7.69 58.32 
D 4.53 34.77 
E 6.83 17.42 
I 2.64 13.36 
L 8.71 65.93 
M 4.58 23.20 
N 2.91 7.37 
O 4.25 86.45 
Q 1.89 9.62 
S 7.20 163.82 
T 4.54 23.07 

VOYS_ 
COMPATIBLE 

W 2.70 27.42 
001-110 1.78 98.34 VOYS_ 

DIALECT 111-129 8.16 390.45 
Y0 29.02 71.10 
Y1 67.44 177.58 
Y2 50.22 124.73 

VOYS_ 
NARRATIVE 

Y3 16.55 40.55 
total 6.30 1639.82 

 

4.3. Scottish dialects 

Given Scotland’s sociolectal situation and the local urban 
centres chosen, we expect to find a mixture of Scots variants 
and local varieties of SSE in the recordings, with middle class 
children tending more towards SSE. Although the recording 
situation and some of the material might trigger more 
standardised variants even in children with a working class 
background, the VOYS_NARRATIVE items in particular 
should aid the production of more localised varieties. Regional 
differences between the three existing recording locations are 
already impressionistically clear, and more detailed analyses 
of the segmental and suprasegmental properties of the various 
regional varieties are underway. 

5. Conclusions and Outlook 
VOYS is the first large database created with the WikiSpeech 
system. The signal quality is excellent. The database will be 
invaluable for both speech recognition and sociolinguistic 
analyses.  

In the course of the project, the usability of the website 
and the recording software have both improved considerably: 
recording supervisors can now monitor the progress of 
recordings at their site and check the signal quality. The 
delayed data upload and the modified data transfer have cut 

down the duration of recording sessions and made the transfer 
of the speech signal very reliable. 

However, resolving the technical issues took some time, 
which was frustrating for the schools. Schools tend to work on 
a tight schedule, and there are usually only a few 'windows' in 
the school year that allow for extra activities involving 
teachers and pupils.  

The VOYS database now contains 50% of the planned 
recordings. Due to the summer holidays in Scotland, no 
recordings are planned for July and August 2009, and 
recordings will resume in September 2009.  

Currently, an orthographic transcription following the 
SpeechDat guidelines is under way, with high priority 
assigned to the read items. 

The database will be made available to the speech 
technology community via BAS. 
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