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Abstract
Reliable speaker segmentation is critical in many applications
in the speech processing domain. In this paper, we compare the
performance of two speaker segmentation systems: the first one
is inspired on a typical state-of-art speaker segmentation sys-
tem, and the other is an improved version of the former system.
We show that the proposed system has a better performance as it
does not “over-segment” the data. This system includes an algo-
rithm that randomly discards some of the point changes with a
probability depending on its performance at any moment. Thus,
the system merges adjacent segments when they are spoken by
the same speaker with a high probability; anytime a change is
discarded the discard probability will rise, as the system made
a mistake; the opposite will occur when the two adjacent seg-
ments belong to different speakers, as there will not be a mis-
take in this case. We show the improvements of the new sys-
tem through comparative experiments on data from the Spanish
Parliament Sessions defined for the 2006 TC-STAR Automatic
Speech Recognition evaluation campaign.
Index Terms: audio segmentation, speaker segmentation,
speaker change detection, speaker diarization.

1. Introduction
With the increasing improvement of multimedia technologies,
storage capacity and computational power, the task of search-
ing and browsing multimedia content anywhere and anytime is
becoming a reality.

Nowadays, an emerging application area where speech
technologies are involved is the field of structuring the informa-
tion of multimedia (audio-visual) documents. These multime-
dia documents are, in general, multi-speaker audio recordings,
and for some applications it may be relevant to determine ”who
spoke when”. This task is also referred to as ”speaker segmen-
tation and clustering” or ”speaker diarization” in the literature.
The segmentation of the data in terms of speakers could help
in efficient navigation through audio documents like meeting
recordings or broadcast news archives. Using these segmenta-
tion queues, an interested user can directly access a particular
segment of the speech spoken by a particular speaker.

Other applications of the speaker segmentation task in-
clude speaker adaptation in speech recognition and speaker
identification-verification-tracking.

In this paper, we focus on the problem of speaker segmenta-
tion in multi-speaker audio recordings, i.e., our aim is to detect
the speaker change points in a given audio stream. In general,
there is not a priori information about the number and identity
of the speakers involved in the audio stream.

Following the state-of-art speaker segmentation systems,
we implemented a baseline system for audio segmentation and
speaker change point detection based on: 1) a two-stages audio
segmentation approach by using a distance-based segmentation

in order to detect audio change candidates, which does not need
tuning, followed by the Bayesian Information Criterion (BIC)
in order to refine these candidates; 2) an audio analysis which
classifies each audio segment as speech or non-speech; and 3)
an approach based on the Cross Likelihood Ratio test to merge
adjacent segments. We noticed that this baseline segmentation
system has a high false alarm rate and tends to make short seg-
ments, which when applied in a speech recognition task would
cause problems. In this work, a dynamic algorithm is added to
the baseline segmentation system, in order to reduce the num-
ber of false alarms in an audio sequence. It will be made re-
jecting some of the change points depending on a probability
that changes dynamically attending to the performance of the
system.

The paper is organized as follows. Section 2 gives a brief
description of the baseline speaker segmentation system. Sec-
tion 3 describes the proposed speaker segmentation system. In
Section 4 we give an explanation of our experimental frame-
work. The performance of both speaker segmentation systems
are shown and discussed in Section 5. Finally, Section 6 con-
cludes this work and gives some future directions.

2. The baseline system

The architecture of the baseline speaker segmentation system
is depicted in Fig. 1, where we can see it has four phases:
first, a coarse segmentation is made with the DCTS (Distance
Changing Trend Segmentation) algorithm in order to detect au-
dio change-point candidates and then a refinement or rejec-
tion of these change-point candidates is performed by the BIC
(Bayesian Information Criterion) algorithm. After that, the sys-
tem decides whether the audio segment delimited by the new
change-point and the preceding one is male or female speech,
music or silence/noise. Finally, when the two latest segments
are speech an approach based on the Cross Likelihood Ratio
test is applied in order to find out if both speech segments are
spoken by the same speaker; in that case both speech segments
are merged.

2.1. The DCTS algorithm

The DCTS algorithm was proposed for audio scene change de-
tection in [1]. This algorithm uses a sliding window sequence
in order to segment the audio stream. Briefly, the steps of the
DCTS algorithm are: given an audio segment, it is divided in a
sequence of short windows, each one of length M frames. On
this sequence two groups of S consecutive short windows are
defined, with K short windows between those two groups. In
the experiments we set S = 4 andK = 2 (s1s1s1s1kks2s2s2s2,
where the si short windows belong to the i-th group). Then, a set
of five distances D1, · · · , D5, is computed from four distances
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Figure 1: Architecture of the baseline system.

d13, d14, d23, d24, defined in Fig. 2:

Dm = d13 + d14 + d23 + d24, m = 1, · · · , 5 (1)

where dij is the Euclidean distance between the means of the
feature vectors that define the i-th and j-th short windows. We
decide that there is a potential change between the two groups
of short windows if there is a local maximum in D3 orD4:

D3 > Di i = 1, 2, 4, 5
D4 > Di & D3 > D2 i = 1, 2, 3, 5

If we have a potential change, it is refined or discarded using
the BIC algorithm.
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Figure 2: DCTS Window Sequence Shift Procedure.

2.2. The BIC algorithm

The BIC algorithm is a model selection criterion which max-
imizes the log-likelihood penalized by the complexity of the
model [2]. The algorithm works as follows. We center a win-
dow X = (x1, · · · , xW ) of length W in the potential change
found by the DCTS algorithm and apply the model selection
problem testing the following hypotheses:

• H0: Both segments X1 = (x1, ..., xi) and X2 =
(xi+1, ..., xn) are modeled by the same modelM .

• H1: Segments X1 = (x1, ..., xi) and X2 =
(xi+1, ..., xn) are modeled by 2 different models M1

andM2.
If models M , M1 and M2 are single full covariance Gaussian
models N(μ,Σ), N(μ1,Σ1) and N(μ2,Σ2) respectively, to
find the frame i that is the best candidate for a changing point we
must evaluate the following expression for all possible values of
i:

ΔBIC(i) = L(i)− λP (2)
where P is the penalty, corresponding to the number of free
parameters of the Gaussian model:

P =
1

2
(d+

1

2
d(d+ 1))logL (3)

and λ is a weight that increases or decreases the influence of
the penalty. When λ is a small value, less changes will be dis-
carded by the BIC algorithm; the opposite happens when λ gets
bigger. As BIC value increases according to the window size,
a correction is applied to λ in big windows to avoid that effect
[3]:

λ′ = λ

�
log10

�
wsize

wsref

��
(4)

where wsize is the size of the window used in BIC, and wsref
is the size of a reference windows (in this case, the reference
window is half the size of the BIC window).
Equation (2) has a member L(i) which represents a likelihood
ratio:

L(i) =
L

2
log|Σ| − L1

2
log|Σ1| − L2

2
log|Σ2| (5)

where L, L1 and L2 are the frame sizes of segmentsX ,X1

and X2 respectively; and Σ, Σ1 and Σ2 are the covariance ma-
trices for the models M , M1 and M2 respectively. To reduce
the computing time, an estimation of the covariance matrices
presented in [4] is applied. Thus, equation (5) will be greater
than 0 when L

2
log|Σ| is greater than L1

2
log|Σ1| − L2

2
log|Σ2|,

which means that the hypothesis H0 is true, i.e., the hypothesis
X = (x1, ..., xW ) being modeled by a unique Gaussian pro-
cess is stronger than the one with the window modeled by two
different Gaussian processes.

2.3. Segment classification

After the acoustic segmentation stage described above, each
segment is classified using a speech/non-speech discriminator.
This stage is very important for the rest of processing since
we are not interested in processing audio segments that do not
contain useful speech. We use an approach based on maxi-
mum likelihood classification with Gaussian Mixture Models
(GMM). Specifically, three classes or models are considered:
speech, music or others (background noise, silence...).

Thus, to assign a class to a given segmentX we use the pro-
cedure described in [5]. First, we make a Maximum a Posteriori
(MAP) adaptation of three different GMMs: one trained with
speech, another with music, and the other one with everything
that is not speech or music. After that, given the MAP adapted
GMM model λi, i ∈ {speech,music, other} we compute the
logarithm of the likelihood of having the segment X generated
by the model λi, log P (X|λi):

logP (X|λi) =
1

T

T�
t=1

log p(xt|λi) (6)
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where T is the length of the speech segment X , xt is the tth
frame of the segment, and

p(xt|λi) =
M�
i=1

wipi(xt) (7)

is the likelihood of having sample xt given the model λi. M is
the number of gaussians in the GMM, wi is the weight of the
ith gaussian, and

pi(xt) =
1

(2π)D/2|Σi|1/2
exp

�
−1

2
(xt − μi)

′Σ−1
i (xt − μi)

�

(8)
The greatest P (X|λi) is chosen, and class i is assigned to

segmentX .
When the class assigned to segment X is speech we clas-

sify the speech segment into one of two possible genders: male
or female. This is done using also a GMM-based maximum
likelihood classifier. We compute the log-likelihood value with
two new MAP adapted GMM models, one for male speech and
another for female speech, and then the gender with the higher
score is assigned to the speech segment. When the two gen-
der scores are too similar, we decided not to assign a gender, in
order to avoid an error that can not be recovered in later pro-
cessing stages and could degrade the performance of the task
where the segmentation system is going to be used.

2.4. Merging process

The first and second stages of this baseline system also detect
transitions in the audio characteristics. These modules are ex-
pected to find change points whenever there is a remarkable
change in the acoustic properties of the input audio signal. For
example, in most of the broadcast news shows, the anchor starts
speaking with music in the background and the intensity of this
music gradually fades. In this situation the segmentation algo-
rithm will find a change point when the background switches
from background music to clean speech. Moreover, sometimes
the environmental sounds and noise change while a speaker is
speaking. This also makes the segmentation algorithm find a
change point anytime there is a change in the background acous-
tic conditions. In order to remove the change points correspond-
ing to the environment changes mentioned above, and keep only
the speaker changes, we will measure the similarity between
adjacent speech segments X1 and X2, both belonging to the
same gender, or any (or both) of them with no gender assigned.
As similarity measure we propose the cross-likelihood ratio be-
tween the two speech segments, i.e., for segments X1 and X2

with models λ1 and λ2, this similarity measure is defined as

CLR(X1,X2) = logP (X1|λ1) + logP (X2|λ2)− (9)
−logP (X1|λ2)− logP (X2|λ1)

The bigger CLR is, the more segments X1 and X2 look
like each other, so we have to choose a threshold, and when
the CLR is above it, the change between the segments will be
discarded, i.e. the segments will be merged.

3. The proposed system
The architecture of the proposed speaker segmentation system
is similar to the architecture of the baseline system (Fig. 1)
except for the following main modification.

We modify the baseline system monitoring theΔBIC val-
ues in order to adapt the threshold used to decide if there is a
change after applying the BIC algorithm described in section
2.2, which is equivalent to modify dynamically the value of the
parameter λ.

It was explained in section 2.2 that when equation (2) is
greater than 0, BIC algorithm has detected a change. It is the
same as saying that we have a change when

L(i) > λP (10)

which is equivalent to

L

2
log|Σ| − L1

2
log|Σ1| − L2

2
log|Σ2| > λP (11)

The goal of this segmentation system is to increase change re-
jections when the number of changes discarded in step 4 (sec-
tion 2.4) increases, and reduce them when this value remains
the same. To achieve this, four new parameters are introduced:
a discard probability pdiscard, a threshold T , a counter for the
removed pointsE, and a counter for the non-removed pointsN .
The algorithm works as follows:

• Initially, pdiscard = 0 and T = 0, that means, no change
will be discarded.

• When DCTS detects a change, BIC algorithm will be run
to refine or discard the change. If it is not discarded, the
value returned by BIC will be stored.

• When we have two consecutive speech segments, we will
check if they belong to the same speaker, so as to merge
them in one segment. We may have two different situa-
tions:

– If the CLR computed is above a threshold, it will
mean that the two segments are similar so they will
be merged, that is, the change between them will
be discarded. When that happens we update T and
pdiscard:

E = E + 1 (12)

pdiscard =
E

N + E
(13)

T =

�
E thresholdE

E
(14)

where thresholdE is the value returned by BIC
for the Eth segment. Equation (13) will make
pdiscard increase, so a change will be discarded
more easily.

– If the CLR is below the threshold, the segments
are supposed to belong to different speakers, so
we keep the change between them and recompute
pdiscard:

N = N + 1 (15)

pdiscard =
E

N + E
(16)

Equation (16) will assign a lower value to pdiscard,
so it will be more difficult to discard a change.

• Anytime the BIC algorithm detects a change point, we
will decide whether to discard it or not:

BIC → V (decision value)
If V < T :
– Compute a random number r.
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– If r < pdiscard, the change will be dis-
carded.

This algorithm had two problems that could be solved easily. It
was observed that when the BIC algorithm return value V was
very low, this change usually was an insertion. So, any change
with V < 100 will be automatically discarded. Also, we found
the need to limit the upper value of T , because it would get
greater and greater and discard changes that are not insertions.
After some experiments on the training set, we found that the
best value for the upper threshold of T was 250.

4. Experimental framework
We have evaluated both speaker segmentation systems using
evaluation data set of the Spanish Parliament Sessions defined
for the 2006 TC-STAR Automatic Speech Recognition (ASR)
evaluation campaign [6]. Table 1 summarizes the data available
in the dataset used.

Table 1: Summary of the datasets used in the experiments.

Total length segment length Speaker changes
Eval06 194 min 2 sec - 10 min 78

The audio signal is parameterized by 12 mel-frequency
cepstral coefficients extracted every 10 ms using 25 ms Ham-
ming windows. Then these cepstral features are augmented by
the log-energy. The DCTS and BIC change detection stages
use only the 12 MFCCs and the log-energy as features. In
the speech/non-speech classification and the gender classifi-
cation modules the first and second derivatives of this 13-
dimensional feature vector were also considered. The speech,
non-speech, male and female models were 64 diagonal GMM
directly trained on data extracted from the train corpus, defined
for the TC-STAR evaluation, using the EM algorithm.

5. Experimental results
5.1. Evaluation measures

To evaluate the performance of the speaker segmentation sys-
tems we use the measures of Precision P (% of detected points
which are genuine change points), Recall R (% of detected
speaker change points) and F-score F . P measures the num-
ber of insertions in function of the number of changes found,
R is the same but attending to the number of deletions, and F
is a combination of both parameters. The bigger these quality
parameters are, the better the system is. The expressions used
to measure these parameters are

P =
c

c+ i
× 100 (17)

R =
c

c+ d
× 100 (18)

F =
(1 + β2)PR

β2P +R
(19)

where c is the number of target changes, i is the number of
insertions (changes that are not real ones) and d is the number
of deletions (target changes that were not found). We select
β = 1, what means that the F-score gives the same importance
to P and R.
Given the aim pursued in this work, we are also going to pay
attention to the number of total changes found by the two

systems, being better the one with the lower number of them.

5.2. Results

Results of the two segmentation systems are summarized in
Table 2. As we can see in this table the two systems have a
similar performance. The baseline system has a higher recall
(less deletions) while the proposed system has a higher pre-
cision (less insertions). As we are interested in reducing the
number of insertions, we might say that the proposed system is
better. Also, the proposed system has a higher F-score, and a
much lower number of segments are formed (parameter s in the
table). Therefore, we can say that the proposed system has an
evident improvement compared to the baseline system due to
the low insertion rate.

Table 2: Comparison between the two systems.

System c d i P R F s
baseline 78 12 64 61.66 85.12 69.19 435
proposed 78 16 41 68.61 79.79 71.04 349

6. Conclusions and future work
In this paper two different speaker segmentation systems are
compared: the first one implements a four-step scheme for
speaker change detection, and the second one is based on the
other one but it adds a dynamic penalty to BIC-based segmen-
tation stage, which increases or decreases depending on the per-
formance being carried out by the BIC algorithm. The experi-
mental results show that the second system reduces the number
of segments found, making longer segments and reducing the
number of insertions without increasing much the complexity
of the whole system. Nevertheless, both systems have problems
to detect very short speech segments, and this will be a focus of
attention in future work.
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