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Abstract
We propose a novel Viterbi processor for the large vocabulary
real-time continuous speech recognition. This processor is
built with multi Viterbi cores. Since each core can
independently compute, these cores reduce the cycle times
very efficiently. To verify the effect of utilizing multi cores,
we implement a dual-core Viterbi processor in an FPGA and
achieve 49% cycle-time reduction, compared to a single-core
processor. Our proposed dual-core Viterbi processor achieves
the 5,000-word real-time continuous speech recognition at
65.175 MHz. In addition, it is easy to implement scalable
increases in the number of cores, which leads to achievement
of the larger vocabulary.
Index Terms: speech recognition, HMM, Viterbi, FPGA

1. Introduction
Recently, the speech recognition technology is applied to
various fields, such as cellular phones, car-navigation systems,
PDA, wearable computers, robotics and so on. The large
vocabulary (more than 5,000 words) real-time continuous
speech recognition (LVRCSR) with an accurate model,
however, is too performance-hungry and too power-sensitive
to stay as a software application [1], [2] and [3].
The hardware approach, such as a VLSI or an FPGA, can

achieve more compact, lower power and more battery-friendly
speech recognition, because of the advantage for its
processing speed and power consumption. In order to enhance
the speech recognition performance, there are some studies
which take various hardware approaches. Yoshizawa et al.
implemented a real-time recognition system onto a VLSI with
an 800-word vocabulary [4]; but it aimed only at isolated
word recognition. Edward C. Lin et al. investigated FPGA
implementations for 1,000-word continuous speech [5] and
[6]; but they did not run in real time. Edward C. Lin et al.
implemented 10x real-time 5,000-word vocabulary speech
recognizer to the FPGA; but it requires high electric power
because it uses some FPGAs [7].
In this paper, we attempt a different hardware approach

using parallelized Viterbi and GMM processors. The rest of
this paper is organized as follows. Section 2 reviews the
theory and algorithms of speech recognition, as embodied in
well-known Japanese speech recognition system software,
Julius [1] and profiles the computation costs in Julius. Section
3 shows Viterbi transition algorithm in detail. Section 4
describes the Viterbi core and the Viterbi processor
architecture. Section 5 describes the overall HMM processor
architecture implemented in FPGA and the implemented
result. Finally, Section 6 offers concluding remarks.

2. Speech Recognition Overview
2.1. Time-synchronous Viterbi beam search

The following formulas show the log-Viterbi algorithm. To
prevent datum from underflow, logarithms are usually taken.

Initialization:
�� log)0(0 � (2)
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where T is the number of frames, Nstate is the number of all
HMM states, Nf is the states set that correspond to word-end,
and i and j are state indexes. �t(j) is a likelihood value at a
time index t and state j. w is a recognition output sentence.
Speech wave form is divided into frames (15-25 ms), and

a feature vector is calculated in each frame. Equation (3)
shows that, once a feature vector is obtained, each state in the
HMM move to the next state that maximizes the likelihood
value. This is the reason why the transition sequence is
uniquely determined.
In reality speech recognition, Nstate is from 1,000 to 5,000

states. It is too large to calculate all the likelihood values. To
address this problem, after all transitions in one frame are
over, only a limited number (hereafter, we call “beam width”)
of nodes with large likelihood values are considered and the
rest nodes are terminated. We call this process Beam pruning.
Nodes that are unpruned after this stage are referred to as
active state nodes. In the next frame, the likelihood values
only in the active state nodes are computed. After the final
frame computation, the maximum likelihood value in the
word-end state is output as the recognition result.

2.2. Speech recognition flow with HMM algorithm

Figure 1 shows a speech recognition flow with the HMM
algorithm. The following items describe concrete stages.
Stage1: Feature vector extraction: a feature vector is
extracted on a frame-by-frame basis. Stage2: Viterbi
transition: calculates �t(j) for all active state nodes by using
the GMM probabilities. Stage3: GMM calculation: reads a
phonemic model GMM and calculate GMM probabilities
log[bj(xt)] of all active state nodes. Stage4: Beam pruning:
leaves active state nodes which has higher score (accumulated
probability) by beam width, and cancel others. Stage5:
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Output sentence: after the final frame calculation, the
transition sequence of the word-end state that has the
maximum score is output as the result of recognition.
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Figure 1: Speech recognition flow in HMM algorithm.

2.3. Computation Time Analysis

To identify the high-load part in Julius, we estimated each
execution time in the speech recognition flow. This
estimation was carried out by using a profiler tool, Dev
Partner [9]. The Gaussian 4 mixture tri-phone model and the
5,000 word Japanese language model are utilized.
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computation
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25 dimensional MFCC
Gaussian 4 mixture tri-phone model
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Figure 2: Computation time breakdowns in speech
recognition.

Figure 2 shows that GMM calculation occupies 42.40%
and Viterbi transition occupies 40.08%. Others include the
feature vector extraction, the loading models, the output
sentence searching etc. For low-power and real-time speech
recognition, minimizing the computation time of the GMM
calculation and Viterbi transition is effective. In terms of the
GMM calculation, we have achieved to reduce the cycle times
in our past research [8]. Furthermore, in order to achieve
higher recognition accuracy, it is necessary to enrich
vocabulary and the large numbers of nodes and transition
destinations. That is why, in this paper, we focus on the cycle
times of the Viterbi transition. We will illustrate the Viterbi
transition algorithm in Section 3.

3. Viterbi transition algorithm
Figure 3 shows the Viterbi transition flow. The Viterbi
transition in a frame is roughly divided into three steps; word-
internal transition, trellis-save and cross-word transition.
The Viterbi transition is performed to all active state

nodes left in the previous frame. Firstly, fetch an active state
node from an active nodes queue. 1) Word-internal
transition: perform word-internal transition when the
transition source node and destination node belong in the
same word. 2) Trellis save: save a trellis when the active state
node is in the end of a word. The trellis is a data set, which
has a word history and a score of the word-end node. It is
used to determine the recognition result in the last frame. 3)
Cross-word transition: perform cross-word transition after
trellis save. In this step, the transition is performed from an
active state node, which is a word-end state node, to all word-
beginning nodes.
Word-internal transition and cross-word transition can be

expressed with the same flow. 1.1) Calculate score: the
transition probability from the HMM dictionary is added to
the score of active state node. 1.2) Fetch transition
destination node date: fetch the information of a transition
destination node from a HMM dictionary and Result RAM.
1.3) Create active state node: create an active state node
when there is no active state node on the transition
destination. 1.4) Overwrite active state node: overwrite the
active state node on destination when there is a lower
probable active state node on transition destination.

4. Architecture of Viterbi Processor
In this section, we illustrate the design of the Viterbi
processor.

4.1. Phoneme HMM dictionary

We extracted information required for Viterbi transition and
created the phoneme HMM dictionary. It is because the
HMM dictionary is too memory-hungry to transfer it to FPGA
board as it is used in Julius. The dictionary includes
information, such as transition destination nodes, transition
probabilities, word-end state nodes etc. The language model
isn’t transferred because of the memory size restriction of the
FPGA board, RC250. Therefore our proposed architecture
doesn’t use N-gram to compute Viterbi transition.
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Figure 3: Viterbi transition flow.
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Figure 4: Viterbi core architecture.

4.2. Viterbi Core architecture

Figure 4 shows the proposed Viterbi core architecture, which
has the module of computing word-internal (cross-word)
transition and trellis save, the HMM dictionary and the RAM
for storing results temporarily. The input and output data are
the node data set, which consists of the node id, the score and
the trellis id. In Viterbi cores, the input data is temporarily
stored to the node data RAM for quick access.
Firstly, the HMM dictionary address, which points the

place of transition data, is calculated from the active state
node id, and the transition destination nodes and transition
probabilities are fetched from the dictionary. The transition
probability is added to the score of the active state node by
the fixed point adder. This added score is compared to the
score of transition destination node, which is fetched from the
result RAM. After comparison, the transition result is stored
to the result RAM and referred to in this frame.
After word-internal transitions are finished, the Viterbi

core checks whether the assigned node is word-end state or
not, by using the HMM dictionary. When the active state
node is word-end state, the trellis is saved and trellis id is
returned, then, the cross-word transition is performed.

4.3. Viterbi Processor architecture

Figure 5 shows the Viterbi processor architecture block
diagram implemented on an FPGA. To reduce the cycle times
of Viterbi transition, this processor has multi Viterbi cores
and operates them in parallel. A sequencer assigns active
state nodes to every core and receives the computed results.
The received results are immediately synchronized by the
synchronize module.
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Figure 5: Viterbi processor architecture.

4.4. Design of sequencer

The way to assign active state nodes to Viterbi cores is very
important for the efficient use of each core. Figure 6 shows
the concept of idle time ratio difference between two ways.
First one is the “simple division” (showed in Figure 7 (a)): all
active state nodes equally divide at the beginning of each
frame. Although this is very simple and easy to control, the
idle time ratio of each core becomes high because the
processing time of each core differs. Since high idle time
ratio makes inefficient use of Viterbi cores, it is necessary to
reduce the idle time of each core. To solve this problem, we
use the asynchronous division (showed in Figure 7 (b)). In
this way, a sequencer assigns active state nodes automatically
to the core that has finished processing.
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Figure 6: Timeline of Viterbi cores in (a) “simple
division” and (b) “asynchronous division.

R
at
io
of
id
le
tim
e[
%
]

# of Viterbi cores
0

10
20
30
40
50
60
70
80

2 4 8 16

3.2

44.4

72.2

35.7
41.1

48.0
53.7

Asynchronous division
Simple division

1.1

Figure 7: Idle time ratio depending on the # of Viterbi
cores.

Figure 7 shows idle time ratio depending on the number
of Viterbi cores. When the number of Viterbi cores is two or
four, the ratio of idle time with using the asynchronous
division is much smaller than using the simple division.
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Increase in the number of Viterbi cores makes the ratio of
idle time higher when using the asynchronous division. This
is because the number of cores increase as some cores finish
processing at the same time; the sequencer cannot assign the
next node immediately and some cores always be in an idle
state. Since our proposed architecture has two Viterbi cores,
we choose asynchronous division. The implementation result
is illustrated in section 5.

5. Implementing result
Figure 8 shows the proposed architecture implemented on

the FPGA board. This architecture has a Viterbi Processor, a
GMM processor, a Beam pruning module and a sentence
search module. As a GMM processor, we adopt the low
memory bandwidth GMM processor, which we had given a
presentation on. [8].
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Figure 8: HMM Processor architecture.

Firstly, the Viterbi transition is performed by using active
state nodes that survived in the previous frame. After Viterbi
transition is finished, output probabilities are calculated by
the GMM processor. Each output probability is added to the
corresponding nodes, respectively. Beam pruning module
prunes less probable active state nodes according to the beam
width, after all GMM calculations are finished. All surviving
nodes are stored to the result RAM and assigned to the next
frame as active state nodes. In the last frame, output sentence
is selected by the sentence search module.
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Figure 9: # of NAND gates and Memory sizes
depending on # of Viterbi cores.

Figure 9 shows the number of NAND gates and the
memory size depending on the number of Viterbi cores. This
means that the number of NAND gates and memory sizes
increases as the parallel number of Viterbi cores increases.
This is because the HMM dictionary is prepared for each
Viterbi core.
Figure 10 shows the cycle times in Viterbi transition

depending on the number of Viterbi cores. Using the dual-

core Viterbi processor achieves 49% reduction of the cycle
times compared to single-core. Using the 8-core Viterbi
processor is estimated to achieve 78% cycle reduction by
simulation.
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Figure 10: # of cycles in Viterbi transition depending
on # of Viterbi cores.

According to the recognition result, there is no difference
between the FPGA’s and PC’s recognition system, with the
same models.

6. Conclusion
We proposed an FPGA implementation of the parallelized
Viterbi processor. The dual-core Viterbi processor reduces
the cycle times of the Viterbi transition by 49% only with
23,100 NAND gates and 1.5MB memory size overhead. This
processor lowers the operating frequency to a feasible level
even for LVRCSR. As a result, our architecture achieves real-
time 5,000-word speech recognition at 65.175MHz. Therefore,
this processor can be utilized for larger vocabulary (more
than 20,000 words) real-time continuous speech recognition.
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