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Abstract

This work is motivated by our earlier study which shows that on

explicit pitch normalization the children’s speech recognition

performance on the adults’ speech trained models improves as

a result of reduction in the pitch-dependent distortions in the

spectral envelope. In this paper, we study the role of spec-

tral smoothing in context of children’s speech recognition. The

spectral smoothing has been effected in the feature domain by

two approaches viz., modification of bandwidth of the filters in

the filterbank and cepstral truncation. In conjunction, both ap-

proaches give significant improvement in the children’s speech

recognition performance with 57% relative improvement over

the baseline. Also, when combined with the widely used vocal

tract length normalization (VTLN), these spectral smoothing

approaches result in an additional 25% relative improvement

over the VTLN performance for children’s speech recognition

on the adults’ speech trained models.

Index Terms: children’s speech recognition, spectral smooth-

ing, cepstral truncation

1. Introduction

The automatic recognition of children’s speech on the adult’s

speech trained models is a challenging problem and has re-

ceived a lot of attention in the literature [1]-[10]. Various acous-

tic and linguistic correlates of speech like pitch, formant fre-

quencies, average phone duration, speaking rate, pronunciation

and grammar have been attributed for the degradation in the

children’s speech recognition performance on the adults’ speech

trained models [1][4]. In literature, various techniques that have

been applied to address the mismatch between the children’s

and the adults’ speech include vocal tract length normalization

(VTLN) [2][3][5], speaker adaptation techniques using maxi-

mum likelihood linear regression (MLLR) [2][5], speaker adap-

tive training [2][5], use of age-dependent acoustic models [6],

language modeling [7][8], and pronunciation modeling [9]. The

use of pitch reduction along with VTLN has also been shown to

be effective for normalizing the children’s speech for recogni-

tion with adult’s speech trained models [10].

Following the work [10], we also found the pitch variations

to have significant effect on the children’s speech recognition

performance, especially for high pitch signals [11]. To further

explore this fact, a detailed analysis of the possible cause of

such pitch dependence of the recognition performance for chil-

dren’s speech has been carried out. The study revealed that

with increasing pitch of the signals the variances of the higher

dimensions of mel frequency cepstral coefficients (MFCC) fea-

ture also increase significantly. On further analyzing the smooth

spectra corresponding to MFCC feature, the increased variances

of MFCC have been attributed to the pitch-dependent distor-

tions observed in the spectral envelope, particularly for high

pitch signals. As the distortions in the spectral envelope were

noted predominantly below 1 kHz, it has been hypothesized

that these distortions occur due to insufficient smoothing of the

pitch harmonics by the lower order filters of the filterbank hav-

ing bandwidth of around 100 Hz. On normalizing the pitch by

explicitly modifying the pitch of the signals, a 15% relative im-

provement has been obtained for children’s speech recognition.

This work has been reported in [12] and has been submitted as

a companion paper.

Motivated by our work [12] involving explicit pitch nor-

malization, in this paper we have experimented with the role of

spectral smoothing in context of children’s speech recognition.

Initially, the bandwidth of the lower order filters in the filter-

bank has been modified so as to smooth out the pitch-dependent

distortions observed in the low frequency region of the spectral

envelope. In addition to this, the experiments with varying cep-

stral truncation have also been performed so as to reduce the

influence of the increase in variances of the higher cepstral co-

efficients with increasing pitch on the recognition performance.

This in turn smooths the corresponding spectra implicitly. Both

methods have shown the effectiveness of spectral smoothing in

improving children’s speech recognition. Apart from this, the

effect of smoothing has also been studied in conjunction with

the widely used VTLN in context of children’s speech recogni-

tion.

The rest of the paper is organized as follows. Section 2

presents the experimental setup and the database used in this

work. The experimental results obtained with the filterbank

based and the cepstral truncation based spectral smoothing ap-

proaches are described in Section 3 and Section 4, respectively.

Further, the combination of spectral smoothing and VTLN is

explored in Section 5. Finally, the paper is concluded in Sec-

tion 6.

2. Experimental Setup and Databases

The connected digit recognizer used in this work is developed

using the HTK toolkit. The 11 digits (0-9 and OH) are mod-

eled as whole word hidden Markov models (HMMs) using 16

states per word. Each state is a mixture of 5 diagonal covariance

Gaussian distributions with simple left-to-right moves without

any skips over the states. The speech is analyzed with a Ham-

ming window of length 25 ms, frame rate of 100 Hz and pre-

emphasis factor of 0.97. A 21-channel Mel-filterbank is used

for computing MFCC feature. This filterbank, as implemented

in HTK, is referred to as the ‘default’ filterbank in this work.

The feature vectors comprise of 13 static MFCC and their first
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and second order derivatives. Cepstral mean subtraction is also

applied. The word error rate (WER) is used as the measure for

recognition performance.

The training and the testing data for the digit recognizer

have been obtained from the TIDIGITS database. The training

set consists 35,566 words from adult male and female speak-

ers having pitch values between 70-250 Hz. The adult test set

contains 10,813 words from adults of both sexes having pitch

values between 80-260 Hz. The children test set consists of

25,525 words from children of both sexes having age between

6-15 years and pitch values ranging from 100-360 Hz. In this

work, all speech data is downsampled to 8 kHz.

3. Filterbank based Smoothing

In this section, we describe the experiments for effecting spec-

tral smoothing through modification of filterbank in MFCC fea-

ture computation so as to reduce the pitch-dependent distortions

observed in the spectral envelope in [12]. For this purpose, the

number of filters to be modified in the filterbank and their mod-

ified bandwidth are to be determined. In [12], it is noted that the

pitch-dependent distortions occur predominantly below 1 kHz.

Henceforth, we have experimented with modifying the band-

width of the filters having center frequencies lower than 1kHz in

the default filterbank. The non-uniformly increasing bandwidth

of all filters below 1kHz in the default filterbank are modified to

a constant bandwidth as illustrated in Fig. 1.

(b)

(a)

1 2 8 9 10 21

1 2 8 9 10 21

0.2kHz

0.2kHz 3.4kHz

3.4kHz1kHz

1kHz

11

11

Figure 1: Structures of filterbank (a) Default (b) Modified. In

the modified filterbank the bandwidth of the filters below 1 kHz

is modified to a constant bandwidth whereas that of the others

remains same as in the case of the default filterbank.

The nine constant bandwidth values selected for all filters

below 1 kHz range from 100-500 Hz in step of 50 Hz. The im-

pact of modifying the bandwidth for all filters below 1 kHz to

different values on the 21-channel filterbank energies (interpo-

lated by 6 times for the ease of observation) for vowel /iy/ of

pitch 270 Hz is shown in Fig. 2. It is noted that greater smooth-

ing is obtained as the bandwidth of the filters is increased while

expectedly the pitch-dependent distortions are further enhanced

when the bandwidth of the filters is lowered compared to that in

case of the default filterbank.

In order to study the impact of such filterbank based spec-

tral smoothing on the recognition performance, the bandwidth

of the filters below 1 kHz in the filterbank are modified during

the feature computation of the test signals. The modified fea-

tures are then decoded with the acoustic models trained using

the default MFCC feature. The recognition performance of the
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Figure 2: Plots of 21-channel filterbank energies (interpolated

by 6 times) corresponding to various bandwidth values for all

filters below 1 kHz in the filterbank for vowel /iy/ of pitch 270

Hz.

adult and the children test sets corresponding to various mod-

ified bandwidth values for all filters below 1 kHz are given in

Table 1.

From Table 1, it is noted that the best recognition perfor-

mance (WER) of 9.59% is obtained for the children test set with

250 Hz bandwidth of all filters below 1 kHz and that of 0.45%

for the adult test set corresponds to the bandwidth of 200 Hz.

Thus, for the children test set a 15% relative improvement is ob-

tained over the baseline using a constant bandwidth of 250 Hz

for filters below 1 kHz whereas for the adult test set no such sig-

nificant change is noted. Further, on analyzing the performance

of the children test set based on different pitch groups, it is noted

that the optimal bandwidth for the below 250 Hz pitch group of

the children test set is same as that of the adult test set having

similar pitch distribution. In addition to this, it is observed that

the bandwidth corresponding to the best performance for each

Table 1: Performances of the adult and the children test sets for

various modified bandwidth (BW) values for all filters below 1

kHz in the filterbank along with their pitch group-wise breakup

(The quantity in bracket gives the number of utterances in that

pitch group).

BW of WER (%)

filters Adults Children

< 1 kHz Fo = All Fo < Fo = Fo >

(in Hz) 80-260 Hz Fo Values 250 Hz 250-300 Hz 300 Hz

(3,303) (7,772) (5,224) (2,346) (202)

Default 0.43 11.37 6.54 17.47 39.03

100 0.60 16.29 8.99 26.08 51.92

150 0.46 12.40 7.03 19.25 42.38

200 0.45 10.30 6.43 15.16 32.71

250 0.47 9.59 6.44 13.50 28.62

300 0.46 9.72 6.81 13.33 27.39

350 0.51 10.01 7.18 13.70 25.03

400 0.55 10.26 7.48 13.88 25.15

450 0.63 10.41 7.69 13.94 25.15

500 0.68 10.48 7.84 13.87 25.03
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pitch group increases with increasing pitch of the group. This

supports our earlier observation that the pitch-dependent distor-

tions increase with increasing pitch of the signals and thus, re-

quire more smoothing with respect to the adults’ speech trained

acoustic models. As observed in Fig. 2, the decrease in the per-

formance corresponding to very low and very high bandwidths

of the filters is attributed to under- and over-smoothing of the

spectra, respectively. On combining the performances obtained

with corresponding optimal bandwidths for each pitch group of

the children test, as highlighted in Table 1, the recognition per-

formance (WER) of 9.42% is obtained for the children test set.

In order to verify whether modifying the bandwidth of fil-

ters below 1 kHz of frequency range in the filterbank is appro-

priate or not, we also tried modifying the bandwidth of filters

upto different frequency ranges in the filterbank. From that ex-

periment, the choice of the filters below 1 kHz for perform-

ing the filterbank based spectral smoothing was found to be the

most appropriate which supports our initial selection of filters

for the above experiments.

4. Cepstral Truncation Based Smoothing

In this section, the experiments performed to study the impact

of spectral smoothing on the recognition performance, as ef-

fected by cepstral truncation, are described. To explore the ef-

fect of cepstral truncation based spectral smoothing, the base

features for the test data are truncated from 13 down to 3 in step

of 1. As the dimensionality of the truncated test features do not

match with that of the features used for training the acoustic

models, the default decoding algorithm (HVite) in HTK can not

be employed for decoding purposes. To overcome this prob-

lem either the decoding algorithm has to be suitably modified

or the acoustic models need to be re-trained for each truncated

dimension of the test features. In this work, for ease of experi-

mentation, we re-train the models with features of same dimen-

sionality as those of the truncated test features. The recognition

performances for both the adult and the children test sets for

different dimensions of the truncated test features on acoustic

models trained with matching feature dimensions are given in

Table 2. Although the truncation is shown in the base feature

only but the truncated test features also include their first and

second order derivatives.

From Table 2, it is noted that the recognition performance

for the children test set improves consistently with the feature

truncation. On the other hand, the recognition performance for

the adult test set degrades with increasing truncation of the base

features. It is obvious that the degradation in the performance

for the adult test set is due to over-smoothing of the spectra

with increasing cepstral truncation. However, for the children

test set the improvements in the performance with increase in

cepstral truncation are attributed not only to the reduction in

the pitch-dependent distortions in the spectral envelope but also

to the reduction in the mismatch on account of the vocal tract

length (VTL) differences between the adults’ and the children’s

speech due to the implicit spectral smoothing. Further, to illus-

trate the effect of varied truncation of MFCC feature on their

corresponding spectra, the plots of the smooth spectra corre-

sponding to various truncated base feature lengths for vowel /iy/

of pitch 270 Hz are shown in Fig. 3. It is observed that with in-

creasing truncation, the distortions in the spectral envelope are

smoothed out but for higher truncation the spectral peaks (for-

mants) also get smoothed out, resulting in reduced mismatch

due to VTL differences between the adults’ and the children’s

speech.
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Figure 3: Plots of (a) smooth spectra corresponding to MFCC

feature for different truncated base feature lengths (b) linear

DFT spectrum for vowel /iy/ of pitch 270 Hz.

5. Combining VTLN and Spectral
Smoothing

As reported in literature, VTLN is highly effective in reducing

the mismatch between the adults’ and the children’s speech [2].

From the previous sections, it is noted that the spectral smooth-

ing also provides significant improvement in the children’s

speech recognition performance on the adults’ speech trained

models. So, it would be interesting to explore whether the im-

provement due to spectral smoothing is additional to that ob-

tained by VTLN or not.

In these experiments, for doing VTLN, a maximum likeli-

hood grid search procedure, as described in [13], is used with

frequency warp factors ranging from 0.88-1.12 in step of 0.02.

The warp factors are estimated using the default MFCC feature

(i.e., base feature length of 13). Given the various frequency

Table 2: Performances of the adult and the children test sets

for various cepstral truncated features along with their pitch

group-wise breakup. The truncated test features also include

their first and second order derivatives (The quantity in bracket

gives the number of utterances in that pitch group).

WER (%)

Base Adults Children

Feature Fo = All Fo < Fo = Fo >

Length 80-260 Hz Fo Values 250 Hz 250-300 Hz 300 Hz

(3,303) (7,772) (5,224) (2,346) (202)

13 0.43 11.37 6.54 17.47 39.03

12 0.43 11.20 6.81 16.80 35.81

11 0.44 11.38 7.35 16.55 33.58

10 0.51 10.71 7.03 15.38 31.60

9 0.55 9.03 6.03 13.00 25.29

8 0.55 7.80 5.35 10.77 23.30

7 0.53 6.77 4.72 9.42 18.09

6 0.59 6.21 4.25 8.62 18.09

5 0.58 6.03 4.55 7.93 14.25

4 0.57 5.21 4.20 6.33 12.64

3 0.98 5.47 4.51 6.34 14.75
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warped features within the specified range, the optimal warp

factor α̂, is estimated as:

α̂ = argmax
α

Pr(Xα
i |λ,Wi) (1)

where Xα
i is the frequency warped feature for the ith utterance.

λ is the speech recognition model and Wi is the transcription of

the ith utterance. Wi is determined by initial recognition pass.

For combining the filterbank based smoothing with VTLN,

the test features are computed using the modified filterbank with

250 Hz bandwidth for all filters below 1 kHz with the center

frequencies of all filters in the filterbank warped by the earlier

estimated frequency warp factors. Similarly, for combining the

cepstral truncation based smoothing with VTLN, the earlier es-

timated warp factors are applied to the feature having base fea-

ture length of 4. In addition to this, we have also combined both

the filterbank based and the cepstral truncation based smoothing

along with VTLN. Table 3 shows the recognition performances

of the children test set for the above mentioned combinations.

From Table 3, it is noted that VTLN provides additional

gain in case of both the filterbank based and the cepstral trunca-

tion based smoothing approaches. The relative gain with VTLN

in case of the filterbank based smoothing is comparable to that

obtained in case of the default feature. However, in case of

the cepstral truncation based smoothing the relative improve-

ment with VTLN turns out to be significantly lower than that

obtained in case of the default feature. This behavior is at-

tributed to the excessive spectral smoothing due to truncation of

the base feature of length 13 to 4 dimensions compared to the

controlled spectral smoothing performed in case of filterbank

based approach. Additionally, it is to note that on combining

both the spectral smoothing approaches with VTLN 25% rela-

tive improvement is obtained over the VTLN performance with

the WER coming down from 2.87% to 2.15% for the children

test set.

6. Conclusion

In this work, the role of spectral smoothing in context of chil-

dren’s speech recognition has been studied. For effecting the

spectral smoothing two different approaches have been used.

Both the approaches viz., modification of the bandwidth of

the filters in the filterbank and cepstral truncation have proven

effective in reducing the mismatch between the adults’ and

the children’s speech. On combining these spectral smooth-

ing approaches, a relative improvement of 57% has been ob-

tained over the baseline for children’s speech recognition on the

adult’s speech trained models. In addition to this, these spectral

smoothing techniques have been combined successfully with

the widely used VTLN resulting in an additional 25% relative

improvement over the VTLN performance for children’s speech

recognition.

In future, we would like to explore the effectiveness of these

spectral smoothing approaches in conjunction with the model

adaptation techniques like MLLR. Also, we would like to study

other acoustic correlates of speech such as rate of speech for

improving automatic speech recognition for children’s speech.
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Table 3: Performance of the children test set using various spec-

tral smoothing approaches with and without VTLN. ‘Default’

refers to feature computed using default filterbank having base

feature dimension of 13; ‘FBank’ refers to the feature computed

using modified filterbank with filters below 1 kHz having BW of

250 Hz; ‘CepTrunc’ refers to feature computed with base fea-

ture truncated to 4 dimensions.

WER (%) Relative Gain

Condition Baseline VTLN with VTLN over

respective Baseline

Default 11.37 2.87 75%

FBank 9.59 2.59 73%

CepTrunc 5.21 2.29 56%

FBank + CepTrunc 4.83 2.15 55%
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