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Abstract
HMM-based Speech-To-Text (STT) systems are widely de-
ployed not only for dictation tasks but also as the first process-
ing stage of many automatic speech applications such as spoken
topic classification. However, the necessity of transcribed data
for training the HMMs precludes its use in domains where tran-
scribed speech is difficult to come by because of the specific
domain, channel or language. In this work, we propose build-
ing HMM-based speech recognizers without transcribed data by
formulating the HMM training as an optimization over both the
parameter and transcription sequence space. We describe how
this can be easily implemented using existing STT tools. We
tested the effectiveness of our unsupervised training approach
on the task of topic classification on the Switchboard corpus.
The unsupervised HMM recognizer, initialized with a segmen-
tal tokenizer, outperformed both the a HMM phoneme recog-
nizer trained with 1 hour of transcribed data, and the Brno Uni-
versity of Technology (BUT) Hungarian phoneme recognizer.
This approach can also be applied to other speech applications,
including spoken term detection, language and speaker verifica-
tion.

1. Introduction
Most spoken topic classifiers use a speech recognition engine
as a tokenizer to convert speech into either phonemes or words
that can be used as classifier features. This works well when
the classification data characteristics match that of the recog-
nizer, which requires transcribed training data from the domain
of the classification data. However, in some cases, transcribed
speech may not be available in the specific domain, channel or
language. While it is possible to use a tokenizer from a different
language or channel, the system performance will be highly de-
pendent on the level of mis-match between the tokenizer train-
ing and the classification data. In [1], significant degradation is
reported on a topic classification experiment when using Hun-
garian phoneme tokenizer on English data where both tokeniz-
ers were trained on telephone channels. Results from speech
recognition suggest that a mis-match in environmental condi-
tions, such as channel or noise could also result in significant
performance degradation.

An alternative is to build an acoustic tokenizer in an un-
supervised fashion. Because transcribed data are no longer
needed, it is possible to train the tokenizers using the domain-
specific data related to classification, and thus significantly re-
duces the potential for mis-match. The GMM-tokenization [2]
is a special case of unsupervised learned tokenization and has
been successfully applied in language identification.

This work is partially supported by contract from Oasis and AFRL.

In [3], we built a topic classifier using unsupervised seg-
mental Gaussian mixture model (SGMM) tokenizer, which per-
formed tokenization on multi-frame segments. In that work, a
set of segmental mixtures was used to model discovered acous-
tic units via clustering. The longer segmental units were critical
because they act like phones and their n-grams captured key-
words which were needed for topic discrimination.

The segmental technology is limited by its inability to
benefit directly from improvements made in the more tradi-
tional HMM STT systems. Improvements, such as vocal tract
length normalization, speaker adaptation, discriminative train-
ing, among others have shown to improve recognition signif-
icantly but will need to be “re-invented” for segment models.
On the other hand, using the traditional HMM-based recognizer
as tokenizer would require matching transcribed training data.

In this paper, we propose an unsupervised HMM training
approach that jointly optimizes the observation likelihood and
the label sequence without transcribed training data. Under this
framework, training can be iteratively performed using exist-
ing HMM recognition tools. The unsupervised HMM learning
approach is described in Section 2 with the practical implemen-
tation of the topic classification system described in Section 3.
Topic classification experiments were performed on a ten-topic
subset from the Switchboard corpus with performance mea-
sured by the average equal error rate (EER) across the topics.
The proposed approach resulted in an EER of 12.5% that out-
performed the Hungarian phoneme recognizer (16.7% EER) as
well as an English phoneme recognizer trained with one hour of
transcribed speech (14.7% EER). These results are reported in
Section 4. In Section 5, we summarize the paper and describe
possible further improvements.

2. Unsupervised HMM Training
Denote the HMM parameters as

� � � � � 	 � �  	 �
, that include

both the acoustic model parameters,
� � 	

, and the language
model parameters,

�  	
. In typical supervised HMM train-

ing, the acoustic model likelihood, � � � � � � � � 	 �
, and language

model likelihood � � � � �  	 �
are maximized separately because

the parameters can be easily decomposed. But, we can also
combine the two maximizations into a single one over

�
on the

joint likelihood, � � � � � � � �
. That is, the maximum likelihood

(ML) parameter estimation finds the parameter, �� ! # $
, that max-

imizes the joint likelihood of observation � and the label se-
quence � .

Mathematically, we can express the ML parameter estima-
tion as

�� ! # $ � & ' ( * & ,- � � � � � � � � /
(1)

In the case of unsupervised training, the label sequence �
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is not known. In order to maximize the joint likelihood, we can
search over not only the parameter space but also all possible
label sequences. That is, � becomes a variable to be optimized.
The unsupervised ML parameter estimation becomes,

�� � � � � � 	 �  � � � �� � � �
� � � � � � � � � �

(2)

2.1. Iterative Optimization

Eqn. 2 maximizes over two sets of variables,
�
and � , which

can be performed using iterative maximization. At each itera-
tion, we keep one set of variables fixed while maximize over
the other set and then alternate between them. So, at the

�
-th

iteration, the two maximization steps are:

1. find the best parameters
� �
on the previously found label

sequence � � � 

.

� � 	 �  � � � �� � � � � � � � 
 � � � �
(3)

2. find the best word sequence � �
by using the previously

estimated parameters
� �
.

� � 	 �  � � � �
� � � � � � � � � � �

(4)

Comparing Eqns 1 and 3, it is obvious that Step 1 (Eqn 3) is
simply the regular supervised HMM training (both acoustic and
language model) using the newly obtained transcription � � � 


as reference. Finding the best word sequence in the second step
would suggest a Viterbi recognition pass although recognition
is usually viewed as finding the most likely label sequence over
the posterior probability, � � � � � � � �

. However, it is easy to
show that the same sequence also maximizes the joint likelihood

� � � � � � � �
as in Eqn. 4. So, Eqn. 4 effectively expresses the

recognition of a new transcription using the updated parameters� �
. 1

This suggests that once we have initialized the process,
we can use existing recognition tools to perform unsupervised
HMM training.

2.2. Initialization

The process can be initialized either with an initial model or
an initial label sequence. Obtaining an initial model (without
an initial sequence) with something like a flat start in HMM is
more difficult because there is really no information to differ-
entiate between the units. Instead, it is easier to use another
tokenizer (no need that it be an HMM) to create an initial label
sequence. In many iterative maximization schemes, the quality
of the initialization can have significant impact on final model
quality. For the proposed unsupervised training, the initial label
sequence is particularly important because it also defines the set
of units to be learned. Multi-frame phone-like units consistent
with the ASR acoustic representations, and their n-grams can
capture keywords that are critical for topic classification.

The use of phone-like units does not preclude us from using
bigger units in recognition. Similar to supervised STT where
words are mapped to a sequence of phonemes via a dictionary,
one can form bigger word-like units via a mapping to a sequence
of basic units.

1We ignored all the approximations typically associated with prac-
tical recognition systems, such as using language modeling weights, or
pruning.

3. Unsupervised HMM Recognition and
Topic Classification System

3.1. Training

The training process of the classification system includes three
stages. The first stage creates an initial sequence for HMM
training. There are multiple approaches for initializing the sys-
tem with phone-like units, such as using a different recognizer
trained from another language. In a sense, that is not truly un-
supervised because it uses a model trained with supervision. In-
stead, we have taken a sequential learning approach to build a
segmental tokenizer using a polynomial segment model. This
starts from segmentation, followed by segment representation,
clustering and segment mixture modeling. The segmental Gaus-
sian mixture model (SGMM) is used as a recognizer to generate
initial label sequences.

The second stage is the unsupervised HMM training that
iterates between optimizing the model parameters and the label
sequences. It should be noted that after initialization, only the
label sequences are passed from the segmental tokenizer to the
HMM trainer while other auxiliary information such as segment
boundaries is ignored.

The final stage is the SVM classifier training. Again, only
the label sequences are passed from the HMM recognizer.

3.1.1. SGMM Tokenizer for Initialization

The first component of the segmental tokenizer is an adap-
tive segmenter, which partitions speech at boundaries defined
by spectral discontinuities. The quantification of discontinu-
ity is corpus specific and is inferred by the creation of statisti-
cal models for the corpus under consideration. It is based on
a dynamic programming algorithm presented in [4]. The seg-
mentation process is immediately followed by modeling each
segment with a polynomial (quadratic) trajectory model. The
polynomial trajectory model parameters are used to compute
the distance between segments for segment clustering. The dis-
tance currently being used is the square of the integrated area
between the trajectories of the two segments under comparison.
This distance is applied to the binary centroid splitting algo-
rithm that is widely used in frame-based mixture models.

The basic idea for the segmental trajectory model is that it
models a sequence of consecutive frames and as such is mod-
eling a sound instance. Thus the clusters of segments represent
collections of sound units and any individual cluster is a col-
lection of variants of a particular sound. We use the clusters as
the basis for generating a SGMM, which is trained with the EM
algorithm. Note that a segmental GMM term is a bit different
from the usual Gaussian mixture model term whose mean is a
fixed point in cepstral space and is constant over time. For a
SGMM, each term is a Gaussian whose mean is a vector trajec-
tory in cepstral feature space and varies over time to represent
time varying characteristics of a sound. The mathematical ba-
sis for SGMMs has been discussed previously in [5, 6]. The
SGMM becomes a speech recognizer or tokenizer when, for a
test segment, the index of the mixture term with the maximum
likelihood is generated.

3.1.2. HMM Training

We use the state-of-the-art BBN Byblos system [7] to model
the units derived from the SGMM. Byblos includes advanced
signal processing techniques, such as vocal tract length normal-
ization (VTLN) and heterogeneous linear discriminative analy-
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sis (HLDA) feature transformation. Training does not require
time alignment. Instead, iterative alignment and model estima-
tion are applied with the first few iterations using a small model
followed by decision tree-based phone-state clustering. More
detailed models, including cross-word models, are trained after
clustering. Speaker adaptive training (SAT) is also applied to
create models for unsupervised speaker adaptation. While dis-
criminative training is implemented and available, our current
experiments used only the maximum likelihood training. De-
tails about the Byblos training can be found in [7].

In addition to acoustic models, bigram and trigram lan-
guage models are learned using the label sequences generated
by the segmental tokenizer.

3.1.3. Sequence Classifier

For topic classification, utterances are tagged as on-topic or
non-topic. Note that data used for training the classifier do not
need to be the same data used for training the HMM. Both the
on-topic and non-topic classifier training audio are tokenized
by the Byblos recognizer to form collections of topic unit se-
quences and non-topic unit sequences. Classification features
are extracted from these unit sequences. Commonly used classi-
fication features include unit n-grams counts, or counts normal-
ized by inverse-document-frequency (IDF). This is followed by
the more sophisticated feature selection techniques for n-gram
expansion [8].

3.2. Test

Once the HMMs are trained, classification testing is really no
different from a typical topic identification system using word
recognizers. The test audio cuts are first decoded by the HMM
to form unit sequences. Classification features are extracted
from the sequences and passed to the SVM topic classifier to
generate classification scores.

4. Experiment
4.1. Experiment Setup

Our experiments were performed on the Switchboard-1 corpus,
which included telephone conversations between strangers dis-
cussing one of 70 pre-assigned topics. Each conversation was
approximately 5 minutes long. Ten of the most frequent topics
out of the 70 were selected as target topics. The rest of the 60
topics are referred to as the non-target topic set. A set of 216
conversation sides (9 hours) selected from the non-target topic
set were used to train the SGMM. The selected target topics,
the number of training and test conversations are listed in Ta-
ble 1. Classification decisions were made per conversation side.
Target-specific impostor data were defined for each target topic.
These included a set of 600 tests randomly selected from the
combination of the non-target topic set not used in the SGMM
training, and data from the other target topics. The segmenta-
tion, as noted above, was performed via dynamic programming
based on spectral discontinuities. Spectral power from 14 fre-
quency bands were calculated and a maximum duration of 50
frames was set. The resulting segments were post-processed to
combine very short segments (less than 3 frames) and adjacent
segments with similar acoustic characteristics.

Vocal tract length normalized (VTLN) cepstral features and
their first derivatives were generated for each segment that was
then modeled with a polynomial (quadratic) trajectory model.
The models for each segment were the basis for distances be-

Table 1: The 10 target topics and their num. of training and test
conversation sides

Topic # Train. Conv # Test Conv
Car buying 85 20

Capital punishment 92 22
Recycling 102 25
Job benefits 90 21
News media 85 20

Public education 81 19
Drug testing 89 22

Exercise and fitness 81 19
Family finance 89 21
Family life 84 20

tween segments as noted previously. The clusters were created
using the k-means algorithm with initial centroids obtained us-
ing binary centroid splitting. These k-means clusters were fur-
ther refined with 3 iterations of EM training. This resulted in 64
mixture components.

The SGMMs were used to tokenize the acoustic training
data as the initial label for HMM training. This was followed
by multiple iterations of unsupervised HMM training. Byb-
los used 5-state left-to-right HMMs trained with the maximum
likelihood criterion. Sixty dimensional acoustic features were
generated by transforming the concatenation of 9 frames of 13-
dimension cepstrum and its energy via a HLDA transform. For
this work, because each unit was considered a word, context
dependent models were not used. Instead, we used a 512 com-
ponent state-tied-mixture model (STM). Both speaker indepen-
dent acoustic models and speaker adaptive training (SAT) mod-
els were created. During each iteration of unsupervised training,
the acoustic training data were decoded using the newly learned
parameters to generate new unit sequences. This decoding in-
volved one pass of unadapted decoding followed by the HLDA
adaptation, unsupervised MLLR adaptation and another pass of
adapted decoding. The adapted decoding outputs were used as
the unit label sequences for the next iteration of model training.

After the HMMs were trained, recognition was performed
on all the classifier training and test data following the same
recognition process described above. After Byblos recognition,
N-gram counts (up to 3-gram) were collected and scaled by the
IDF factors. This was followed by the n-gram feature expan-
sion [8]. In this work, we trained the SVM using the regression
mode of the publicly available LIBSVM package [9].

4.2. Results

Topic classification experiments were performed on the pro-
posed HMM-based recognizer and compared with those from
different tokenizers. The results are tabulated in Table 2. The
first experiment used the unsupervised SGMM tokenizer, de-
noted as “Unsup. SGMM only” which is an improved version
of the topic classification system used in our previous work [3].
Unsupervised HMM results are listed in the second and third
rows, where “Unsup. Byblos (1 iter)” denotes 1 iteration of un-
supervised training which reduces the SGMM only EER by al-
most half to 16,1%. Our conjecture is that the gain comes from
the more parameters in the HMMs, and the use of more ad-
vanced techniques, including HLDA transform, speaker adap-
tation, SAT, multi-pass decoding and language models. Results
after 5 iterations of unsupervised training are denoted as “Un-
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Table 2: Topic verification EER on 10 topics in the Switchboard
corpus using different phoneme/unit tokenizers.

Tokenizer Class. EER w/ Feat. Sel.
Unsup. SGMM only 30.2
Unsup. Byblos (1 iter) 16.1
Unsup. Byblos (5 iter) 12.5

10-hour sup. BUT Hungarian 16.7
1-hour sup. Byblos English 14.7

sup. Byblos (5 iter)”. We note that the performance now has
significantly improved to 12.5%.

To benchmark the performance, we report results using two
supervised tokenizations. The first one was an English phoneme
recognition trained using Byblos with 1 hour of transcribed 2

Fisher English speech, denoted as “1-hr sup. Byblos” in Ta-
ble 2. The second one was the BUT Hungarian phoneme rec-
ognizer [10] which is a state-of-the-art phoneme recognizer and
has performed very well in tasks such as language identifica-
tion. It was trained with about 10 hours of SPEECHDAT Hun-
garian telephone speech data from phonetically balanced sen-
tences and is denoted as “10-hour sup. BUT Hungarian” in Ta-
ble 2. Comparing the best unsupervised results, it is about 2%
absolute better than the supervised Byblos training and 4% bet-
ter than using the Hungarian phoneme recognition. This further
demonstrates the power of unsupervised learning. The Hun-
garian model has a matching channel (i.e., telephone channel
training) but was trained from a different language with a good
amount of data. Even with an order of magnitude more data,
the EER is 2.6% absolute higher that the one-hour Byblos train-
ing probably due to the language mis-match. This is consistent
with the results reported [1] in which the Hungarian recognizer
almost doubles the classification EER compared to a similarly
trained English phoneme recognizer.

5. Conclusions and Future Work
In this paper, we described our approach for training an HMM
recognizer without any transcribed training data as a joint op-
timization of the probability of both the observation and label
sequence. This HMM recognizer can be used to generate token
sequences for downstream applications such as topic classifica-
tion. It has the advantage of being completely unsupervised and
will be particularly useful in situations where transcribed data
in matched language, channel or domain are difficult to obtain.
The usefulness of this approach is demonstrated in topic ver-
ification experiments on the Switchboard corpus. We showed
the proposed HMM recognizer gave significantly better per-
formance than using mis-matched tokenizers, such as with the
BUT Hungarian phoneme recognizer. It also gave superior per-
formance to the HMM recognizer trained with one hour of tran-
scribed speech.

Currently, the HMM is trained to produce phone-like units
but we are exploring the possibility of extending to “word-like”
units in recognition. Further improvement in classification is
possible. Instead of using a single tokenization, classification
features can be generated from multiple tokenizers. We can
also use recognition lattice instead of 1-best recognition output
for extracting classification features. The unsupervised HMM

2The phoneme transcription is obtained by a dictionary mapping
from orthographic transcription.

training can also benefit other downstream applications such as
spoken term detection or speaker identification.
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