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Abstract
We describe extensive experiments on the recognition of emo-
tion from speech using acoustic features only. Two databases
of acted emotional speech (Berlin and DES) have been used
in this work. The principal focus is on methods for selection
of good features from a relatively large set of hand-crafted
features, perhaps formed by fusing different feature sets used by
different researchers. We show that the monotonic assumption
underlying popular sequential selection algorithms does not
hold, and use this finding to improve recognition accuracy. We
show further that a very simple classifier (k-nearest neighbour)
produces better results than any so far reported by other re-
searchers on these databases, suggesting that previous work
has failed to match the complexity of the classifier used to
the complexity of the data. Finally, several potentially fruitful
avenues for future work are outlined.

Index Terms: speech processing, emotion recognition, feature
fusion, feature selection

1. Introduction
Automatic recognition and synthesis of emotions came into the
focus of the pattern recognition and machine learning commu-
nities with the publication of Picard’s influential book Affective
Computing [1]. It is currently a very active branch of human-
computer interaction, with many real-world applications (e.g.,
improved recognition of speech, monitoring dialogues in call
centres for early warning of customer dissatisfaction or con-
flict). Human beings achieve the complex task of recognising
emotions by using different combinations of multiple channels:
linguistic features, paralinguistic features, facial expressions
and contextual information. Every language has some particular
words to express a specific emotional state, e.g., if a person
is in a happy state, in English he or she might use words
such as great, fantastic, brilliant, etc. Such linguistic features
are a rich source of information for humans to determine the
current state of the speaker. Humans also detect emotions using
paralinguistic features, also known as extra-linguistic, prosodic
or acoustic features. These features include change in the pitch,
rise and fall in energy of voice and change in the speaking rate.
Each of these features is affected differently by the emotional
state of the speaker [2, 3, 4]. In this work, we will consider
the recognition of emotions in speech using acoustic features
only. At present, it is not known what are the optimal features
for emotion recognition, so researchers typically devise a large
set and then apply feature selection algorithms to find the ‘best’
features and thereby improve performance [5].

Over the last decade, there has been a steady increase in the
number of attempts to recognise emotions from speech using

state-of-the-art machine learning algorithms. Many of these
have used proprietary data sets, so that their results can not be
verified by other researchers. There are few freely-available
emotional speech databases [6, 7] and these tend to be small
(few subjects, little speech data, small number of annotators)
and to be acted rather than spontaneous. In this work, we have
used two databases of acted speech, the Berlin database [8]
and the Danish Emotional Speech (DES) database, described
below. One other database has been fairly recently compiled
for Serbian [9]. The situation with respect to availability of
databases is set to change with the Interspeech 2009 Emo-
tion Challenge [10]. However, this challenge (and associated
dataset) considerably post-dates the work reported here.

The approach taken in this paper is to focus on acoustic
features and to do so by employing the simplest classification
methods. We have combined, or ‘fused’, the features extracted
by many researchers at the feature level to obtain a relatively
large feature set. Then, employing an extension of the SFS algo-
rithm, an ‘optimal’ subset of features is selected. Remarkably,
given the simplicity of our methods, we have been able to beat
the best published results in the current literature.

2. State-of-the-Art in Emotion Recognition
Several researchers have tried to create classifiers that combine
features from different sources of information to achieve good
accuracy. Lee et al. [11] have combined acoustic and language
information to get results that are better than either indepen-
dently. In [12], Lee and Narayanan used a 36-feature set for
detecting negative emotions from a commercially-deployed call
centre, combining acoustic, language and discourse information
to achieve 82.2% detection of negative emotions. In [4],
Ververidis et al. report on recognition of five classes of emotion
using the DES database. They list the 87 acoustic features
extracted, and report 51.6% accuracy using a Bayes classifier
and sequential forward selection (SFS) for feature selection.
Shami and Verhelst [13] reported results on four individual
databases as well as their combination. The accuracies for
four classes of emotion, i.e., neutral, angry, happy and sad, on
the Berlin and Danish emotional speech databases were 80.7%
and 64.9%, respectively, using support vector machines (SVMs)
and 10-fold cross-validation. Shaukat and Chen [14] achieve an
overall accuracy rate of 89.7% on the Serbian emotional speech
database using SVMs for five classes of emotion.

3. Experimental Setup
In this section, we outline our experimental setup and the
methodology followed to achieve the results.
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Table 1: Emotion classes in the Berlin and Danish databases
and number of sentences per class.

Berlin No. sentences Danish No. sentences
Neutral 79 Neutral 52
Anger 127 Angry 52
Happiness 71 Happy 52
Sadness 62 Sad 52
Fear 69 Surprised 52
Boredom 81
Disgust 46

3.1. Databases

The work reported here has used two different emotional
speech databases—Berlin and DES. The Berlin database
is available at http://pascal.kgw.tu-berlin.de/
emodb/index-1024.html. It contains utterances spoken
in German by actors. It was recorded in 1997 and 1999 in
an anechoic chamber at the Technical University Berlin and
contains recordings for seven emotions. Ten professional native
German actors produced 10 utterances each. Out of these
10 actors, 5 were male and 5 were female. Each actor was asked
to speak 10 sentences in 7 different emotions; the sentences
were evaluated by 20–30 listeners to verify the emotional state
and only those were retained that had a recognition rate of
80% or above, yielding “about 500 utterances”.

The Danish Emotional Speech (DES) database consists of
2 male and 2 female actors reading more than 250 sentences
in 5 emotional states. The database is only available for non-
commercial research use.

Table 1 gives details of both databases along with the num-
ber of test samples in each emotion class. Note that the number
of sentences in the Berlin database is not balanced across the
classes. In our tests, we have done the classification on all
emotions for the Berlin database as well as the four classes of
emotion which are common to both databases: namely, neutral,
angry, happy and sad.

3.2. Feature extraction

We present results using three different feature sets:
1. The set of 36 acoustic features used by Lee and
Narayanan [12] for negative emotion detection from
speech recorded in a commercially-deployed call centre.
These features were utterance-level statistics relating
to fundamental frequency, energy, duration of voiced
and unvoiced speech and the first and second formant
frequencies.

2. The collection of 43 features extracted by Roland Hu
in connection with other work in our laboratory (on
language recognition), comprising: 18 fundamental fre-
quency related features, 12 intensity related features; and
13 features based on the classification of voiced versus
unvoiced segments, and speech versus silence segments.
A full specification of these features is available on
request from the authors.

3. The selection of 87 acoustic features mentioned in [4]
used for 5-class emotion classification with DES.

3.3. Feature fusion

The optimal set of features for emotion recognition (indeed
for almost any speech classification task) is unknown. Hence,

as is common in this area, the feature sets mentioned above
are “hand-crafted”, and are unlikely to be both complete and
irredundant in the sense of including all necessary information
for emotion recognition without harmful duplication. One
obvious way to increase completeness is simply to use all
36+ 43 + 87 = 166 features in a single set—a form of feature-
level information fusion. (There may well be some redundant
features in the final fused feature set. However, because of
different methods and/or code for extracting nominally the same
feature, they might not be exactly the same. For this reason, we
do not attempt to identity and remove the ‘redundant’ features.)
The problem with feature-level fusion is to deal with the large
dimension of the resulting feature sets. Therefore, we have to
apply some feature-selection algorithm to keep only the most
important ones.

3.4. Feature selection

As we increase the number of features in the feature set, it
increases the computational complexity of our system. The
dimensionality of feature space can adversely affect the per-
formance of classification methods [15], a form of the “curse
of dimensionality” [16]. To alleviate this, there exist several
feature-selection techniques in the literature. The main goal is
to select a subset of d features from the total D-feature set, such
that d < D, without significantly degrading the accuracy of the
recogniser—or possibly even improving the results.

One of most basic and widely-used methods is sequential
forward selection (SFS), which is based on a greedy selection
strategy under the monotonic assumption. That is, starting
with the best-performing single feature, we add the next-best
performing feature, test the accuracy, and continue sequentially
adding features as long as the resulting accuracy is increasing.
The process terminates as soon as the recognition rate drops.
Since the selection is greedy, it is not in general optimal, i.e.,
SFS is not necessarily finding the best possible combination
of features to achieve best accuracy since it only considers the
performance of individual features acting alone.

Sequential backward selection (SBS) is similar to SFS
except that it works in the ‘backward’ direction, excluding
poorly-performing features all the time that the recognition
rate is increasing monotonically. There are several variations
of SFS and SBS, one is the “plus l /take away r algorithm” in
which SFS is applied l times followed by SBS applied r times.
In this case, the method allows a fixed step backtracking defined
by the values of l and r . There is a variation of this algorithm
called sequential floating forward selection (SFFS) [17]. This
consists of applying after each SFS step a number of backward
steps as long as the resulting subsets perform better than the
previously evaluated ones at that level.

4. Results and Discussion
In this section, we present the results and analysis on the
Berlin and DES databases separately. All results are for 10-
fold cross validation, reporting the accuracy obtained using a
k-NN classifier averaged across the 10 folds, together with the
standard deviation of this measure. The motivation for using the
very simple k-NN classifier was to retain focus on the primary
concern of feature selection.

4.1. Testing the monotonic assumption

This is a strong assumption in popular sequential feature selec-
tion methods, but it is not obvious that it holds. Accordingly
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Figure 1: Plot of average accuracy versus number of features
included by forward selection for different sets of features for
four emotional classes on Berlin database, using k-NN classi-
fier, k = 7. “Target” indicates the current best known results by
Shami and Verhelst [13].

our first step was to test the assumption. Since our largest
feature space is large, but not that large (166-dimensional), it is
possible to set SFS to run until all features are included, rather
than stopping selection after the recognition accuracy drops for
the first time. Fig. 1 shows the effect on average accuracy of
running this modified SFS algorithm, for the classification of
four emotions using the Berlin database with each of the three
feature sets described in Section 3.2 plus their combination.
Various values of k were tried for the classifier; best results
were found for k = 7. In this plot, the crosses (X) indicate the
points at which the standard SFS algorithm would terminate.
The “Target” line is the best-known previous result on this
dataset from Shami and Verhelst [13] using 200 features, and
SVM classifiers with 10-fold cross-validation, but with different
folds from those used here.

Several interesting observations can be made about Fig. 1.
The curves have a general tendency to improved recognition as
the number of features included increase, reaching a broad peak
and then declining, showing that inclusion of ‘bad’ features can
be harmful. The larger feature sets generally perform better
than smaller ones, but not universally so. However, the strict
monotonic assumption is, as we suspected, invalid. Generally
better performance can be found by continuing selection beyond
the termination point of the standard algorithm. Finally, for
the 166-feature set, we achieve the best performance so far
reported on this dataset, and do so over a large range of selected
features, but using a much simpler classifier than other workers.
This suggests that the complex classifiers used by others may
be ‘overkill’, and suffer from over-parameterisation, i.e., the
difficulty of setting their too-numerous parameters optimally.

4.2. Results on Berlin database

Table 2 shows the results (best average accuracy and its standard
deviation) for each feature set for four classes of emotion: neu-
tral, angry, happy and sad. Average human accuracy on these
four classes according to [8] is 87.4%. The table shows figures
for both the standard SFS selection algorithm and the modified
one running to completion. The latter gives better accuracy
and smaller standard deviation. Overall, the best result was
90.0 ± 5.2% for the 166 feature set with 56 features found by
modified SFS and k = 7, as also seen in Fig. 1. This compares
with the best published result on this database of 80.7% by [13]
using SVMs and an exactly comparable evaluation set-up. Still

Table 2: Classification accuracy on Berlin database for four
classes: neutral, angry, happy and sad. Figures are percent-
age average accuracy and corresponding standard deviation;
k = 7.
Feature Accuracy Selected Accuracy with Selected
set with SFS features mod. SFS features
36 73.4± 11.9 5 77.3± 8.1 8
43 83.5 ± 6.3 7 83.5± 6.3 7
87 77.9 ± 5.7 8 81.4± 6.9 25
166 82.9 ± 3.2 6 90.0± 5.2 56

Table 3: Confusion matrix for 4-class classification using 56
out of 166 features for Berlin database and k = 7. Columns are
the acted emotions and rows are the recognised emotions.

Neutral Angry Happy Sad
Neutral 76 0 1 1
Angry 0 125 2 0
Happy 1 26 43 1
Sad 1 0 0 61

we are able to achieve much better accuracy, very close to the
human accuracy, with a much simpler classifier.

Table 3 shows the confusion matrix for 4-class classifica-
tion using 56 out of 166 features and k = 7. We can see that the
two emotions most confused are angry and happy. Many other
researchers have found it difficult to distinguish between these.

Table 4 shows the classification results on the Berlin
database for seven classes: neutral, happy, angry, sad, fear,
boredom and disgust. The best result that we have been able
to achieve for this case is 70.8% using 14 out of 166 features
and k = 7, as compared to 75.5% obtained by Shami and
Verhelst [13]. Note, however, that Shami and Verhelst report
results on only 493 out of the available 535 sentences. There
is no mention of the specific sentences included/excluded, so
we cannot replicate their tests very exactly. Still, there appears
much room for improvement as the average 7-class accuracy
for human listeners is 86.1%. We find again that happy is quite
often confused with angry; fear is the most difficult emotion to
classify and yields the worst performance of the seven classes.

4.3. Results on Danish database

Table 5 shows the results of emotion classification for the 4-
class problem (neutral, happy, angry, sad) on the Danish (DES)
database. It is noticeable that classification accuracy is much
lower than on the Berlin database, with a higher standard de-
viation. However, the average human recognition rate on DES
is just 67%, so this discrepancy is not unexpected. The best
known previous result on this database is again that of Shami

Table 4: Classification accuracy (%) on Berlin database for
seven classes: neutral, angry, happy, sad, fear, boredom and
disgust; k = 7.

Feature Accuracy Selected Accuracy with Selected
set with SFS features mod. SFS features
36 52.7 ± 5.0 6 54.5± 5.8 16
43 63.1 ± 7.3 10 65.2± 6.0 15
87 51.9 ± 7.3 4 62.7± 6.1 28
166 70.8 ± 7.6 14 70.8± 7.6 14
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Table 5: Classification accuracy (%) on Danish database for
four classes: neutral, angry, happy and sad; k = 5.

Feature Accuracy Selected Accuracy with Selected
set with SFS features mod. SFS features
36 53.9± 10.3 6 55.3± 11.5 9
43 61.1± 16.4 4 61.1± 16.4 4
87 56.7 ± 5.6 2 59.1± 7.2 10
166 58.2± 12.7 2 67.3± 11.1 8

Table 6: Confusion matrix for 4-class emotion classification
using 8 out of 166 features for the DES database with k = 5.

Neutral Angry Happy Sad
Neutral 37 4 1 10
Angry 3 33 14 2
Happy 8 9 33 2
Sad 13 0 2 37

and Verhelst [13], who achieved 64.9% average accuracy using
SVMs and 10-fold cross-validation but with different folds from
those used here. The best result that we have achieved is 67.3%
using the modified SFS algorithm to select 8 features out of 166,
with a k-NN classifier, k = 5.

Table 6 shows the confusion matrix for 4-class emotion
classification using these 8 out of 166 features. There is a more
diffuse pattern of confusions than for the Berlin database, with
the acted neutral emotion frequently misrecognised.

5. Conclusions and Future Work
We have presented extensive results for emotion recognition
using acoustic features only on the Berlin and Danish (DES)
speech databases; currently, these are the best yet published on
these sources. A key to improving recognition accuracy was our
modification to the SFS feature selection algorithm, allowing it
to run to completion before selecting the optimal feature set.
Remarkably, these excellent results have been obtained using a
very simple (k-nearest neighbour) classifier, suggesting that the
classifiers used by others—such as ubiquitous support vector
machines—may be ‘overkill’. It seems an under-appreciated
fact that simple classifiers often out-perform complex ones.
Rather than opting to use the most popular approach of the
time (currently SVMs, but back-propagation before that), re-
searchers would be well advised to try simpler methods first.

Several avenues for future research can be identified. Al-
though it came too late for this work, new data associated
with the Interspeech 2009 Emotion Challenge [10] are now
available, and should prove valuable. Since the underlying
assumption of sequential (‘greedy’) selection algorithms is seen
to be flawed in this problem domain, further work on feature-
set selection for emotion recognition is obviously warranted.
Also, there is much to be done on finding good classifiers that
match better the complexity of this particular problem. Finally,
we note that average accuracy is not the best way to present
results for unbalanced datasets such as the one used here. We
have done this for comparability with previous work. Future
work will investigate use of multi-class receiver-operator and/or
precision-recall curves [18, 19].
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