
Margin-Space Integration of MPE Loss via Differencing of MMI
Functionals for Generalized Error-Weighted Discriminative Training

Erik McDermott, Shinji Watanabe and Atsushi Nakamura

NTT Communication Science Laboratories,
NTT Corporation, Kyoto-fu 619-0237, Japan
{mcd,watanabe,ats}@cslab.kecl.ntt.co.jp

Abstract
Using the central observation that margin-based weighted

classification error (modeled using Minimum Phone Error
(MPE)) corresponds to the derivative with respect to the mar-
gin term of margin-based hinge loss (modeled using Maximum
Mutual Information (MMI)), this article subsumes and extends
margin-based MPE and MMI within a broader framework in
which the objective function is an integral of MPE loss over a
range of margin values. Applying the Fundamental Theorem of
Calculus, this integral is easily evaluated using finite differences
of MMI functionals; lattice-based training using the new crite-
rion can then be carried out using differences of MMI gradi-
ents. Experimental results comparing the new framework with
margin-based MMI, MCE and MPE on the Corpus of Sponta-
neous Japanese and the MIT OpenCourseWare/MIT-World cor-
pus are presented.

1. Introduction
The field of discriminative training for speech recognition has
witnessed considerable activity in recent years. The appeal of
minimizing phone or word error rather than string error has mo-
tivated a transition from well-known string-level methods such
as MMI and MCE [1][2] to error-weighted approaches, such as
MPE [3][4]. More recently, there has been a surge in proposals
for “large margin” approaches to hidden Markov model (HMM)
design, such as the “large-margin HMM” [5], “soft margin es-
timation” [6], and incrementally shifted MCE loss [7]. Sha and
Saul [8] made the important proposal that a fine-grained er-
ror measure, such as the Hamming distance between candidate
recognition strings, be itself directly incorporated into the mar-
gin term for HMM-based learning. It turns out that introducing
a margin term that multiplies fine-grained error can easily be
brought to MMI, MCE and MPE based HMM training as well,
simply by adding margin-scaled local frame/phone/word error
to lattice arc log-likelihoods during Forward-Backward com-
putation [9][10][11]. This approach links the original use of
margin in the context of machine learning (e.g. Support Vector
Machines (SVMs)) with margin in the context of “tried-and-
tested” frameworks for large-scale discriminative training with
well-understood methods for HMM optimization on large-scale
ASR tasks. Benefits to performance for large-scale tasks have
been reported for the use of margin in MMI and MPE, though
it appears the relative gains are larger for MMI than for MPE
[10][11].

Aiming at leveraging the benefits of margin use within the
context of MPE-style error-weighted HMM training, this article
presents a unification of margin-based MMI and MPE training
based on a novel concept: integration of MPE loss over a mar-

Figure 1: MPE loss function integrated in margin space.

gin range. The starting point for the construction of the new
framework is the central observation that the MPE criterion cor-
responds directly to the derivative of margin-based MMI with
respect to the margin term. The Fundamental Theorem of Cal-
culus can then be used to express definite integrals of MPE loss
over a range of margins using MPE anti-derivatives, i.e. MMI
functionals evaluated at the margin range boundaries. When
this range is small, standard MPE is recovered. Expanding the
range results in a smoothing of MPE loss functions; in partic-
ular, extending one side of the range to large (in magnitude)
“negative margins” results in the limit in margin-based MMI. In
between these extremes lie error criteria that combine aspects of
margin-based MMI and margin-based MPE. Many of the ideas
presented in this article can be mapped directly to components
of a general framework for discriminative training recently pro-
posed [12]; here the link between MMI and MPE via integration
in margin space is made more explicit and more central. Fig. 1
illustrates the main concepts of the new framework.

2. Margin-based MPE and MMI
2.1. Likelihood boosting

One simple approach to using “margin” in the context of HMM-
based speech recognition is to boost log-likelihoods by the ad-
dition of hypothesis error times a tunable margin parameter σ.
In probability space, the modification is

P (Sk)ηpΛ (Xr |Sk ) → P (Sk)ηpΛ (Xr |Sk )eσEk,r ,

where Xr denotes a variable-length sequence of feature vec-
tors for a given speech utterance in the training set, Sk de-
notes a word sequence in the space of strings allowed by the
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language model, Λ denotes the set of modifiable parameters
(HMM means, covariances and mixing weights) and η is the
language model scaling factor. For σ > 0, this means that
hypothesis strings with high error are artificially given better
scores during the training procedure. Intuitively, “good” strings
with low errors will have to work harder to beat the high error
“bad” strings during training; as a result the good strings may be
more likely to be recognized during testing. The margin-based
versions of MPE, MMI and MCE [9][10][11][12] are defined in
terms of these boosted likelihoods.

2.2. Margin-based MPE

For MPE, the margin-based objective function to be minimized
(via modification of Λ) over a training set of R utterances is

fMPE
Λ,σ =

R
X

r

P

n En,rP (Sn)ψηpΛ (Xr |Sn )ψ eψσEn,r

P

k

P (Sk)ψηpΛ (Xr |Sk )ψ eψσEk,r
,

(1)
where En,r denotes the word, phone, or phone frame error (e.g.
edit distance) between a recognition candidate Sn and the cor-
rect word transcription Sr of the training utterance Xr [3]. Set-
ting σ = 0 means no margin is used, and the original MPE
framework is recovered.

The margin-like effect of likelihood boosting via σ can bet-
ter be seen by rewriting the cost function in terms of pair-wise
comparisons mk,n (Xr,Λ) between two strings Sk and Sn:

mk,n (Xr,Λ) = log (P (Sk)ηpΛ (Xr |Sk ))

− log (P (Sn)ηpΛ (Xr |Sn )) . (2)

The modified MPE loss can then be expressed for a single train-
ing utterance Xr as

fMPE
Λ,σ =

X

r

X

n

En,r

1 +
P

k ̸=n

eψ
`

mk,n (Xr,Λ) + σ∆k,n
r

´ ,

(3)
where ∆k,n

r = Ek,r −En,r . For each utterance Xr , this is a sum
of sigmoid-like selector functions considering each candidate
Sn in turn. With the introduction of σ, the selector function is
shifted along one or more axes of the pair-wise comparisons,
the degree of translation being controlled by σ and the relative
difference in error, ∆k,n

r , between each pair Sn and Sk.

2.3. Margin-based MMI

Following [11], the objective function to be minimized for
margin-based MMI is

FMMI
Λ,σ = − 1

ψ

R
X

r

log
P (Sr)

ψηpΛ (Xr |Sr )ψ

P

k

P (Sk)ψηpΛ (Xr |Sk )ψ eψσEk,r
.

(4)
Using the same pair-wise comparison variables mk,r (Xr,Λ)
as above, the MMI criterion can be re-written as

FMMI
Λ,σ =

1

ψ

R
X

r

log

0

@1 +
X

k ̸=r

eψ (mk,r (Xr,Λ) + σEk,r)

1

A ,

(5)
which again provides an interpretation of the role of the mar-
gin parameter σ in terms of shifting decision boundaries. The
MMI loss function is a smooth approximation of the hinge loss

Figure 2: MMI loss function component expressed in terms of
pair-wise comparisons for a 3 category problem. The margin
term σ shifts the comparison according to differences in hy-
pothesis string error.

function often used in the context of large margin learning; the
approximation can be made arbitrarily close by increasing ψ
[11]. The hinge-like nature of margin-based MMI is illustrated
for a three category problem in Fig. 2.

2.4. Optimization

Optimization of the margin-based MPE or MMI objective func-
tions proceeds as for standard MPE/MMI optimization, but for
fixed values of σ. The best value of σ can be chosen using a
development set [11], or by balancing the goal of maximizing
margin with that of minimizing the objective function, using
heuristics related to the amount of training data available [10].

3. MPE is the derivative of margin-based
MMI with respect to margin

It is straightforward to see that MPE (margin-based or not) is
the derivative of margin-based MMI. Starting from Equ. (4)
and noting that the margin does not affect the numerator, the
derivative with respect to σ is

∂

∂σ
FMMI

Λ,σ =

1

ψ

R
X

r

∂

∂σ
log

 

X

k

P (Sk)ψηpΛ (Xr |Sk )ψ eψσEk,r

!

=

R
X

r

P

n

P (Sn)ψηpΛ (Xr |Sn )ψ eψσEn,rEn,r

P

k

P (Sk)ψηpΛ (Xr |Sk )ψ eψσEk,r

= fMPE
Λ,σ . (6)

The equality with the MPE criterion (Equ. (1)) holds for any
value of σ, including σ = 0. Hence both standard and margin-
based MPE can be recovered as the derivative of margin-based
MMI with respect to σ.

As ψ goes to infinity, the MPE loss approaches a sum of
margin-shifted, error-weighted step functions, and the MMI cri-
terion approaches a margin-shifted hinge loss function. The
equality just established applies for any value of ψ and therefore
leads to the natural consequence that differentiating margin-
shifted hinge loss leads to margin-shifted, error-weighted step
functions.
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Figure 3: Averaging MPE loss through integration in margin
space, implemented by subtracting MMI functionals. The width
of the interval [σ1, σ2] affects the steepness but not the maximal
height of the resulting averaged loss, which is always between
0 and Ek,r (here taken to be 1).

4. Proposal of Margin Space Integrals for
Generalized Error-Weighted Training

If MPE corresponds to the derivative of MMI with respect to
margin, MMI is of course the integral of MPE over margin. This
suggests a new, general approach to error-weighted discrimina-
tive training.

The first criterion in the new framework, “integrated
MPE” (iMPE), is an integral of MPE loss over a given mar-
gin interval:

F iMPE
Λ,σ1,σ2

=

Z σ2

σ1

fMPE
Λ,σ dσ = FMMI

Λ,σ2
− FMMI

Λ,σ1
, (7)

where the identity ∂
∂σ

FMMI
Λ,σ = fMPE

Λ,σ and the Fundamental
Theorem of Calculus establish the right-most side of the equa-
tion. Since the component of the MMI objective functions cor-
responding to the reference cancels out from the subtraction,
only the “denominator” components remain, resulting in

F iMPE
Λ,σ1,σ2

=
1

ψ

R
X

r

log

P

k

P (Sk)ψηpΛ (Xr |Sk )ψ eψσ2Ek,r

P

k

P (Sk)ψηpΛ (Xr |Sk )ψ eψσ1Ek,r
.

(8)
This expression is identical to “Generalized MMI” [12], but
here it has been linked explicitly to an integral of MPE loss
over a given margin interval. Fig. 1 illustrates the overall pic-
ture proposed here.

The second criterion proposed here, “differentiated MMI”
(dMMI), is simply the first criterion divided by the size of the
interval (Fig. 3):

FdMMI
Λ,σ1,σ2

=
FMMI

Λ,σ2
− FMMI

Λ,σ1

σ2 − σ1
. (9)

For the first criterion, as σ1 → −∞, F iMPE
Λ,σ1,σ2

→ FMMI
Λ,σ2

.
In other words, margin-based MMI is recovered as a special
case of iMPE. For the second criterion, as σ1 and σ2 are brought
closer to each other around a central value σc, FdMMI

Λ,σ1,σ2
→

fMPE
Λ,σc

, restating the identify first established. In between these
extremes lie new possibilities for error-weighted training.

The practical gain offered by this perspective can be
thought of as follows. On some tasks, MPE outperforms MMI

or MCE [9]. This suggests that for those tasks, one does not
want to use an integral of error over margin (at least not one
starting at −∞), but rather error over a narrow margin range or
at a margin point. For other tasks, margin-based MMI outper-
forms MPE [9][10]. This suggests that for those tasks, one does
want to use an integral of error (over the range [−∞, σ2]) rather
than error at a particular margin. The proposed framework al-
lows one to consider the possibility that in between a narrow
slice of error, and a very broad integral of error, there may be in-
tervals that will be productive for discriminative training. Note
that σ1 and σ2 provide control over the relative weighting that
“good” (low error) and “bad” strings (high error) will receive
during the optimization process.

There is a conceptual difference between iMPE and dMMI,
but they differ only by a scaling factor. Depending on the de-
tails of optimization, dMMI may be more appropriate for small
intervals, and iMPE more appropriate for large intervals.

Gradient calculation for the new criteria is based on a sub-
traction of MMI derivatives at the level of lattice arcs. Forward-
Backward is run twice for the same lattice, once for σ1 and once
for σ2. The corresponding lattice arc statistics are subtracted,
and for dMMI (Equ. (9)), divided by σ2 − σ1. The rest of the
parameter gradient is then calculated using the subtracted arc
statistics. For narrow intervals [σ1, σ2], close numerical agree-
ment was observed between the dMMI arc statistics and the true
MPE statistics obtained with the Modified Forward-Backward
algorithm [3].

Table 1: CSJ error rates for different approaches

Method σ or [σ1, σ2] Word Error
ML - 21.6 %

MPE 0 18.3 %
MPE 1 18.3 %
MPE 2 18.6 %
MPE 4 19.5 %
MMI 0 18.7 %
MMI 2 18.4 %
MMI 3 18.2 %
MMI 4 18.1 %
MCE 0 18.6 %
MCE 4 18.1 %
iMPE [-2, 2] 18.5 %
iMPE [-1, 1] 18.4 %
iMPE [-0.1, 0.1] 20.5 %
iMPE [-2, 4] 18.7 %
iMPE [-4, 4] 18.6 %
iMPE [-8, 4] 18.3 %
iMPE [-10, 4] 18.2 %
iMPE [-12, 4] 18.3 %

5. Experiments on lecture speech
transcription: CSJ and OCW/MIT-World

The first set of experiments extends previous work on the Cor-
pus of Spontaneous Japanese (CSJ) lecture speech transcription
task, with the standard training (230 hours) and testing sets
(130 minutes) [13]. A 5000 state, 32 Gaussians/state HMM
trained with Maximum Likelihood (ML) was used as the base-
line model; the language model is a 100k word trigram, used to
generate lattices with an average density of 150 arcs per frame.
Discriminative training using Rprop was carried out for up to
9 iterations for the methods described here. The results on the
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Table 2: OCW/MIT-World error rates for different approaches

Method σ or [σ1, σ2] Word Error
ML - 36.4 %

MPE 0 31.1 %
MPE 1 30.9 %
MPE 2 31.6 %
MMI 0 32.8 %
MMI 2 31.7 %
MMI 3 31.4 %
MMI 4 31.2 %
MMI 5 31.1 %
MMI 6 31.2 %
MMI 7 31.4 %
dMMI [0, 2] 30.9 %
dMMI [0.75, 1.25] 31.1 %
dMMI [0.999, 1] 31.0 %
iMPE [-5, 5] 31.7 %
iMPE [-10, 5] 31.3 %
iMPE [-50, 5] 31.0 %

evaluation set are shown in Table 1.
The second set of experiments used the MIT OpenCourse-

Ware (OCW) and MIT-World lecture speech corpus [14]. The
training set consisted of 101 hours of audio data and the eval-
uation set of 26 hours of audio. The baseline model is a 2500
state, 32 Gaussians/state HMM trained with Maximum Likeli-
hood (ML); the language model is a 16K word trigram, used to
generate lattices with an average density of 125 arcs per frame.
Discriminative training based on Rprop was run for 5 iterations.
The evaluation set results are shown in Table 2.

Both sets of results, reported in Tables 1 and 2, first report
results for standard methods with or without margin use, as indi-
cated by the value for σ. The results for given [σ1, σ2] intervals
for the criteria proposed here, iMPE or dMMI, are then reported
in two groups. The first considers increasingly narrow intervals
around a central value of σ. In principle, the results should cor-
respond to the results for MPE for that central value of σ – save
for issues in numerical precision. The second group of results
concerns increasingly large intervals, where σ1 is gradually re-
duced. In principle, the results should converge to the results
for MMI for the given value of σ2. A problem with the CSJ ex-
periments is that iMPE, and not dMMI, was used for the narrow
margin intervals, but no precautions were taken to ensure proper
gradient scaling in relation to I-smoothing and lattice arc prun-
ing during Forward-Backward. The correspondence, and lack
thereof, between expected and obtained results are discussed in
the next section.

6. Discussion & Conclusion
A new framework for error-weighted discriminative training
was proposed, using the fundamental relationship between
weighted error (MPE) and hinge-loss (MMI) as derivatives/anti-
derivatives of one another. The new framework, instantiated
in two versions, “iMPE” and “dMMI”, is based on general in-
tegrals of error over arbitrary margin intervals, which can be
interpreted as integrals over simple margin prior distributions.
One consequence of this new framework, confirmed by experi-
ments, is that a close numerical approximation to MPE can be
implemented using dMMI, i.e. using differentials of margin-
based MMI evaluated at neighboring margin values, rather than
with the more involved Modified Forward-Backward algorithm.

The results for both CSJ and OCW/MIT-World for stan-
dard methods (MMI, MPE and MCE) confirm the effective-
ness of using error-multiplying margin. The results for iMPE
and dMMI are consistent with expectations. For large intervals
(gradually reducing σ1), iMPE seems to converge, as expected,
to the margin-based MMI result for the given σ2. For the in-
creasingly narrow intervals, on the CSJ task, insufficient atten-
tion to gradient scaling prevented convergence to the MPE re-
sult, but on OCW/MIT-World, dMMI and MPE results agree.
Other than recovering the limiting cases of MMI and MPE,
however, no clear performance benefit has yet been observed
for other choices of the margin interval. Future work will con-
sider more principled ways of choosing the integration interval.
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