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Abstract
In this paper we study a method to provide noise robustness
in mismatch conditions for speech recognition using local fre-
quency projections and feature selection. Local time-frequency
filtering patterns have been used previously to provide noise
robust features and a simpler feature set to apply reliability
weighting techniques. The proposed method combines two
techniques to select the feature set, first a realibility metric
based on information theory and, second, a support vector set
to reduce the errors. The support vector set provides the most
representative examples which have influence in the error rate
in mismatch conditions, so that only the features which incor-
porate implicit robustness to mismatch are selected. Some ex-
perimental results are obtained with this method compared to
baseline systems using the Aurora 2 database.
Index Terms: Feature selection, Support vectors, Mismatch ro-
bustness.

1. Introduction
This paper studies methods to extract and select features from
the speech signal for automatic speech recognition (ASR) sys-
tems. We will focus on methods to provide robustness to
mismatch conditions by using local time-frequency projection
schemes and feature selection. In order to keep the dimension-
ality tractable, we will present a technique to select a subset of
the features in a non exact but fast approach. The objective of
the method is to select the features to reduce the error rate by
means of a support vector set in a development corpus.

Traditionally, most feature extraction methods are based
on linear projections to extract the maximum of information
from the time-frequency domain [1]. Nowadays, the more
widely used features are the Mel Frequency Cepstral Coeffi-
cients (MFCC), which are based on a compression of the aver-
aged spectrogram in a perceptual Mel scale. The generalized
process of obtaining features for speech recognition presented
in the paper will be seen as an extension of standard methods,
like the MFCC. We propose the use of a large set of filtering
patterns in the time-frequency domain, as in [2, 3], in which lo-
cal projections or different resolution sizes are used when an-
alyzing the speech spectral evolution. Since there are many
possible configurations for the set of filtering patterns, feature
vectors may grow in length, if the new projections are just con-
catenated to the front-end. Therefore, dimensionality reduction
techniques should be employed. There are two main lines for
dimensionality reduction, to find linear projections in a data
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driven way (LDA, HDA) or feature selection finding a subset
of features which captures most of the information and ensures
a good performance. We have chosen the feature selection op-
tion as in [3], since data driven projections can be sensitive to
the mismatch. Nevertheless, in this paper we propose a set of
candidate features of a smaller size than in [3], which will allow
us to perform some computations to obtain informative features
by using the mutual information [4, 1]. The feature selection
is also enhanced by using a support vector training set, which
helps to target the less sensitive features to mismatch conditions
in a development set.

This paper is organized as follows, in Section 2, the general
mathematical framework of the feature extraction is shown. In
Section 3, the information in the feature vector is measured. In
Section 4, local projection features are presented. In Section
5, we discuss the feature selection technique. In Section 6, a
support vector training set is used for the feature selection. In
Section 7, experimental results of the presented technique are
shown. Conclusions are shown in Section 8.

2. Feature Extraction
Let us briefly describe the procedure for extracting the acoustic
features, following for convenience in a matrix form notation.
We perform the spectral magnitude analysis of a frame at time
index t and apply the Mel scale filterbank weighting and the
logarithm to obtain the log-filterbank output vectors ot of size
B × 1 . Then, the C component cepstrum vectors, ct, are com-
puted as the discrete cosine transform of ot, ct = (WF )

Tot.
TheB×C matrix,WF , corresponds to the initialC vectors of
the discrete cosine transform basis of dimension B, excluding
the zeroth order term, which provides a frequency projection.

In order to obtain more discriminative and robust feature
vectors, dynamic features are usually included. This is assumed
to partially solve the observation independence assumption of
HMMs. A temporal sliding window of length L is taken over
the sequence of frequency analyzed vectors, being L the length
of the window over which we compute the dynamic features.
We can build an L×S time projection matrix,WT , which pro-
vides a temporal projection of the feature window, which tradi-
tionally for the speech community takes the form of the static
cepstrum coefficients and their first and second derivatives, so
that S = 3, with S the number of dynamic streams.

To compute the dynamic features, we construct the Ot

matrix for each frame t. It is a buffer which is built by ap-
pending L filter bank output frames centered on the frame t,
Ot =

`
ot−�L/2�, · · · ,ot, · · · , ot+�L/2�

´
.

Then, the dynamic features can be obtained in matrix form

Xt = (WF )
TOtWT . (1)
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To represent them in a column vector we use: xt = vec(Xt),
where xt is the feature vector and vec(·) is a matrix to vector
operator, which converts the C × S matrix to a column vector.
The final step is to append to this vector the energy parameter
and their derivatives which can be computed by applying the
same temporal projection, WT , matrix or included in the fre-
quency projection if we keep the zeroth order term.

The notation used to describe the feature extraction process
as in (1) is used in the paper to discuss both temporal and fre-
quency projections in a compact way. We will refer to this ex-
pression as the feature extraction operation or the double time
and frequency projection. We have to note that from this point
of view, the source of the information is the matrix Ot, which
will be called time-frequency matrix, since it includes infor-
mation of the spectral shapes in a neighborhood of the current
frame t.

The double projection of time and frequency matrices (1)
can be expressed in an equivalent expression as a 2D mask over
the time-frequency domain

(X)s,c =
BX

b=1

(WF )b,c

LX

l=1

(O)b,l(WT )l,s (2)

=
X

b,l

(WF )b,c(WT )l,s(O)b,l =
X

b,l

(Ws,c
2D)b,l(O)b,l,

where the time index of the feature vectors has been dropped
for simplicity, (·)i,j denotes the component i,j of the matrix,
c = 1, . . . , C is the cepstrum index and s = 1, . . . , S is the
dynamic stream index. We can see how to express the double
product as the weighted sum in the two dimensions having a
different mask matrix Ws,c

2D for each pair of projection base
vectors, cepstrum coefficient c and dynamic index s.
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Figure 1: First double DCT projection equivalent 2D projection masks,
Ws,c

2D , dynamic stream s = 1, . . . , 3 and cepstrum index c = 1, . . . , 4
of size (B × L) with B = 24 and L = 9.

In [5] we simplify the design of the dynamic projections by
using DCT basis vectors for the derivative masks. The approach
is called double DCT projection or DCT2 and provides a similar
performance to the MFCC baseline. As example of the filtering
matrices we shown in Figure 1 the first matricesWs,c

2D for c =
1, . . . , 4 and s = 1, . . . , 3.

We will see that the DCT2 approach allows to understand
the process of extraction of information, since it can be inter-
preted as a compression of the information controlled by a DCT
basis truncation. In frequency the truncation reduces the dimen-
sion from B to C and in time, from L to S and the process is
similar to what is usually done in image compression to reduce
the size by using DCT projections. In addition to the dimension
reduction, the compression has two benefits in terms of pattern
recognition. First, the classifier can be more simple, since some
of the correlation is removed by the DCT. Second, the trun-
cation of the higher order vectors has a low-pass filter effect,

which helps to reduce the variability due to small scale acoustic
events.

3. Information in Speech
In this section we study the amount of information captured by
speech features. During the years, many interesting methods for
analyzing and extracting information from time-frequency in-
formation have been proposed. In [4], it was showed that there
is relevant information in 100ms of context around the short-
time analysis window of 10ms using the mutual information
between each time-frequency slot and a phoneme label variable.

In [1], the mutual information is also used to analyze the in-
formation before and after projecting to the feature space, which
can be used to design better and more efficient projections.

The mutual information I(X,Z) provides an information
measure between two random variables. The pair of variables
are the feature being analyzed X and a label Z, which has to
be a meaningful class which describes the nature of the sound.
Therefore we can provide a measure for each component in the
feature vector. For simplicity we will assume a very simple
approach to calculate it, which consists on the quantization of
each observation variable.

We have to note that the mutual information of two ran-
dom variables can be seen as the Kullback-Leibler divergence of
the joint, p(X,Z), and the approximate product distributions,
p(X)p(Z). If the distance is zero then the approximation is true
and the variables independent, which would mean that there is
no additional information in the joint model.
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Figure 2: Information per feature map in bits for the DCT2 with dif-
ferent type of class labels for a spelling database. a) Label based in the
state in word. b) Label based in the component in the mixture of each
state.

In Figure 2 we show the mutual information in a Spanish
spelling database obtained for a double DCT configuration with
4-th order derivatives, S = 5, and C = 20 cepstrum coeffi-
cients plus the log energy component in the last column. We
can see than lower order features retain most of the informa-
tion. This explains why the truncation of the DCT basis does
not degrade the performance. The influence of the information
and the selection method will be studied in the experimental
section.

It is important to calculate the information with respect to
a meaningful class variable. We can see the increase of infor-
mation with respect to the specificity of the class variable, since
the component in the mixture is more specific than the state in
the model as a label Z as it can be seen in Figure 2.b.

4. Local Projections
As we can see in the previous Figure 1, all the masks in the basis
have values different to zero for the whole frequency axis. If we
have a noise which is located at some frequency bands there are
strong degradations in performance since non-stationary noise
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Figure 3: Example of local frequency projection matrix with param-
eters {Nsb = 3, BWsb = 12, Csb = 3}. a) Frequency projection
matrixWF . b) Filtering 2D masks,W

s,c
2D .

or narrow band noise affects all the features. Some alternatives
to the DCT transform have been introduced to reduce the impact
of narrow band noise and non-stationary noises, like the missing
feature techniques, [6] or the local frequency projections [2].

In this section we discuss local frequency projections, so
that narrow-band noise do not affect to all the features and many
of them remain unaltered. In [2], it has been shown how a
different kind of projection basis can be more useful with nar-
row band and non-stationary noises. The frequency projection
is defined as a derivative filter, with a filter mask similar to
[−1, 0,+1], which is applied over the frequency domain, the fil-
terbank outputs. We can see that the outputs of this convolution
will not depend on the whole spectrogram, the dependency is
local. This derivative has also good properties as the output be-
ing more uncorrelated than the input spectrogram, specially for
adjacent frequency bins. Local features also have the property
of the simplicity of implementing feature reliability weighting
techniques, depending on the subband signal to noise ratio.

A more general case of local projection can be defined by
the concatenation in a feature vector of a number of partial sub-
band DCT compressions. We will refer to this type of local
projection as LDCT to define this class of projection. The pa-
rameters of this projection are: BWsb, the bandwidth of the
considered subbands, Csb, the number of cepstrum coefficients
for each subband and Nsb, the number of subbands.

In Figure 3, we can see an example of a local frequency
projection basis of Nsb = 3 overlapped subbands, BWsb = 12
bin length masks and Csb = 3 order DCT projections. This ex-
ample shows the problem that, even an optimum configuration
exists under this description, there are too many possibilities in
the number, the length of the subband filters and the order of
the differential comparisons (number of vectors of the DCT).
A feature selection method will be needed to reduce the large
dimension of some of these approaches.

5. Feature Selection
In pattern recognition the addition of information which is use-
ful to distinguish between classes usually improves the accuracy
of the systems. Nevertheless, it is a well known issue that when
the number of features keeps growing, there is a point where the
accuracy starts to decrease. In this section we propose a method
for dimensionality reduction by feature selection.

First, a large number of different general projection masks
are proposed, a high number of combinations of differential
comparison of areas in the time-frequency matrix, with many
variations of size and position of the masks. This can be done
appending to a super feature vector many different configura-
tions of the previously shown local DCT projections. This will
produce a large vector, but as we have said, when a large feature
vector is defined, a possible technique to reduce the dimension-

ality is to search the best subset.
The brute force solution of the feature selection problem

cannot be usually computed, then, the implementable methods
have to be approximations. In previous approaches to this prob-
lem, large size feature sets are proposed and AdaBoost tech-
nique has been used [3], similarly to what is done in state of the
art systems for face recognition.

In this method we propose to use hypothesis vectors several
orders of magnitude smaller than in [3]. Then we compute the
mutual information with respect to an informative variable like
the component in the mixture in the training set. The last step
would be to decide a vector size, for example we use the same
is in the ETSI baseline, 39 dimensions, and we select the most
39 informative features based on the mutual information met-
ric. The use of the mutual information per feature for feature
selection does not provides very good results as we will see in
the experimental section. Nevertheless, it can be the base for
the next section method, which reduces the error rate by using
a support vector set.

6. Support Vectors
The basic idea of the support vector based method is to con-
struct a more discriminative training or development subset to
optimize with respect to the errors, as it is done in large margin
techniques [7]. Usually, the support vectors are used for opti-
mizing the parameters of the models, once they have an initial
value, to reduce the errors [7]. In our context the support vectors
will be used to compute the mutual information metric.

To define the support vectors in the large margin technique,
the basic equation for speech recognition [7] is used

Ŵ = argmax
W

P (X|W)P (W) = argmax
W

F(X|W), (3)

where F(X|W) is called the discriminant function, xt ∈ X,
the set of feature vectors in the development set and wi ∈ W
the set of transcriptions. The unit wi can be any linguistic unit:
phoneme, syllable, word, phrase. In our case we take word level
units.

For a speech utterance we can assume the transcription wi

known in the training or development sets. Then, the multiclass
separation margin for a subsequence Xi which is known to be
aligned with the unit wi, [7], is

d(Xi) = F(Xi|wi)− max
ŵj �=wi

F(Xi|ŵj)

= min
ŵj �=wi

[F(Xi|wi)− F(Xi|ŵj)] , (4)

where ŵj can be all the units, but we use the n-best output as
in [7]. We can see that if d(Xi) < 0, the sequence Xi is not
correctly recognized.

Then given a training set X now we use (4) to define the
support vector set as

S = {Xi|Xi ∈ X and ε1 ≥ d(Xi) ≥ ε2}, (5)

where the sequences Xi are selected if their separation d(Xi)
is in a defined range. In order to obtain the better results, the
set of possible recognized words can be augmented by a n-best
recognizer’s output.

Once the support set, S , is calculated, we can use these
data to calculate the information corresponding to each feature
conditioned to the data being in the support set Î(X,Z|S). The
results obtained using this class of feature selection are shown
in the experimental section.
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Figure 4: Experimental results on Aurora 2 testb snr10, where they are
compared different configurations of LDCT and DCT2, where the ETSI
baseline is obtained for C = 12, S = 3. The feature selection is based
on the masks obtained from the testa snr10 as development set.

7. Experiments
The experiments in this section were performed on the Aurora
2 task [8]. The baseline system has been trained with HMM
word models of 14 states and 3 component Gaussian mixtures
for the digits, a 1 state with 6 components model for the inter-
word silence unit and a 3 state with 6 components model for
the begin-end silence unit. The models were trained with 20
iterations of the EM algorithm.

The objective of the experiment is to compare the feature
selection technique with the local DCT projections, LDCTs and
the baseline system DCT2. The systems were trained in mis-
match (clean) conditions to test the implicit noise robustness
of the feature set. Different configuration values of the LDCT
were trained as baseline with Nsb = {1, 3, 5, 7}, an overlap of
50%, different subband bandwidths and number of cepstrum, a
total of 66 configurations. The DCT2 systems are part of these
LDCT configurations for the special case of Nsb = 1. The 39
dimension MFCC baseline is a configuration of the DCT2, for
C = 12 and S = 3. The test A snr10 was used as development
set to obtain the support vector set and the mutual information
metric. The recognition results are given on the test B.

In Figure 4 we show the results for a fixed SNR of 10dB
averaged through the four noise conditions of test B. The hy-
pothesis vector is composed by a concatenation of LDCT fea-
tures for a total dimension of 53 × 3 = 159 features, which
is still tractable by the method presented. We can observe that
the support vector approach performs better, given the compact
integration of the mutual information calculation and the dis-
criminative development set.

In Figure 5 we can observe the performance on the test B
set for the same clean models in more different SNR conditions.
Two systems are compared both with dimension 39, the result of
the feature selection with and the DCT2 baseline with C = 12,
S = 3, system, (the standard MFCC with derivatives). We
can see that the improvement is consistent for more SNR level
conditions confirming that the feature vector selected is more
robust in mismatch conditions, since the support vector based
mutual information has helped to target the more robust features
in the hypothesis feature set.
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Figure 5: Experimental results on Aurora 2 testb and clean condition
training for different SNRs, where they are compared the ETSI baseline
(DCT2: C = 12, S = 3) to support vector based feature selection
method, where the masks are obtained from the testa snr10 as develop-
ment set. The dimension of both feature sets is 39.

8. Conclusion
In this paper we have presented local frequency projection ma-
trices to obtain robustness in speech recognition, which present
a problem if the dimension of the feature vectors must be con-
strained, since many of the successful configurations tend to
use more features than the reference systems. In addition, the
process of finding these optimal configuration has a great cost
since many tests have to be performed, which is not always pos-
sible. We have proposed a solution to both of these issues with
dimensionality reduction by feature selection based on infor-
mation theory and support vector training examples. We have
tested the approach on the Aurora2 database and we have ob-
tained improvements for the methods in mismatch conditions
based on the support set with respect to the basic systems.
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