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Abstract 
This paper describes an R&D project regarding procedures for 
the automatic maintenance of the interactive voice response 
(IVR) system of a mobile telecom operator. The original plan 
was to create a generic voice prompt generation system for the 
customer service department. The challenge was to create a 
solution that is hard to distinguish from the human speaker 
(i.e. passing a sort of Turing-test) so its output can be freely 
mixed with original human recordings. The domain of the 
solution at the first step had to be narrowed down to the price 
lists of available mobile phones and services. This is updated 
weekly, so the final operational system generates about 3 
hours of speech at each weekend. It operates under human 
supervision but without intervention in the speech generation 
process. It was tested both by academic procedures and 
company customers and was accepted as fulfilling the original 
requirements. 
Index Terms: automatic prompt generation, unit selection, 
corpus synthesis, price list reader 

1. Introduction 
Most mobile operators use recorded human voice for prompt 
messages in their speech information systems. To read 
hundreds of such messages regularly is a very tiresome job 
even for an experienced announcer. Methods have been 
reported earlier to make this work less tiresome [1]. The main 
problem in prompt generation is the high speech quality 
requirement (the imitation of a given voice character and 
style), even in case of regularly changing text content. 
Experiments showed [2] that unit selection technology, 
applied to a very narrow domain can be successful. A possible 
solution can be the combination of human voice with a 
custom-built TTS. Pre-recorded prompts optimize the quality 
of the static part of messages, but it is difficult to combine the 
voice with TTS output. The speaking style of the TTS should 
be similar to that of the speaker [3]. Recording new prompts 
from time to time is expensive, and depends on many other 
factors like the availability of the speaker and the recording 
studio, the physiological state of the voice actor/actress etc.  

In this paper we introduce the R&D process of an 
automated information system that has been applied – 
although in a very narrow domain – from 2009 by one of the 
mobile service providers in Hungary. The supervising agent of 
the system either accepts the generated results or decides to 
record the given message by the company announcer (no 
intermediate decisions are possible). Solutions reported so far 
use semi-automatic generation methods, i.e. in [1] and [3] an 
expert must intervene at certain points of the speech 
generation process. The domain complexity that could be 
solved by this technology has not yet been described. Detailed 
studies are not available for English or for other languages. 
Our study is related to Hungarian, a strongly agglutinative 
language with practically free word order. It is also a new 
approach in our solution that the system was adapted to 

irregular inputs. For example, mobile phone prices change 
rapidly (mostly weekly) and the company handles these 
information items in different formats and ways (plain text, 
document, spreadsheet, etc. files, special notations). These 
forms could not be easily transformed into a standardized 
format. Thus, the system had to handle these variations. 

2. Project conditions 
Automatic prompt generation for speech information systems 
is a real industrial need, because voice telephony is still the 
only medium that provides real-time interactive access to any 
information for anybody and anywhere. The number of prompt 
types and forms have grown drastically at mobile phone 
companies, generating a new demand: to support the 
announcers with machines. In our case the original idea was to 
create a general-purpose voice prompt generator for the 
customer service department of the company. It was planned 
to be based on the earlier studio recordings of the female 
announcer of the company. The company could provide only 
minimal additional support during the R&D process. A robust 
interaction method was developed for integrating the system 
into the business processes of the company (see Fig 1.) More 
details are provided in Sections 4-6. 

 

 
Figure 1. The application flowchart of the proposed system 
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3. Pilot experiments 
First the possibility of the construction of a general purpose 
prompt generator was analyzed. It was assumed that the topic 
and style of prompt sentences covers a domain narrow enough 
for successful word/long unit-based unit selection synthesis. 
The company provided us initially the data described in detail 
in Section 4. Then it was gradually extended. Altogether the 
speech and text corpus was gathered during approximately 
three years (3747 sentences, containing 69057 words, 
altogether 8 hours and 25 minutes speech). Our domain 
specific, corpus based Hungarian unit selection engine 
represented the basis for this experiment [4]. The main 
synthesis unit was the word. The shortest element was the 
speech sound and sound concatenations (when word units 
were not found). These resulted in fluctuating speech quality, 
so these pilot experiments were not promising enough to 
continue for a generic solution.  

Finally it was decided to narrow the topic to a more 
limited domain, the price list reader. This domain represents 
only a small part of the full menu’s prompt structure but it has 
to be re-recorded most often. The subscribers of this company 
may be informed through a menu item of a toll-free service 
number by voice about the available mobile phones, 
accessories, and payment/service options. It was assumed that 
the automatic generation of these messages may help the voice 
actress of the company. The task is to generate about 400 
different sentences at the end of each week (typically Friday 
afternoon) by the engine. With traditional studio recordings it 
took 3-4 hours. The quality of the automatically generated 
message should not be easily distinguished from human 
speech. 

4. Design of the automatic price list reader 
The company initially provided the following material for the 
R&D team: the audio wave files of the previous price list 
recordings, the brand name of phones, device types and the 
text of the price list. This was altogether 413 blocks (5.5 hours 
speech) that contained 3431 sentences, 29951 words (397 
different word forms). New items were added continuously 
during the R&D work. One block contained about 10-12
sentences with the following structure: 
- Introductory phase: 4-5 sentences about the service 
- Choose brand: Please choose a phone brand, by pressing the 
respective button: 1-Samsung; 2- Nokia; etc. 
- The detailed information about the phones, services and their 
prices: The following Samsung phones are available: 
Samsung SGH-E570 9.990 HUF, or 12x1.665 HUF per 
month, 
Samsung SGH-E900 19.980 HUF, or 12x2.500 HUF per 
months,etc. 

The weekly changing part of the messages usually includes 
the phone types and the price (sometimes new sentences are 
also added by the management). The following brand names 
occurred most frequently in the text material. 

Brand name of the phone  percentage 
Alcatel    2 
LG    7 
Motorola   5 
Nokia   20 
RIM_Blackberry  3 
Samsung   17 
SonyEricsson   20 
Others   26 
Only 2-4 new brands appear annually. 

4.1. Bootstrapping the system 

The following bootstrapping steps led to the creation of the 
system: 
a) The block waveform recordings were cut into sentences 
automatically. 
b) A text preprocessor module was developed that could 
transcribe the original text, prepared for the human announcer 
(containing numbers, special characters, etc. in different 
formats) into a completely phonemic text form, using the 
phonemic orthography of the Hungarian language, e.g.: 
- LG Shine KE970 = “el dzsí sájn ká ee kilencszázhetven” /L-
G-shine K-E nine hundred and seventy/.  
- Web'n'walk Box 7.2+ =”veb en vók boksz hét pont kett�
plusz” /Webnwalk box seven point two plus/ 
- SonyEricsson C902 James Bond Edition - ”szoni erikszon 
cé, kilencszázkett� dzsémsz bond edisön” /Sony Ericsson C 
nine hundred and two, James Bond Edition/ 

The phonemic text in turn serves as the input to the speech 
synthesizer. This preprocessor was created using an iterative 
process in order to ensure its reliability on the price lists. 

First the phonemic text corpus was synchronized to the 
waveform corpus manually (by listening to the waveform and 
correcting the text). The goal was to update the text where the 
voice actress strayed from it, and to transcribe every text item 
into the phonemic text form. At the end of this process, the 
phonemic text was identical to the content of the speech files. 

The first version of the preprocessor was based on the 
modules of the Profivox Hungarian TTS system [8]. The 
preprocessor was run on the original text corpus provided by 
the company, and the differences between the manually and 
the automatically transcribed phonemic text forms were 
extracted automatically. The program’s data components 
(exception dictionaries, rule sets) were updated based on the 
differences, then the process was repeated to check if all 
changes had the desired effect, and further corrections were 
made as necessary. Inconsistencies made by the human 
transcribers could also be discovered this way. Finally the 
preprocessor was able to transcribe the text identically to the 
human transcription and a fully synchronized phonemic text-
waveform database pair was produced at sentence level. 

The preprocessor handles several issues occurring in the 
original text. First, expressions containing Arabic and Roman 
numerals, special purpose punctuation marks, dates, times, 
currencies, e-mail and web addresses, and telephone numbers 
had to be transcribed. Special attention is paid by this module 
to Hungarian vowel harmony. Hungarian is an agglutinative 
language, which often uses suffixes attached to words instead 
of separate prepositions, postpositions, particles or adverbs. 
Most suffixes have several forms, each with a different kind of 
vowel. The requirement of vowel harmony means that out of 
the possible set of suffixes, usually the one containing the 
same kind of vowel is used (a low-vowel-suffix attached to 
words with a low vowel in the final syllable). For example the 
expression “2*3” means “two times three”, and “times” can be 
expressed in Hungarian using the “-szor”; “-szer”; “-ször” 
suffix (háromszor /three times/; kétszer /two times/; ötször
/five times/). As complicated as it seems, this can be handled 
using a context-sensitive expansion of the asterisk and other 
similar marks. Digits of telephone numbers need to be grouped 
properly to achieve the conventional reading. 

Second, abbreviations and acronyms must be expanded. 
Some are included in the dictionary, but unpronounceable 
consonant sequences are expanded as abbreviations by default. 

Third, foreign words (mostly brand names) and words with 
irregular or archaic spellings need to be transcribed into 
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phonemic text, using a dictionary. Some usual misspellings 
and irregular uses of punctuation and spaces are also 
automatically corrected, so that the software should not be 
sensitive to slightly erroneous input. These were also collected 
from the automatic comparison of the original text corpus and 
the processed text. 
c) The voice database was also processed to label the 
waveform with the necessary markers (sound boundaries, 
word boundaries, silence periods). Forced alignment speech 
recognition was used first to generate the sound boundary 
markers [5]. The accuracy of this procedure was 93% with 
max. 20 ms acceptable deviation from hand labeling. In a 
further step, a semi-automatic method was used to increase the 
accuracy of the markers to 99% within the same deviation 
range [6]. So the final voice database contained precise sound 
boundaries with only 1% error. 
d) A complete number reader algorithm was integrated [7]. 
The phonetically designed speech segments for the number 
reader were read by the announcer of the company and added 
to the earlier recorded voice database (250 numbers like 
98623, 645892 etc.). Special attention was paid to Hungarian 
reading styles concerning brand names and numbers, e.g.: 
- Nokia 6220 =”Nokia hatvankett� húsz” /Nokia sixty two, 
twenty/ (and not digit by digit) 
- Nokia 6600 =”Nokia hatvanhat nulla nulla” /Nokia sixty six, 
zero,zero/ 
e) Our domain specific, corpus based unit selection engine [4] 
was adapted to the task domain by several iterations of quality 
tests (see Section 5) and the bootstrap steps given above. 

4.2. Continuous update 

After achieving an acceptable quality level in the academic lab 
(c.f. Section 5) the system was transferred to the industrial 
partner. There is continuous contact and feedback according to 
the procedure depicted in Fig.1. Continuous evaluation is 
going on by the prompt administrator(s) and occasionally 
customer service and quality control staff at the company, who 
are responsible for the voice quality of this service. After 
synthesizing a block (s)he decides whether the quality of all 
sentences in a block is acceptable or not. In the latter case the 
voice actress reads the whole block in which the unacceptable 
sentence occurred. This block is sent to the academic partner 
and it is integrated into the database. Then steps a), b), c) of 
Section 4.1 are completed again. This solution allows the 
quick integration of new brands and special phone names. 

5. Iterative user interface and system 
design 

The integrated system that is operated by the prompt 
administrator includes four main elements (see Fig. 2.). 
a) The voice corpus, the phonemic text corpus and the labels 
(sound and word boundaries, voiced/unvoiced information 
etc.),  
b) The price list reader TTS application server for generating 
the output waveform. 
c) A webserver with an SQL database ensures the connection 
between the client application and the price list reader TTS 
application server. 
d) The Client application communicates with the web server 
using the HTTP protocol, because the company’s Internet 
policy does not allow any other kind of connection to foreign 
networks. With this method the server is reachable over the 
Internet and the server can serve several clients at a time. 

Figure 2. The system architecture  

The specification of the system was constructed by the 
managers of the company at the setup of the project. As the 
project evolved, the end users (prompt administrators) needs 
were more clearly defined.. So the first version of the client 
software was created with basic functionality. It could 
synthesize a single sentence. After short period of use more 
functionality was asked according to the end users needs. They 
wanted to synthesize sentence blocks instead of individual 
sentences and have the chance to listen to these blocks 
sentence by sentence. Batch conversion of huge number of 
sentences also emerged. Uploading possibility of the new 
prompts recorded in the studio by the voice actress to the 
academic partner was also requested and implemented. It was 
planned that an efficient automatic quality grading system 
might be created. Based on the cost functions of the corpus 
synthesizer a 1-5 quality value was calculated by the system. 
The end users were asked to look at and overwrite it if it is not 
correct. That could have been a good basis for automatic 
learning algorithms. Unfortunately they did not recognize the 
functional advantages of this approach for themselves. As a 
result they did not contribute with enough input although the 
automatic quality values seemed to correlate with subjective 
tests. 

5.1 System integration and training 

The integration of the system was conducted in two major 
phases. The first phase ran in parallel with the iterative user 
interface development cycle. During this time it was possible 
to learn about the habits and preferences of the end users at the 
company and the workflow elements influencing the real-life 
usage. It was also possible to train the end users in short 
intensive (30-60 minutes) sessions. The provisioning of only 
written manuals was far less efficient. Demonstration of 
typical errors and improvement possibilities on the spot was 
more fruitful. Training was provided at every software update. 
In this phase one of the prompt administrators went on 
maternity leave so the effect of change of staff could also be 
tested. The second phase started after the company staff and 
management have decided to put the system in real-life use. It 
required close communication and quick response taking into 
account the special timing conditions (typical working time is 
Friday afternoon). 

6. System evaluation, listening tests 
A web-based listening test was conducted at the academic 
partner to determine the naturalness and quality of synthetic 
sentences. 103 native Hungarian subjects participated in the 
test with no known hearing loss. The results of 10 listeners 
were excluded from the evaluation because they either did not 
finish the test, or were found to respond randomly. Some of 
the excluded subjects reported playback difficulties. The 
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remaining 93 listeners consisted of 67 male and 26 female 
testers having a mean age of 32 years. 49 listeners used head- 
or earphones while 44 testers listened to loudspeakers. The 
listening test took 38 minutes to complete on average. The test 
consisted of six parts. The third to sixth parts were used for 
another unrelated study.  

In the test the utterances were coded by a standard RTE-
LTP GSM codec, so the listeners got similar signal quality as 
if calling the real IVR system of the company from a cell 
phone (without channel errors). In the first part of the test 
listeners used a 5-point scale (1: bad, 5: very good) to grade 
the quality of a sentence. They heard 10 synthesized (1-10 in 
Fig. 3) and 10 natural sentences (11-20 in Fig. 3) in random 
order. All 20 sentences were different.  

MOS values
(samples 1-10 are synthesized, 11-20 are natural sentences)
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 Figure 3. Average subjective quality of the sentences 

The results show that natural sentences received a higher 
score (3.95 average, standard deviation 0.18, between 3.7 – 
4.3) while synthesized ones reached a somewhat lower value 
(3.60 points average, standard deviation 0.3, between 3.2 – 
4.2). Although there is a significant difference between the 
synthesized and the natural versions, it is only 0.3 points. This 
value is less then half of the difference between the MOS 
value of standard PCM (4.3) and GSMRPE-LTP (3.5) 
telephony, although it should be noted that those MOS values 
are based on far more complex procedures than our project. 
All synthesized sentences reach or exceed the 3.2 value. There 
were 930-930 samples for both sets so these results are quite 
reliable.  

Percentage of “natural” responses
(samples 1-10 are synthesized, 11-20 are natural sentences)
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Figure 4. Percentage of “natural” responses for the test 
utterances 

In the second part subjects had to make a forced decision 
if a single sentence is natural or synthesized. They heard 10 
natural and 10 synthesized sentences in random order. Fig. 4. 
shows the ratio of “natural” responses. A 50% value would 
reflect random decisions. One-sample T-tests were run for the 
responses of the listeners for each utterance in order to 
determine the number of sentences which differ significantly 
from chance level. It can be concluded that all the natural 
sentences (11-20) were significantly judged to be natural 
(p=0.05) while in case of synthesized sentences (1-10) there 

were two significantly natural (8, 9) and two significantly 
synthesized (7, 10), while in other cases no significant 
decision was made (i.e. subjects could not clearly decide if a 
synthesized version is synthesized or natural). It does not 
mean that synthesized versions are just as good as the natural 
ones. We can only state that it could not be decided in this 
test. The GSM coder might have played an important role in it. 

7. Real life experiences 
The system has been in real life operation since the beginning 
of 2009. About 80% of price list prompts are generated with it. 
Both company staff and customers accept the voice quality of 
the system. Their approval was required before starting real-
life operation. Synthesized prompts are mixed with human 
recordings without any problem. The system can generate 
prompts on a standard PC at about 10 times real-time. Instead 
of 2-3 persons spending 3-4 hours/week with this task it can 
be completed by a single operator in about 30 minutes/week in 
most cases. If new brands and phone types arrive the company 
staff can record the necessary variants during the week and the 
system may be updated before the weekend. 

8. Conclusions 
An automatic prompt generation system was introduced that 
can co-exist in an application with human speech recordings. 
It is currently applied in Hungarian in the narrow domain of 
mobile telephony price lists. In the future we intend to extend 
it to other domains/languages and examine the chances of 
reaching the original goal of covering all of the IVR prompts 
of a mobile service provider. 
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