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Abstract
A Bayesian approach to non-intrusive quality assessment of
narrow-band speech is presented. The speech features used
to assess quality are the sample mean and variance of band-
powers evaluated from the temporal envelope in the channels
of an auditory filter-bank. Bayesian multivariate adaptive re-
gression splines (BMARS) is used to map features into qual-
ity ratings. The proposed combination of features and regres-
sion method leads to a high performance quality assessment
algorithm that learns efficiently from a small amount of train-
ing data and avoids overfitting. Use of the Bayesian approach
also allows the derivation of credible intervals on the model pre-
dictions, which provide a quantitative measure of model confi-
dence and can be used to identify the need for complementing
the training databases.
Index Terms: non-intrusive quality assessment, modulation
spectrum, Bayesian MARS

1. Introduction
Objective quality assessment (QA) of speech is an area in which
the goal is to model the average of the qualities perceived by a
group of subjects. The main applications are the evaluation of
communication channels and the performance of speech coding
and enhancement algorithms when organizing subjective evalu-
ation tests is costly, time consuming or impossible.

Objective QA methods are classified as intrusive and non-
intrusive. Intrusive methods evaluate a distance metric between
features from a distorted utterance and features from an undis-
torted version of the same utterance, and map this distance into
a quality rating. Often, however, a clean signal reference is
not available. Such scenarios require the use of non-intrusive
methods, where features extracted from the distorted signal are
mapped directly into a quality rating.

The two critical components of designing a good non-
intrusive QA algorithm are the choice of features and the regres-
sion method for mapping these features into quality estimates.
Generally, the more features are included, the more quality cues
become available. As the dimensionality of the feature set in-
creases, however, so does the number of parameters in the re-
gression function. Consequently, more training data is needed
to learn these parameters. Similarly, the choice of the regres-
sion function is not independent of the amount of training data.
More sophisticated regression methods allow for higher mod-
elling flexibility. This flexibility usually comes at the price of
a higher dimensional parameter space, which again leads to the
necessity for a larger amount of training data.

The use of auditory models (AM) is common in the QA lit-

erature [1], [2], [3]. Integrating an AM can be viewed as a form
of regularization, which can improve the generalization capa-
bility of the algorithm. Several QA algorithms, e.g. [3], [4],
use features derived from the spectrum of the temporal enve-
lope, i.e. the modulation spectrum (MS), in the channels of an
auditory filterbank. This choice of features is motivated with
the importance of the MS to speech intelligibility and overall
perception of quality [5]. In [3] the features extracted on a per-
frame basis are mapped into intermediate quality ratings, which
are then aggregated over the duration of the signal. In [4] Gaus-
sian mixture models (GMM) over subsets of per-frame features
from clean utterances are trained instead. These give rise to a
set of likelihood values for features from the test utterance that
are mapped to a single quality rating. Neither of these two ap-
proaches, however, takes into account that the perception of the
quality of an utterance is influenced by the statistical properties
of the features evaluated over the duration of this utterance.

To capture the influence of the time statistics we use a sin-
gle set of features representative of the whole utterance - an
approach also used in [2]. These are derived by evaluating the
sample mean and variance of per-frame features similar to [6],
which, however, does not use an AM. The features we propose
are derived from the per-frame MS features used in [3] and [4]
for signals with a sampling frequency of 8 kHz.

Non-intrusive QA methods found in literature, typically
use deterministic regression methods such as hierarchical lin-
ear models [2], neural networks [3], multivariate splines [7]. In
this study we take a different perspective on QA by adopting a
Bayesian approach and in particular Bayesian MARS [8]. The
advantages can be summarized as follows: i) feature selection is
performed automatically as simpler models explaining the data
are favored over complex models, ii) overfitting the training data
is less of a concern due to the inclusion of prior information and
iii) credible intervals on the model predictions can be derived.

The remainder of this article is organized as follows. Sec-
tion 2 describes the derivation of the features used for QA. Sec-
tion 3 reviews some general concepts from Bayesian estima-
tion and discusses the properties of BMARS. The strong per-
formance of the proposed approach is confirmed through exper-
iments in Section 4. Section 5 presents our conclusions.

2. Modulation Spectrum Features
Following the notation of [3], the stages of the feature extrac-
tion process are briefly summarized next. The input signal is
first normalized such that the level of presentation (in dB SPL)
of the utterances is associated with a particular level measured
from the signal samples. The signal is also equalized by the fre-
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quency response of the receiver used during presentation. The
preprocessed signal is used as the input to an AM.

The first stage of AM is a fourth-order Gammatone filter-
bank modelling frequency resolution of the human auditory sys-
tem. Denoting the bandlimited output signal in channel r at
time instance n by sr(n), the temporal envelope of sr is next
derived as:

γr(n) =
√

s2r(n) + ŝ2r(n), (1)
where ŝr(n) is the Hilbert transform of sr(n). Frames long
enough to detect modulation at frequencies as low as 4 Hz are
then extracted from the temporal envelopes. The spectrum of
each frame is derived using the Fourier transform. A second
filterbank - the MS filterbank - then splits the MS into eight
bands allowing evaluation of modulation band powers as:

Ψr(m, i) =

∫
Γ2
r(m, f)W 2(i, f)df, (2)

whereW (i, f) is the frequency response of the i’th modulation
filter and Γ2

r(m, f) = |F{γr(m;n)}|2 is the power spectrum
of framem in channel r.

Motivated by findings from psychoacoustic experiments,
the modulation band powers are split into two categories: artic-
ulation (ABP) and non-articulation band powers (NBP). Signal
energy in the ABP is attributed to the speech production mech-
anism whereas energy in the NBP is influenced by distortions.
The average energies over each category in one channel and
frame are given by

ΨABP,r(m) =
1

ℵ(ABP)
∑

i∈ABP

Ψr(m, i) (3)

ΨNBP,r(m) =
1

ℵ(NBP)
∑

i∈NBP

Ψr(m, i), (4)

where ℵ(.) is the cardinality of a set. The log of these band
powers forms a subset of the QA features used in [3].

The features we use are derived from ΨABP,r and ΨNBP,r

by evaluating sample mean and variance for each feature on
a log scale. As the statistics of active and background noise
frames are different, the cardinality of the proposed feature set
effectively doubles. In view of restrictions on the amount of
training data and the higher relevance of active frames, we did
not include features from background noise frames. Classifi-
cation of the frames was performed using the adaptive voice
activity detector of [3].

Working with per-feature statistical moments is similar to
working with marginal distributions. Marginalization, however,
leads to the discarding of useful information related to inter-
action among the features and may reduce prediction perfor-
mance. On the other hand, revealing interactions requires sig-
nificant amounts of data and in the absence of such, model train-
ing may result in overfitting. To avoid this problem we do not
attempt to capture interactions. As indicated in Section 3, this
leads to using an additive regression model. For future refer-
ence, we denote the feature set obtained following the above
procedure as x = {x(1), . . . , x(S)}, where for an auditory fil-
terbank with 23 channels S = 92.

3. Bayesian MARS
A common assumption used in the regression model design lit-
erature is that the data can be explained with the following rela-
tionship:

yj = f(xj) + εj , (5)

where xj is the set of features associated with observation
yj , f(.) is some function and εj is the realization of a white
noise process where for convenience it is often assumed that
ε ∼ N(0, σ2). As f(.) is not known, it is approximated with a
model f̂(.). A MARS model [9] excluding feature interactions
is given by

f̂(x) =

k∑

i=1

aiBi(x), (6)

where the ai are the model coefficients, k is the number of basis
functions B(x) and

Bi(x) =

{
1, i = 1

[si(xvi − ti)]+ i = 2, 3, ..., k,
(7)

where [.]+ = max(0, .), si are sign indicators taking on the
values ±1, vi identifies, which feature dimension is being split
and ti is the optimal knot constrained to lie in the data space for
this predictor. This is known as an additive MARS model. The
suitability of this approach to QA stems from partitioning of
the high-dimensional feature space using the spline basis of (7).
Inference of the model parameters builds on the assumption that
{xj , yj}, j = 1 . . . N,whereN is the amount of available data
points, come from the same distribution. The method uncovers
important dependencies of y on x, locally instead of modelling
the full-dimensional space of f̂(x) - an approach prone to suffer
from the curse of dimensionality [10].

The number of basis functions in a MARS model is not
known in advance. Training the model is performed in two
passes. A forward pass greedily adds basis functions with re-
spect to a lack-of-fitness (LOF) criterion, optimizing the coef-
ficients ai at each stage, until a predefined maximum number
of terms Λ is reached. A backwards pass using this LOF is
then used to trim the model so that generalization capability can
be improved. The parameters ai are obtained as the maximum
likelihood (ML) solution under a Gaussian prior on ε.

One disadvantage of the outlined training procedure is that
greediness leads to a dependence of the regression model size
and performance on Λ. This is a problem since to verify
whether the choice of Λ is appropriate, we need to keep a seg-
ment of the training database for validation. Reducing the ef-
fective amount of training data affects learning of the model
parameters. Cross-validation can be used to remedy this prob-
lem, but in the presence of few training data, generalization for
the choice of Λ is difficult to achieve. Further, use of the ML
approach is known to cause overfitting to the training data, e.g.
[10], and when the amount of training data is limited, this may
reduce performance significantly. Regularization or a Bayesian
learning approach can be used to address these problems.

In [11], regularization is generalized to non-parametric re-
gression models and improvement over MARS performance is
reported for all but one test cases. A problem with regular-
ization procedures, however, is that determining the value of
the regularization parameters may lead to inefficient use of the
training data. This issue does not exist with the Bayesian ap-
proach, which in addition allows estimation of credible intervals
on the regression model outputs.

In a Bayesian set-up, the model parameters are assumed to
be random variables over which a joint prior distribution can be
defined. Let θ be the vector of all model parameters. For MARS

θ = {k, θ(k)}, (8)

where k is the number of basis functions and

θ(k) = {a1, v1, t1, s1, · · · , ak, vk, tk, sk}. (9)
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The choice of prior distribution in the context of BMARS is
discussed in [8]. Further, letD represent all training data where
Dj = {xj , yj} is row j inD. Using Bayes rule

p(θ|D) ∝ p(D|θ)p(θ), (10)

where p(θ|D) is the model posterior and the constant of pro-
portionality is p(D). The predictive distribution for a new data
point x is obtained as shown in (11).

p(y|x,D) =

∫

Θ

p(y|x, θ)p(θ|D)dθ (11)

≈ 1

L

L∑

t=1

p(y|x, θ(t)). (12)

If an analytical derivation of the model posterior is not possi-
ble, as is the case with BMARS, the solution can be approxi-
mated using stochastic integration as indicated in (12), where
L is a sufficiently large number. To this purpose, it is neces-
sary to obtain independent draws θ(t) from p(θ|D). Metropolis-
Hastings methods allow sampling from a distribution, which is
known only up to a constant of proportionality [12]. The density
p(y|x, θ) is a Student distribution as a result of the uncertainty
of the regression variance σ2.

Using (12), the minimum variance estimator of y is easily
derived to be of the form

ŷ ≈ 1

L

L∑

t=1

E(y|x, θ(t)). (13)

To obtain samples from p(θ|D), [12] regards it as the target
distribution for a Markov Chain Monte Carlo (MCMC) sim-
ulation algorithm. The process is initialized with some θ(0)

and a Markov chain is run with transition probabilities given by
q(θ(t+1)|θ(t)). It is possible to assign q such that the stationary
distribution of the chain, if such exists, is identical to p(θ|D).
Thus, after a burn-in period when the chain can be assumed to
have settled, generated model parameters are dependent draws
from the model posterior. To ensure independence, collected
samples are separated by several draws.

With respect to the computational complexity of BMARS,
we note that the training stage imposes a heavy load. This in-
cludes both the initial burn-in period and the collection of inde-
pendent samples during the post burn-in period. Predictions can
be obtained efficiently if the model draws are saved to memory.
Efficient memory usage can be achieved by taking into account
that models from consecutive draws differ in at most a few basis
functions.

4. Experimental results
Training and validation of the proposed QA model is performed
using the P.Sup23 database [13] from ITU-T. P.Sup23 consists
of speech utterances and subjective ratings divided into three ex-
periments, only two of which provide absolute category ratings
(ACR). These are referred to as X1 and X3. Three laboratories
- BNR, CNET and NTT - contributed data to X1, each pro-
viding 176 utterances uniformly distributed over 44 distortion
conditions. Four laboratories - BNR, CNET, CSELT and NTT
- contributed data to X3, each providing 200 utterances uni-
formly distributed over 50 distortion conditions. Consequently,
the seven distinct data sets provide a total of 1328 utterances.
Each laboratory used a different language. The average over

the 24 subjects rating each utterance forms the mean subjective
scores used for training and validation.

The main metric used for method validation is the Pearson
correlation coefficient defined as

ρ =

∑
i(si − s̄)(oi − ō)√∑

i(si − s̄)2
∑

i(oi − ō)2
, (14)

where si is the mean opinion score (MOS) for distortion condi-
tion i, oi is the corresponding objective score, s̄ is the average
over all si and ō is the average over all oi. Objective scores
are mapped using a third-order monotonic polynomial as rec-
ommended in [2]. The motivation for this is to reduce the effect
of content-related and cultural factors.

Models were also compared in terms of complexity, which
in the context of the MARS model relates to the number of ba-
sis functions. Non-integer results obtained for BMARS were
due to the averaging over a number of models. Comparison of
feature sets (FS) is performed by evaluating models using dif-
ferent feature sets - the MS features or the features from the
ITU-T standard P.563 - and the same regression method. The
performance of the proposed QA method is illustrated through
experiments in the following two sections.

4.1. Predictive Performance and Model Complexity

The predictive performance of the proposed method was evalu-
ated by training on six of the seven data sets from P.Sup23 and
validating on the hold-out set. We used a burn-in of 5e+5 draws
and collected 3e + 5 draws with a separation of 4 draws. Col-
umn 2 in Table 1 presents the Pearson correlation obtained for
each database as well as the average over all data sets. We note
that in all cases the correlation is above 0.85. The average value
compares favorably to the mean correlation obtained with P.563
as seen from column 5 in the same table. For reference, we in-
cluded in column 4 the results obtained with a MARS model
trained with Λ = 300. These indicate that BMARS compares
favorably to the non-probabilistic version.

Comparison of the two feature sets, columns 2 and 3 of
Table 1, indicates that the proposed features deliver, on average,
better predictive performance. For five of the seven data sets
the modulation spectrum features result in significantly higher
performance.

Results on model complexity are presented in columns 6
and 7 of Table 1. We have used the abbreviation BF to indi-
cate number of basis functions. The BMARS models have, on
average, 20 % more basis functions than the MARS models.
We recall that MARS uses generalized cross validation (GCV)
[9] to determine the optimal model configurations. We observe,
therefore, that GCV leads to higher sparsity than the Bayesian
penalty on model complexity.

4.2. Credible Intervals

We saw in (13) that the minimum variance estimator is given by
the average over the mean values of the predictive distributions
from each independent model draw. To assess the confidence
of a prediction, we estimated the credible interval for the poste-
rior mean of the regression function using the model parameter
draws. The 95 % credible interval is obtained by excluding the
lowest and highest 2.5% values of E(y|x, θ(t)), t = 1 . . . L.

To illustrate the usefulness of the credible intervals we per-
formed two experiments. For data from X3 only, we trained
one model on data set CNET and another on all the data for
this experiment except for two randomly picked distortion con-
ditions from data set BNR. 95% credible intervals were then
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Data set BMARS,
MS FS

BMARS,
P.563 FS

MARS,
MS FS P.563 BMARS, MS FS,

BF on average
MARS, MS FS,

BF
BNR-X1 0.887 0.935 0.851 0.911 157.9 87
CNET-X1 0.891 0.861 0.897 0.798 122.6 102
NTT-X1 0.895 0.933 0.831 0.867 125.03 86
BNR-X3 0.941 0.914 0.927 0.923 144.4 114
CNET-X3 0.862 0.785 0.840 0.888 123.5 101
CSELT-X3 0.851 0.834 0.854 0.902 90.22 79
NTT-X3 0.920 0.886 0.914 0.843 87.13 110
Mean 0.892 0.878 0.873 0.876 121.5 97

Table 1: Performance evaluation: Pearson correlation coefficient and complexity in number of terms.

derived for the hold-out utterances from the BNR data set. The
top plot in Figure 1 indicates that the four-fold increase of the
training data size leads to a reduction of the credible intervals by
approximately 66%. This result complies with the inverse pro-
portionality between the estimation variance and the number of
data points. The credible interval, therefore, provides valuable
complementary information to the model predictions.

In the second experiment we evaluated the dependence of
the credible intervals for unseen utterances on the type of dis-
tortion while keeping the amount of training data constant. For
data from X3 only, we trained one model on all the data for
this experiment except for one distortion condition from data set
BNR. The condition was chosen randomly and in this case the
clean utterances were contaminated by additive vehicle noise at
20 dB SNR. A new distortion condition was introduced as well.
To avoid overlap with distortions in the training data we picked
compression, which is a hearing-aid type of distortion. An at-
tack time of 5 ms, release time of 70 ms, compression factor of
10 and a filterbank with 18 bands were used in generating the
compression distorted samples. The clean signals used to gen-
erate the compression distorted utterances were taken from data
set BNR. The bottom plot in Figure 1 presents the results. As
expected, the model shows lower confidence for the distortion
condition that was not seen during training. Furthermore, we
note that the model predictions for the majority of the samples
lie below the rating scale. This suggests that the credible inter-
val can predict the reliability of the model for a specific type
of distortion. The credible intervals can, therefore, be used to
determine what type of data should be used to complement the
training database so that performance of the model is improved.

5. Conclusions
Bayesian non-intrusive quality assessment of narrow-band
speech results in high predictive capability in terms of the Pear-
son correlation coefficient. The use of statistical moments of
signal features extracted on a per-frame basis leads to features
with high relevance for quality assessment. Credible intervals
provide a quantitative measure of confidence for the QAmethod
and can be used to identify the need for increasing the amount
of training data for specific distortion conditions.
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