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Abstract
Techniques for separating speech from background noise and
other sources of interference have important applications for
robust speech recognition and speech enhancement. Many tra-
ditional computational auditory scene analysis (CASA) based
approaches decompose the input mixture into a time-frequency
(T-F) representation, and attempt to identify the T-F units where
the target energy dominates that of the interference. This is
accomplished using a two stage process of segmentation and
grouping. In this pilot study, we explore the use of Discrimi-
native Random Fields (DRFs) for the task of monaural speech
segregation. We find that the use of DRFs allows us to effec-
tively combine multiple auditory features into the system, while
simultaneously integrating the the two CASA stages into one.
Our preliminary results suggest that CASA based approaches
may benefit from the DRF framework.
Index Terms: Discriminative random fields, monaural speech
segregation, Computational Auditory Scene Analysis (CASA)

1. Introduction
Humans excel at being able to communicate in noisy environ-
ments, and can easily separate speech from various types of in-
terferences. The performance of computational systems on the
same task is however, significantly worse. Approaches based
on computational auditory scene analysis (CASA) for the task
of speech separation attempt to isolate the target speech using
techniques that are inspired by human auditory perception [1].
Bregman [2] describes auditory scene analysis (ASA) as a pro-
cess by which the auditory system separates the input sound into
different streams, corresponding to the different sound sources.
Similarly, CASA based systems (e.g. [3][4]) first decompose
the input sound signal into a time-frequency (T-F) representa-
tion and then attempt to identify the T-F units in the input sound
signal where the target energy dominates the energy of the inter-
fering signal. The ideal binary mask (IBM) is defined as a mask
in which each T-F unit is labeled as 1 or 0 according to whether
the unit is dominated by target energy or the interference en-
ergy respectively, and can be computed from prior knowledge
of target and interference energy distributions. Estimation of
the IBM from a mixture of the target and interference has been
described as a computational goal of CASA [5].

Traditionally, the binary mask estimation in CASA systems
is accomplished in two stages - segmentation and grouping.
During the segmentation stage, the system identifies contiguous
sets of T-F units, called segments, that are likely to have origi-
nated from the same source. In the grouping stage, the system
groups these segments together into the target stream and the
interference stream respectively. Often the parameters in these
systems are determined manually, with the system relying on
thresholded features to make decisions at the segmentation or
grouping stages. Thus, errors in the segmentation stage can po-

tentially affect the quality of the mask computed in the grouping
stage.

In this paper we explore the use of Discriminative Random
Fields (DRFs) [6] for the purpose of monaural voiced speech
segregation. This approach is motivated by a desire to effec-
tively combine the two stages of a traditional CASA system into
one, thus allowing the system to incorporate both segmentation
and grouping cues simultaneously. This also allows for greater
system flexibility through the use of mulitple data-dependent
features while at the same time allowing the associated system
parameters to be learned automatically.

In Section 2 we describe the Discriminative Random Field
formalism including techniques for parameter estimation and
inference. In Sections 3 and 4 we describe our proposed sys-
tem and the experimental design. The results for our proposed
system and our conclusions are presented in Sections 5 and 6
respectively.

2. Discriminative Random Fields
Discriminative Random Fields (DRFs) were introduced by Ku-
mar and Hebert [6] in the field of computer vision. They are
based on Conditional Random Fields (CRFs) [7] that directly
model the probability of a set of labels, conditioned on the ob-
served data.

Let G = (S,E) be a graph, where S is the set of vertices,
called the sites, andE is the set of edges between the vertices in
S. Let G be such that the labels x, are indexed by the vertices
of G and let y be the observed data associated with G. Each
of the sites {xi}i∈S is to be assigned a binary label, so that
xi ∈ {+1,−1}. If (x,y) is a CRF and assuming that the clique
potentials of the graph associated with cliques other than the
edges and the vertices of the graph are zero, we may write [7],

p(x|y) =
1

Z
exp




∑

i∈S
Ai(xi,y) +

∑

i∈S

∑

j∈Ni

Iij(xi, xj ,y)




(1)

where, Ai(xi,y) and Iij(xi, xj ,y) are arbitrary functions
called the association potential and the interaction potential re-
spectively, Ni is the neighborhood of the node i in the graph
G and Z is a normalization term to ensure that p(x|y) forms
a valid probability distribution. A discriminative random field
[6], is a conditional random field, with a special form for the
association and interaction potentials, that are obtained as fol-
lows. We associate with each site i ∈ S an arbitrary func-
tion fi that maps the observations y associated with a particu-
lar set of sites to a feature vector. Thus, fi : y → Rm. Let
φ1, . . . φR be arbitrary (non-linear) functions such that φk :
Rm → Rmk . For each site i, we construct a feature vector
hi(y) = [1, φ1(fi(y)), . . . , φR(fi(y))]. Note that the use of
non-linear functions φk allows for a non-linear decision bound-
ary in the feature space. The association potentials in a DRF are
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chosen to have the form,

A(xi,y) = log(σ(xiw
Thi(y))) (2)

where, σ(t) = 1
1+e−t is the logistic function, and w are param-

eters of the model, which must be determined during system
training.

Similarly, for every pair of sites (i, j) in S we define a fea-
ture vector µij(y) = µij(ψi(y), ψj(y)), where ψk : y → Rl
are functions of the data and µij : Rl × Rl → Rq allows the
model to capture interactions amongst pairs of sites in S. As
before, the first value in the feature vector µij is set to 1 to ac-
comodate a bias term. The interaction potential in the DRF can
then be written as,

Iij(xi, xj ,y) = xixjv
Tµij(y) (3)

where, v are additional parameters of the model.

2.1. Parameter Estimation

Computing the maximum likelihood estimate of the model pa-
rameters θ = {w,v} requires the computation of the nor-
malization term Z in Equation (1) which, in general, is an in-
tractable problem. Therefore, following [6] we use the pseudo-
likelihood approximation which approximates the likelihood as
p(x|y) ≈ ∏

i∈S p(xi|y, xNi), where xNi is the set of la-
bels associated with the neighbors of i in the graph. The
pseudo-likelihood approximation has the effect of normalizing
the clique potentials over the individual cliques of the graph. In
[6] the authors note that the pseudo-likelihood assumption tends
to overestimate the interaction parameters v and they suggest
maximizing a penalized log-likelihood function instead of max-
imizing the log-likelihood directly. In particular, they suggest
performing maximum a posteriori (MAP) estimation, assum-
ing a Gaussian prior over the interaction parameters, p(v|τ) =
N (0, τ2I), where I is the identity matrix. Assuming that the
training corpus contains M labeled examples {xk,yk}k=1...M ,
the parameters θ of the model may be estimated by maximizing
the penalized log-likelihood as,

θ̂ = argmax
θ

M∑

m=1

∑

i∈S

{
log(σ(xmi wThi(y

m)))

+
∑

j∈Ni

xmi x
m
j vTµij(y

m)− log zi

}
− 1

2τ2
vTv (4)

where, zi =
∑

xi∈{+1,−1}
exp

{
log(σ(xiw

Thi(y
m)))

+
∑

j∈Ni

xix
m
j vTµij(y

m)

}
(5)

If τ is assumed to be given, then the penalized log-likelihood
function in Equation (4) is convex over the parameter space and
can be easily optimized using standard gradient descent based
optimization techniques. In our experiments, we use a Quasi-
Newton algorithm implemented in MATLAB to determine the
optimal values of the model parameters.

2.2. Inference

At test time, we wish to determine the most likely assignment
of labels to the sites, x∗, given a new data example, y. The op-
timal assignment of the labels can be determined using graph-
cut algorithms that have been used previously for inference in

Markov Random Fields[8] [9] [10]. Assuming only pairwise
interactions between the nodes, this technique requires the re-
formulation of the problem in terms of an energy minimization
problem, where the energy E must be expressed in the form,

E(x1, . . . , xn) =
∑

i

Ei(xi) +
∑

i<j

Ei,j(xi, xj) (6)

where, Ei and Ei,j are functions of the labels. In the case
where the nodes are only assigned binary labels and assum-
ing that the regularity conditions described in [10] hold , the
optimal assignemnt of labels to the sites can be determined ef-
ficiently by finding the minimum-cut in graph that is specially
constructed for the purpose. Noting that the negative condi-
tional log-likelihood (− log p(x|y)) has the same form as Equa-
tion (6) and that the regularity conditions are satisfied by setting
vTµij(y) = max{vTµij(y), 0}, allows us to determine the
optimal set of labels, x∗ using graph-cuts. In our experiments,
we use an implementation of the algorithm provided in the MRF
energy minimization toolbox described in [11].

3. Experimental Setup
To train our DRF systems, we use a corpus of ten voiced ut-
terances mixed in with ten intrusions collected by Cooke [12].
Each mixture is first passed through a 128-channel gammatone
filterbank whose center frequencies are quasi-logarithmically
spaced from 80-5000 KHz [13]. The resulting filter response
is then transduced by a Meddis model of hair-cell transduction
[14]. This output is then divided into 20ms frames with 10ms
overlap between successive frames to obtain a time-frequency
(T-F) representation of the signal that is known as a cochlea-
gram [1]. We denote an individual T-F unit in the cochleagram
as uc,m for each channel c and time-framem. Building on work
in [3], we extract a set of pitch-based features from the input for
each of the individual T-F units to obtain a feature vector xc,m,

xc,m =
(
A(c,m, τm), [f̄(c,m) · τm],

|f̄(c,m) · τm − [f̄(c,m) · τm]|, AE(c,m, τm),

[f̄E(c,m) · τm], |f̄E(c,m) · τm − [f̄E(c,m) · τm]|
)

(7)

where, [·] is the nearest integer function, τm is the pitch period
of the utterance at time-frame m, A(c,m, τ) and AE(c,m, τ)
are normalized correlograms and f̄(c,m) and f̄E(c,m) are es-
timates of the average instantaneous frequency. Note that the
first three features correspond to the response of the gamma-
tone filterbank, while the remaining three features correspond
to the envelope of the response respectively. For the purposes
of our experiments, the pitch periods τm corresponding to each
of the utterances were extracted using Praat [15] from the initial
pre-mixing target signals.

The feature vectors xc,m in Equation (7) were then used
to train a total of 128 multi-layer perceptrons (MLPs) - one for
each of the frequency channels. These MLPs were trained to di-
rectly minimize the SNR based objective criterion as described
in [3]. We note here that the MLP outputs corresponding to a
particular frame uc,m can be interpreted as local posterior prob-
abilities of the T-F unit being target dominant or interference
dominant respectively.

Our DRF systems are trained with a 4-connected neigh-
borhood structure, in which each T-F unit (uc,m) is connected
to its adjacent T-F units within the same frequency channel
(uc,m+1, uc,m−1) and its adjacent units within the same time-
frame (uc−1,m, uc+1,m), as shown in Figure 1. Apart from a
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Figure 1: Neighborhood Structure for DRF: Each circle represents a T-
F unit and the shaded boxes represent the interaction features µij(y).
Association features hi(y) are associated with the individual sites

bias term, in each of our DRF systems we model the interac-
tion µij(y) between a pair of connected sites i and j by includ-
ing the cross-channel correlation between the sites if they corre-
spond to T-F units within the same time-frame and adjacent fre-
quency channels. The feature is set to zero otherwise. We train
a total of 3 DRF systems that differ only in the features used
to model their respective association potentials hi(y). The first
system, which we call, system A, uses a total of nine features -
a bias term, the six features corresponding to the particular T-F
unit as described in Equation (7), and the posterior probabilities
of T-F unit being target dominant and interference dominant re-
spectively that are obtained from the MLP. Our second system,
System B, additionally uses the average of the posterior proba-
bility of its eight nearest T-F units being target dominant, which
we call the ‘average feature’. Finally our third system, System
C, uses only the MLP probabilities in addition to the bias and
the average feature used in System B, for a total of four associa-
tion parameters. The parameter τ was set to 0.0001 for training
each of the three systems described above, since it resulted in
the best performance on the training set.

4. Experiments
To evaluate the performance of our proposed system, we con-
structed a test corpus by using the ten voiced utterances from
Cooke’s corpus as the target [12] with examples from the NOI-
SEX database mixed in as interference [16] - jet cockpit noise
(bucaneer1 (N0), bucaneer2(N1)), noises recorded on a de-
stroyer engine (destroyerengine(N2), destroyerops(N3)), F-16
cockpit noise (f16(N4)), HF channel noise (hfchannel(N5)),
tank noises (leopard(N6)) and machine gun noise (machine-
gun(N7)). A second testing corpus was created by mixing in
eight random utterances (four male (N8-N11) and four female
(N12-N15)) from the TIMIT database [17] as interference. All
mixtures were created at an average signal-to-noise ratio (SNR)
of zero dB. Note that the ideal binary mask for each of these
examples was constructed from knowledge of the pre-mixing
signals.

We trained three DRF systems as described in Section 3. As
a baseline for comparison, we use the system for voiced speech
segregation described in [3]. We note that that features used
by our DRF system correspond directly to the features used by
their system.

5. Results and Discussion
We report SNR results for each of the noise cases, using the
signal resynthesized from the ideal binary mask as ground truth
which is computed as,

SNR = 10 log10

∑
n sI(n)2∑

n(sI(n)− sE(n))2
(8)

Table 1: SNR gain (dB) averaged across the ten utterances for each of
the noise cases taken from NOISEX database. The best SNR for each
noise case is shown in bold

Noise Case Baseline System A System B System C
N0 10.81 9.90 10.81 10.92
N1 10.71 10.10 10.83 11.00
N2 9.69 7.94 8.56 9.07
N3 5.24 4.76 4.82 4.85
N4 9.15 8.98 9.52 9.58
N5 14.29 13.02 14.43 14.70
N6 5.88 5.20 5.29 5.28
N7 5.99 4.94 5.04 5.14

Average 8.97 8.11 8.66 8.82

Table 2: SNR gain (dB) averaged across the ten utterances for each of
the noise cases taken from the TIMIT database. The best SNR for each
noise case is shown in bold

Noise Case Baseline System A System B System C
N8 9.00 5.13 5.30 6.10
N9 7.72 5.15 5.47 6.20

N10 10.66 6.52 6.99 7.72
N11 5.64 4.21 4.35 4.71
N12 12.80 6.16 7.13 9.64
N13 11.60 7.21 7.73 9.35
N14 10.08 7.69 7.96 7.95
N15 12.13 7.78 8.60 9.75

Average 9.95 6.23 6.69 7.68

where, sI and sE refer to the signals resynthesized using the
ideal binary mask and the computed mask respectively. We
compare the performance of our proposed system against the
system in [3]. Note that the results are only computed over the
voiced regions of the target speech. As can be observed in Table
1 and 2, System B, which differs from System A only in the use
of a single additional ‘average’ feature, outperforms the latter
under every noise case. Additionally, the best performing DRF
system - System C - performs comparably with the baseline sys-
tem on the examples constructed from the NOISEX database,
and performs marginally better under certain noise cases. On
the examples constructed from the TIMIT database however,
all three DRF systems perform significantly worse. To explore
this further, we also measured system accuracy, by determining
the percentage of T-F units in the computed mask that were la-
beled correctly. We note here that Li and Loizou [18] suggest
that systems with higher unit-labeling accuracy tend to improve
intelligibility of the resynthesized signal in human listening ex-
periments. The accuracy results for the examples constructed
from the TIMIT database are shown in Table 3. It is clear from
the table that although the DRF based systems show worse per-
formance than the baseline in terms of SNR gain, these systems
perform comparably, and in some cases outperform the base-
line when their performance is measured in terms of labeling
accuracy. Figure 2 shows an example of the estimated binary
masks and the corresponding ideal binary mask for one of the
examples created from the NOISEX database. We find that the
DRF systems tend to correctly identify many of the smaller re-
gions in the IBM, especially in the higher frequency channels,
as compared to the system in [3]. The increased unit labeling
accuracy of the DRF based systems may in part be explained by
the fact that the DRFs are trained to maximize the conditional
log-likelihood of the labels as opposed to SNR gain.

6. Conclusions and Future Work
In this pilot study, we have explored the use of Discrimina-
tive Random Fields for the task of monaural speech segrega-
tion. Our preliminary results suggest that this approach offers
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Figure 2(a) Ideal Binary Mask Figure 2(b) Mask computed by system in [3] Figure 2(c) Mask computed by DRF (System C)

Figure 2: A comparison of the binary masks by the systems. As can been seen in the figure, the DRF based systems tend to better classify smaller
regions in the Ideal Binary Mask, especially in the higher frequency regions.

Table 3: Labeling accuracy (%) averaged across the ten utterances for
each of the noise cases taken from the TIMIT database. The best per-
forming system under each noise case is shown in bold.

Noise Case Baseline System A System B System C
N8 77.4 77.5 76.8 76.3
N9 76.0 76.0 76.7 76.6
N10 80.4 81.4 82.6 82.4
N11 76.8 76.0 76.6 76.9
N12 80.4 80.2 81.7 82.1
N13 82.5 83.4 84.6 84.4
N14 79.7 82.4 83.5 83.1
N15 80.5 81.0 82.5 82.4

Average 79.2 79.7 80.6 80.5

a flexible framework for the incorporation of multiple feature
sets and allows for the determination of system parameters in a
principled manner. In future work, we intend to explore addi-
tional features that may help augment the pitch-based features
used in the current study and potentially lead to improvements
in system performance. We also note that our systems currently
treat all the T-F units identically, with the association and inter-
action potentials being independent of the position of the site
corresponding to a particular T-F unit in the graphical structure.
The use of additional features, that allow treat the units differen-
tially, as is done in some of the CASA based systems may also
prove to be useful, and we intend to explore this in the future.
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