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Abstract

In this paper we present an embedded unified speech recognizer
and synthesizer using identical, speaker independent Hidden-
Markov-Models. The system was prototypically realized on a
signal processor extended by a field programmable gate array.
In a first section we will give a brief overview of the system. The
main part of the paper deals with a specially designed unit based
HMM synthesis algorithm. In a last section we state the results
of an informal listening evaluation of the speech synthesizer.

Index Terms: Hidden Markov models, Speech synthesis

1. Introduction

We developed a unified speech recognizer and synthesizer using
identical, speaker independent Hidden-Markov-Models. The
recognizer is phoneme based and capable of recognizing regu-
lar languages. The synthesizer is based on synthesis units (mor-
phemes and words) which are represented as HMM state se-
quences and prosody contours (base frequency and energy). For
the synthesis unit selection we also use a finite state grammar.
To synthesize a specific voice from the speaker independent
HMMs we transform the feature vectors speaker dependently
into the mel-line cepstrum frequency (mel-LCQ, [1]) domain
where the sequence will be smoothed and synthesized using an
mel-cepstrum synthesis filter. The approach is designed for an
embedded system using a digital signal processor in combina-
tion with a field programmable gate array (FPGA). Our final
goal is to reduce the hardware to the size and power consump-
tion of a USB-stick. The device shall be used as a speech in-
terface to sound and vibration analyzers1. Fig. 1 outlines the
application scenario.

Figure 1: Application scenario of the embedded, unified speech
recognizer and synthesizer. The speech interface communicates
through USB with the controlled device and through Bluetooth
with a cordless headset.

This work was partially funded by the German Federal Ministry
of Education, Science, Research and Technology (BMBF) under grant
13N9793.

1see www.sinusmess.de

2. An Embedded Unified Speech
Recognizer and Synthesizer

The presented system is based on our research on the con-
vergence of recognition and synthesis technology [2]. As it
is designed for a low resource embedded platform (DSP and
FPGA2), it was cut down to the essentials. Fig. 3 shows a flow
chart and Fig. 2 a photograph of the current prototype.
The speech recognizer (left part of Fig. 3) uses a mel filterbank

Figure 2: The current prototype: a custom FPGA board is
mounted on top of a DSP evaluation board.

as signal analysis, dynamic and context features and a princi-
pal component analysis as feature transformation, monophone-
HMMs, and a finite state recognition grammar. We use a GMM-
based voice activity detector (VAD) and a simple subtractive
noise reduction. The rejection of out-of-vocabulary or non-
speech input is realized by comparing the decoding results with
a “free” phoneme recognition (reference decoding). Most of
the recognizer has been implemented on a field programmable
gate array. Only the A* search and the rejection are done on the
DSP. In order to minimize the size of the recognition network,
and thus to speed up the search, we use Gaussian PDFs with full
covariance matrices. The entire FPGA-implementation, includ-
ing the computation of approximately 1000 Gaussian densities,
is working in real time (with a 100 ms delay required for the
voice activity detection and delta computation).
The speech synthesizer (right part of Fig. 3) is mainly imple-
mented on the DSP. Only the signal synthesis filter will run on
the FPGA in the final version. It uses the speaker independent
HMMs of the recognizer for synthesizing a finite set of speech
units (morphemes and words) which are organized by a finite
state synthesis grammar. The synthesis algorithm described be-
low in detail was specially designed for this setup.
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Figure 3: Outline of embedded, unified speech recognizer and synthesizer. Left (bottom to top): recognizer; right (top to bottom):
synthesizer. RN: recognition network, refRN: reference recognition network, SN: synthesis network.

3. Synthesis Algorithm

As the quality of speech increases, HMM-based speech synthe-
sizers become more and more important. This kind of synthe-
sis is particularly suitable for applications where both speech
recognition and synthesis wants to be used. Especially if we ex-
ploit the joint use of the HM-models for the recognizer as well
as for the synthesizer, memory consumption can be saved and
qualifies such a system for the use in small devices.

Problems

In general HMM-based speech synthesis using the HM-models
of the recognizer has three main problems which must be
solved. First, the appropriate Gaussian sequence (GS) is un-
known and has to be estimated. The second problem is to
smooth the speech parameters associated with the GS. These
two tasks are due to the principle of the synthesis method.
The commonly used solution of these problems is described
in [3]. There the state durations are estimated by maximiz-
ing the output probability of the state durations. The sequence
of speech parameters to synthesize, including fundamental fre-
quency (F0), is determined by maximizing the output proba-
bility of the state sequence using dynamic features. For our
embedded system this approach is not applicable due to the re-
quired calculation power for the algorithm.
The third problem is the speaker independence of the HM-
models trained with speech signals produced by a huge amount
of different speakers. It’s in the nature of speaker independent
HMM-recognizers, we intend to use in our system, to model an
average voice. Speaker adaption algorithms known from speech
recognition are usually used to build a model for the target voice
from the average voice model [4]. However, this method re-
quires additional adaption parameters in order to preserve the
means and covariances of the Gaussians for the recognizer and
therefore it does not fit strict memory constraints of a combined

low resource system.

Solution

Taking advantage of the requirements of the target application
we found a solution with very low additional memory and cal-
culation time consumption. Using the fact that the amount of
sentences to produce by the synthesis system is limited we are
able to define a limited set of small units/morphemes and store
the indices of pre-calculated Gaussian sequences of these units
in a database. Synthesis by concatenating Gaussian sequences
of units pooled in a unit database obviates calculating the speech
parameters again and again. Furthermore the pre-calculated
Gaussian sequence is optimal in the sense of minimizing the
global distance between its output speech parameters and the in-
put speech parameter calculated from a particular natural speech
signal, i. e. it maximizes the output probability for a natural
speech input.
For the problem of the speaker dependent synthesis from
speaker independent HM-models we found that for limited
amount of synthesis units a simple linear conversion of the
speech parameters using a speaker dependent transformation
matrix is very effective.

Unit database generation

In the case of controlling a measuring device we defined the
units in that way that measuring values between 0.00 and
999.99 with unit, e.g. ‘123.45 kHz’, as well as some additional
status information, e. g. ‘measuring started’, are producible by
the synthesis system. This results in an amount of 39 units (nu-
meral morphemes and words). In addition to the GS indices
the F0 and the intensity I0 contour per unit are stored in the
unit database. We also store variants of units dependent on
the position of the units (begin, middle or end) in the sentence.
This avoids the effect of a monotone prosody of the whole sen-
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tence, due to the missing global prosody contour. Together with
these variants the database consists of 81 units. Fig. 4 shows
the algorithm of the (offline) generation of the database. In
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Figure 4: Scheme of the (offline) generation of unit database.

an automated process the natural speech signals of a particu-
lar speaker, containing at least one representation of the needed
morphemes/units, were processed by the speech recognizer to
obtain the GS and analyzed to get the F0 and I0 contour. The
recognizer generates the labels of the units using a correspond-
ing grammar. The units which will be used were selected de-
pendent on the recognition accuracy. The length of the Gaus-
sian sequence depends on the unit length and the analysis frame
rate. For every analysis frame we store one index, one F0 and
one I0 value. The amount of stored parameters for the three
tested speakers (frame rate 10 ms) are listed in Tab. 1. Due to

Table 1: Number of parameters of the unit database and the
conversion matrix for the three tested voices.

Speaker A Speaker C Speaker M

Unit database 10575 11103 9279
Conversion matrix 1860 1860 1860

the number of Gaussians (1024) one index needs 10 bit. If the
F0 and I0 parameters are stored with accuracy of 16 bit the sizes
of the databases are about 18 kByte. Further reduction of the
size can be done by using efficient coding algorithms. For com-
parison the size of the units underlying speech signals are about
1 MByte (PCM, 16 kHz, 16 bit) or rather 30 kByte (AMR-WB,
6.6 kBit/s) per voice.

Voice conversion

As outlined above, we found that for a limited set of units a
linear transformation of the speaker independent speech param-
eters3 with a speaker dependent conversion matrix results in suf-
ficient speech parameters to synthesize the target voice:

P̃D = PICD

˛

˛

˛

˛

˛

˛

˛

˛

P̃D ∈ RN×MD

CD ∈ RMI×MD

PI ∈ RN×MI

(1)

For the sequence of N Gaussians the N speaker independent
parameter vectors PI of order MI are converted to N speaker

dependent parameter vectors P̃D of order MD. In our case
the speech parameters PI consist of a sequence of 30 mel fil-
ter spectrum coefficients (the means of the belonging sequence
of Gaussians), their delta values and the sequence of F0 and
I0 values, i. e. MI = 62. Furthermore we found that for a
limited number of possible input parameters the output speech

3For convenient we call the speech parameter speaker independent
since the Gaussians are speaker independent albeit the sequence of
Gaussians, of F0 and of I0 are speaker dependent.
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Figure 5: FIR filter used for the transformation of the mel-LCQ
coefficients ωk to the mel-cepstrum coefficients ck . The impulse
response of length K of the filter gives the K mel-cepstrum
coefficients. The filter coefficients are related to the mel-LCQ
by rk = cos ωk.
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Figure 6: Mel-cepstrum synthesis filter with outer filter (a) to
realize the approximation of the exponential function and inner
filter (b) to realize the transfer function B(z) of filter (a).

parameters need not to be of the same kind. For our applica-
tion we use the mel-line cepstrum quefrencies (mel-LCQ) of
order MD = 30. The F0 and I0 values are taken over from
PI. The mel-LCQ are derived from the mel-Cepstrum [1] and a
mel-cepstrum synthesis filter can be used to produce the output
speech signal. Just like the line spectrum frequencies (LSF) the
LCQ can be considered as a special case of the mel-generalized
cepstrum (MGC)-LSP [5]. Moreover the use of mel-LCQ en-
ables the necessary smoothing of the parameters without losing
the stability of the synthesis filter.
The conversion matrix CD is calculated by minimizing the

mean square error between the estimated output parameters P̃D

and the desired output parameters PD, calculated from the nat-
ural speech, for the whole set of possible input parameters PI:

PD = PICD (2)

CD =
“

PI
TPI

”−1

PI
TPD (3)

The number of values of the conversion matrix stored besides
the unit database is independent of the speaker MIMD = 1860,
as seen in Tab. 1.

Synthesis

The right side of Fig. 3 shows the flowchart of the speech syn-
thesis part of the application. The incoming text is split into
morphemes, i. e. the units whose Gaussian index sequence, F0

and I0 contour is stored in the unit database. With these indices
and the HM-models of the recognizer the mel spectrum coeffi-
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Table 2: Results of the DMOS listening test. Evaluated
signals are synthesized using units of speaker A, C and
M, once unconverted and once converted via Eq. (1) to
voice A, C and M respectively.

Voice unconverted converted

A 1.61 ± 0.11 2.68 ± 0.14
C 1.74 ± 0.12 2.91 ± 0.14
M 1.54 ± 0.11 3.28 ± 0.17

Table 3: Results of the MOS listening test.

Units of A Units of C Units of M

natural 4.86 ± 0.10 4.88 ± 0.09 4.65 ± 0.16
unconverted 1.53 ± 0.18 1.71 ± 0.21 1.49 ± 0.18

converted A 2.67 ± 0.25 2.63 ± 0.20 2.08 ± 0.24
to target C 2.65 ± 0.26 2.84 ± 0.22 2.20 ± 0.23

voice M 3.25 ± 0.22 3.12 ± 0.21 3.33 ± 0.21
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Figure 7: Results of the
DMOS listening test.
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Figure 8: Results of the MOS listening
test.

cients including their delta coefficients are generated from the
means of the Gaussians. The sequence of the coefficients and
the F0 and I0 sequence of the units of the whole sentence form
the parameter matrix PI . The estimation of the speaker de-

pendent speech parameters P̃D, that are the mel-LCQ coeffi-
cients, were calculated by the conversion given in Eq. (1). To
avoid discontinuity, due to the limited number of Gaussians, the
mel-LCQ coefficients need to be smoothed along the time axis.
The mel-cepstrum coefficients were then regained from the mel-
LCQ coefficients using the impulse response of the filter shown
in Fig. 5. As the cepstrum is defined by:

S(z)

E(z)
= C(z) = C̃(z̃) = exp

 

c̃0 +
K
X

k=1

c̃kz̃−k

!

(4)

the synthesis signal s(n) with its z-transform S(z) can be re-
alized by a nested filter, similar to [6], as shown in Fig. 6. The
outer filter (Fig. 6(a)) realizes the PADÈ approximation of the
exponential function, while the transfer function of the inner
filter (Fig. 6(b)) is the log-spectrum of the speech signal. The
filter coefficients bk are determined by the recursion of Eq. (5a)
and βi by Eq. (5b).

bK = c̃K

bk−1 = ck−1 − λbk

˛

˛

˛

˛

K ≥ k > 0

warping factor
(5a)

βi =
2 (I − i + 1)

(2I − i + 1) i

˛

˛

˛

˛

0 < i ≤ I

I – PADÈ order
(5b)

By means of the F0 contour we generate the excitation signal
e(n) for the synthesis filter as a pulse sequence, whose ampli-
tude is connected to the I0 contour. Note that the GS produced
by one speaker and stored as indices in the unit database not
necessarily has to be combined with the conversion matrix of
the same speaker. Converting the parameters of one speaker
with the transformation matrix of a second speaker results in
the combination of the voice of the second speaker with the in-
tonation of the first speaker.

4. Synthesis Evaluation

For the evaluation of the speech synthesis part of the presented
application we performed two listening tests. For the first test
we measured the degradation of the synthesized signals in com-
parison to natural speech based on the degradation mean opin-
ion score (DMOS). For the three tested speakers the 40 sen-
tences with more than two words were chosen from the database
used for building the voice. Using the text of these sentences the
synthesis signals were generated once without conversion and

once with conversion to measure the effect of conversion. As
reference signals of the DMOS test we chose the natural speech
signals. The average DMOS values of the 19 listeners as well
as the 95 % confidence intervals are shown in Tab. 2 and Fig. 7.
It is shown that the conversion produces a significant improve-
ment of the synthesis quality. In the second test we measured
the overall quality of the synthesis by means of the mean opin-
ion score (MOS). The test includes the natural speech signals
and all combinations of the three unit databases with the con-
version matrices of the three speakers. For comparison the un-
converted signals, that are the signals synthesized from the pa-
rameters of the speaker independent HM-models, were added.
The results of the test together with the 95 % confidence interval
are shown in Tab. 3 and Fig. 8. Once more these results indicate
the significant improvement of the speech quality by the pro-
posed method.

5. Conclusion

In this paper we described a combined HMM-based speech
recognition and synthesis system using identical HM-models
for use in embedded devices. For the synthesis part of the sys-
tem we proposed a technique to synthesize an arbitrary voice
from the speaker independent HM-models. It was shown that
the linear transformation of the speech parameters can signifi-
cantly improve speech quality. The synthesis part of the system
was evaluated by DMOS and MOS listening tests.
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